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 outevolve /aʊtɪˈvɒlv/ verb. To consciously direct the evolution of a system at a rate that consistently outpaces the rate of change in the surrounding environment, markets, and competition.
 
 
PREFACE



Early Draft

This book is actively evolving. Content may change. Feedback welcome.





Why Outevolve

It is March 2026. Andy shares his screen from Bremerhaven, 700 kilometers away. An AI coding agent is creating training material for his class next week in Vietnam. On my screen, another agent is evaluating his feedback on this book, sorting tasks and issues into my Kanban board. We are talking, and the agents are working. This is how Andy and I work now: two people, an armada of AI agents.

But this book is not about that. It is not about how two consultants organize their work with the latest AI technology. It is about what changes like AI mean for your enterprise. Your products. Your services. Your organization. And what you can do about it.

Andy and I have been here before. Not with AI, but with the forces that came before.

In 2003, Andy hired me as a software developer at Web.de, one of the first and largest web portals in Germany. Internet services were young. Most companies in Europe did not believe this technology would change their business entirely. The situation was not different from AI today.

It was there that we both discovered Scrum for the first time. We used it as a lightweight method to organize our highly innovative and sometimes chaotic work. It worked. Small, empowered teams delivering results in short cycles, adapting to a market that moved faster than any plan could follow.

Seven years later, in 2010, Andy and I founded DasScrumTeam. Our goal was not only to help organizations use Scrum to improve their products and processes. It was also to run our own company the way we thought the future works. Virtual. Distributed. Lean. An organization built from the ground up on the principles we were teaching others. We were a distributed company running our business online long before anyone was forced to be. By 2019, we had grown to twelve employees and worked with nearly twenty independent trainers and consultants.

Today, our core business has entirely changed. Organizations that used to send twenty people to a three-day classroom training now onboard new employees with AI-powered platforms in a fraction of the time. The shift from classroom to digital to AI-enhanced learning happened faster than our strategic map predicted, and we had seen it coming for years. Still, it is overwhelming when a strategic prediction actually happens. What kept us going is our focus on the new: innovative topics, genesis-stage ideas, and the willingness to reinvent what we do before the market forces us to.

We could have used AI to scale what we already did. Deliver more training, faster, cheaper. That is one path: use AI to accelerate what you already do. Investing in efficiency can be a smart strategic move. But the danger is doing it without questioning the direction. An efficient organization becomes even faster at delivering products and services customers no longer want. A bureaucratic organization generates more bureaucracy at machine speed.

The other path: use AI as a catalyst to rethink what your enterprise does and how it is organized. Andy and I chose this path. We stopped scaling a training business and started building something new: new frameworks, new formats, and this book. We stripped away what no longer served us and redirected our energy toward where we saw the market heading.

There is a fork, and it determines what game your enterprise is playing. Keep playing the old game with the old tactics and hope they still work. Or change your game entirely. Most enterprises will choose the old game without realizing it.

But AI is only one force among many. Talent shortages are hitting every sector. Regulatory burden is growing, not shrinking. Supply chains stretch across continents, fragile and exposed to geopolitical shifts. These challenges are not new individually. What is new is the pace. Changes that once took a decade now unfold in years. Multiple pressures hit simultaneously. And each one demands a different response: speed here, stability there, innovation in one area, efficiency in another.

No single design can hold all of this at once. What it requires is a different kind of operating model. One designed not for stability or agility alone, but for evolution.

The real strategic question is not “Are we doing AI?” It is not “Are we agile?” It is: How well does our enterprise navigate evolution compared to our competitors?

This is what it means to outevolve.

Andy and I drew on decades of experience in enterprise transformation, insights from the global agile and lean community, and research into strategy, organizational design, and complex systems to develop AME3: the Adaptive Metaframework for Empirical Enterprise Evolution.

The forces shaping your enterprise will not stop when AI matures. They will intensify. What you need is not a response to this moment but an operating model that keeps working as the world around you changes.

What follows is a guide to playing a different game. A game where we do not just adapt. We outevolve.
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Daily work with AI agents and Kanban board: Andy’s and Pit’s actual working environment, March 2026






The New New Enterprise Game
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AME3 uses team sports as a metaphor to describe the core leadership system



In 1986, Hirotaka Takeuchi and Ikujiro Nonaka published The New New Product Development Game, an article that would profoundly influence how the world thinks about product development. Their insight was simple and powerful: small, cross-functional teams that work in overlapping phases outperform sequential, relay-race approaches. Speed, flexibility, and learning are built into the team, not managed from above.

This insight gave birth to the Agile movement. Frameworks like Scrum and eXtreme Programming helped software teams adapt to rapidly changing environments. Kanban and Lean brought the focus on flow, limiting work in progress, and eliminating waste. These methods proved that empowered teams could deliver better results, faster. Countless organizations saw it work.

Then companies tried to scale these methods. With frameworks such as Scrum@Scale, SAFe, and LeSS, they pushed agility into larger parts of the organization. Yet the agile areas remained isolated, incompatible with the standard operation of the enterprise.

At best, agile teams were tolerated as eccentrics. At worst, they deepened the very silos they were meant to dissolve. More and more companies are now backing away from “Big Agile.” It simply did not work for them.

The problem was never that agile methods lacked effectiveness. The problem was the absence of a compatible operating system for the entire enterprise. One that evolves with the company and integrates the principles that make agile frameworks powerful.

The Agile movement also had to learn that flexibility and adaptability alone are not what enterprises need. They must optimize for efficiency and stability as well. The real challenge is doing both at the same time. The answer lies in focusing on evolution, governed by empirical control.

It is now time to bring this game to the entire company. Welcome to The New New Enterprise Game. AME3 builds on the heritage of Agile and Lean to create an operating model for the evolving enterprise.




On the Shoulders of Giants
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Evolution of methods and frameworks for product development, organizational design, and strategy



AME3 is built upon the foundational work of numerous methodologies and frameworks in Agile, Lean, and enterprise transformation. The visual above shows how AME3 synthesizes insights from established approaches including Scrum, Lean, Wardley Mapping, and many others to create a comprehensive enterprise evolution framework. This is evolution in action, a fundamental concept behind AME3 and one of the core Strategic Doctrines an enterprise should focus on.

Rather than replacing these proven methods, AME3 integrates their core principles while addressing the unique challenges of large-scale organizational transformation. From Scrum comes the power of self-organizing teams, clear leadership, and the focus on done work. From Kanban and Lean, the focus on flow, limiting work in progress, and eliminating waste. From Large-Scale Scrum, the lesson on aligning multiple teams toward shared goals. From Wardley Mapping, the insight that agility itself should not be the primary optimization goal. Instead, an enterprise needs to focus on the evolution of its products, services, and organization.

AME3 weaves these influences together into a coherent system designed for entire enterprises, not just individual teams. The AME3 Rules alone are not enough. This is by design. The Rules define the minimum structure. The methods and practices you choose fill the space between. Enterprises should adopt complementary methods and frameworks such as those mentioned above. The choice should align with the evolutionary stages of the product and organization, and with the particular Ambitions being pursued.

Some of these frameworks and methods may have different rules and recommendations. Scrum works in fixed timeboxes, Kanban optimizes for continuous flow. LeSS requires one Product Owner for all Teams, Scrum@Scale distributes ownership. Kanban says start where you are, while LeSS and Scrum require radical structural change. These conflicts are real, but the combined use still outweighs the inconsistencies. The Rules of AME3 support easy mapping and integration with other frameworks. Unlike prescriptive scaling frameworks, AME3 gives organizations the flexibility to steadily adapt. In cases of discrepancy, Empirical Control resolves the conflict through evidence, not dogma.




Who This Book Is For

This book is for anyone responsible for how an enterprise evolves. You may lead one, advise one, build its products and services, or manage its projects. Here is how AME3 meets you where you are.

You lead the enterprise. You are a CEO, founder, or managing director facing transformation pressure from multiple directions: technology shifts, talent shortages, rising costs. Whether you are scaling a company that outgrew its founding structure or preparing for a spin-off or buy-out, you need an operating model that evolves with your company. AME3 gives you that model, starting from where you are today.

You sit on the board. You oversee strategy and governance across one or more companies. Management teams present ambitious transformation plans, but you need tools to evaluate whether they will work. AME3 gives you a framework for asking the right questions and distinguishing real progress from activity.

You run a business unit. You lead a product line, division, or department inside a larger organization. You see the opportunity, but corporate processes slow every decision. Agile methods helped your teams, yet the surrounding organization did not change. AME3 gives you a path to create real autonomy within corporate constraints and demonstrate measurable value.

You lead technology. You are a CTO or VP of Engineering caught between legacy systems, AI pressure, and teams that cannot move fast enough. AME3 shows you how to structure teams for faster delivery and align technology investments with business strategy.

You are responsible for people and organization. Whether you lead HR, coach teams, advise organizations as a consultant, or manage projects and portfolios, you shape how an enterprise evolves its way of working. AME3 provides a framework where structure follows strategy, roles carry clear accountability, and teams are designed around products rather than functions.

All these paths lead into this book. How to Read This Book will help you find the right starting point.




How to Read This Book

This book is written to be read from start to end. Each part also stands on its own, so if you prefer to jump in from the side, pick the one that matches where you are right now.

Part One: System

The System is the operational model at the heart of AME3. It defines how your enterprise leads, governs, and evolves.

The Strategy answers what to evolve and where to invest. Three strategic doctrines guide this. Empirical Control structures your learning through Anticipate-Advance-Assess cycles at multiple timescales. Overall Optimization ensures that local improvements benefit the entire enterprise, not just the unit making them. Evolution Focus maps your products along their evolution path, from genesis to commodity, so you invest where it matters most.

The Leadership System introduces three balanced leadership functions: the Owner, the System Lead, and the Team. Together they form a triangle of forces that keeps the organization stable yet adaptive. You will learn why leadership is a system design challenge, not a question of individual traits. Each function carries clear responsibilities: Owners set direction and balance opportunity against risk. System Leads develop people and improve the work system. Teams manage and execute work while driving quality and customer satisfaction.

The Rules establish a minimal yet sufficient framework for enterprise-wide collaboration. They operate on two levels: the Arena, where Teams create products and services, and the Enterprise, where strategic decisions shape the portfolio. You will find leadership functions, artifacts, and constraints at both levels, just enough structure to enable integration with proven methods like Scrum, LeSS, and Kanban, without prescribing how to do the work.

Part Two: Playbook

The Playbook is your step-by-step guide for getting started. It turns the System into action without requiring a large-scale transformation.

It begins with Slicing the Organization and Slicing the Product, which explain how to design Teams and product architecture as a single, evolving system. They provide the foundations for every structural decision that follows.

The first entry point is the enterprise. You start the game at the enterprise level by defining the Leadership functions: the Enterprise Owner, Accountable Representatives, and Enterprise System Lead. You adopt the Rules as your shared operating agreement, analyze your product portfolio for innovation potential, and build an Enterprise Backlog that orders all strategic Goals. Then you launch the first Tournament, the enterprise-level cycle where strategy meets reality and adjusts based on evidence. Finally, you define your first Arena and its Ambition.

The second entry point is the Arena. You start the game in an Arena from one of three starting situations: a brand-new product independent from existing processes, an existing work system that already uses agile and lean practices, or an established product that has not yet adopted them. Each path provides detailed steps, from setting up a Leadership System with Arena Owner, System Lead, and Teams to creating a single Backlog and starting the first Match.

You do not need to reorganize everything at once. Employees move to Arenas as they are needed. The rest of the organization continues operating as before. Improve the Play of the Old Game provides a gradual improvement path for these parts: retrospectives in the Match rhythm, value stream analysis, Kanban systems, and team formation, until they are ready to become Arenas themselves. The enterprise evolves one Arena at a time, guided by strategic Goals and governed by the Tournament cycle.

Part Three: Interplay

Interplay connects the System to the real world. It shows how organizations apply AME3 to the challenges they face today.

The AI section explores how generative AI reshapes products, teams, and business models. You will learn why AI will not fix your bureaucracy, how to assess your strategic terrain using Wardley Mapping, how to develop a strategy for the GenAI era, and how Teams are evolving from component teams to full-stack teams to AI-enhanced Teams that own end-to-end business outcomes.

The Methods section curates practical guides for selecting, adapting, and combining proven frameworks. You will find a detailed analysis of what makes framework adoption succeed or fail, and why AME3 works as a meta-framework that composes rather than prescribes.

You will learn how to use methods like Scrum, LeSS, Wardley Mapping, and Estuarine Mapping within AME3 for the benefit of your enterprise, your products, and your services. Other chapters cover the transition from project to product thinking, enterprise Goal visualization, and practical tips for planning and estimation at every level of the organization.

Each chapter and method stands alone. Together they show how the System comes alive in practice.


A note on our voices

Where you read “I,” it is me, Pit (Peter). I am your guide through this book. Andy brings his deep knowledge of methods and frameworks, and his relentless habit of challenging every one of my ideas until it holds up. Everything you read here, we shaped together.




Navigating the terminology

Throughout this book, italic terms like Arena, Match, or Team are AME3 concepts with precise definitions. You will find them in the Rules chapter in Part One. Footnotes point you to the Appendix, where external concepts, sources, and methods are explained.







PART I: SYSTEM


AI is reshaping markets, business models, and the way enterprises create value. But it is not the only force. Shifting customer expectations, regulatory pressure, and technological evolution have always demanded that organizations adapt. What AI adds is speed and uncertainty at a scale most operating models were never built to handle.

An operating model for today’s enterprise needs to be based on a system that is robust enough to direct these forces and universal enough to work regardless of what comes next. AME3 provides that system. It is a foundation for building and evolving an operating model unique to your enterprise. One that balances stability with adaptability while continuously optimizing for the services and products that matter most.

The System comprises three interconnected components. Strategy guides organizational evolution through three strategic doctrines. Leadership defines how Owners, System Leads, and Teams collaborate as a self-regulating triangle of forces. Rules establish a common language and foundational practices for teams and leaders alike.




1 Strategy
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Strategy in AME3 is not a plan. As Roger Martin puts it, planning is about activities within your control, while strategy requires making choices about where to play and how to win in the face of uncertainty. A plan tells people what to do. A strategy tells them how to think when the plan runs out. It does this through doctrines.

In military strategy, a doctrine sets out the fundamental beliefs, priorities, and methods that shape policies, operations, and the use of power over time. It provides a framework for tactics. The concept originates from US Air Force doctrine (AFDD-1), where it describes “officially sanctioned beliefs and warfighting principles that guide the proper use of forces.”

A Strategic Doctrine provides a framework for tactics, setting out the fundamental beliefs, priorities, and methods that shape policies, operations, and the use of power over time.

Simon Wardley brought the concept into business strategy, defining doctrine as “basic universal principles applicable to all industries regardless of the landscape and its context.” In AME3, we take this idea further and establish three strategic doctrines that every enterprise must adopt from the start.

Empirical Control structures learning through Anticipate-Advance-Assess loops at multiple timescales. Overall Optimization ensures that local improvements benefit the entire enterprise, not just the unit making them. Evolution Focus maps products along their evolution path so the enterprise invests where it matters most.



Empirical Control


Expecting the Unexpected

During my studies in electrical and information technologies in the late 90s, I had the opportunity to work as a student assistant with a team of engineers and physicists at IBM. Their main task was the production of new hard-disk generations, manufacturing atomic-scale layers of metals and carbon in a clean room facility roughly the size of two football fields.

I was fascinated by the engineering, but equally surprised by how the team operated when bringing a new disk into production:

First, the team formulated a hypothesis outlining the parameters necessary to achieve the desired properties of the final disk. The hypothesis was grounded in theoretical models, laboratory experiments, and knowledge acquired from past products.

After producing a larger batch of disks under production conditions, they started measuring the characteristics of the disks. Most likely they failed to achieve them, but the data gave the team hints where to adapt the parameters, which led them to plan the execution of the next cycle.

At times, it took the team weeks and numerous cycles to achieve their desired results. During this pursuit, they had to eliminate common issues, such as a stray hair or a fingerprint fragment in one of the chambers.

Development is the art of expecting the unexpected.

The team also found themselves needing to reevaluate their initial assumptions. For instance, they came across an issue involving minor but quantifiable deformations on the disks. Initially, the team hypothesized that these deformations were due to the plasma’s extreme temperature, a seemingly logical assumption. However, the real culprit was the forces produced by high acceleration when the disks were inserted into the production machine. As a result, they needed to optimize the loading robot’s movement.

Empirical: Based on what is experienced or seen rather than on theory

At the beginning of the millennium, I became familiar with eXtreme Programming as a programmer. It operates on much shorter but similar cycles to what the IBM team had used. You write a test that fails (red), write the code to pass it (green), then refactor while keeping all tests passing. One cycle complete, ready for the next.

I started to understand the impact of this principle for a larger organization in 2004 at Web.de, at the time one of the largest web portals in Germany. It was there that I experienced Scrum for the first time. Sprints offered us an expanded cycle: from a business concept to done functionality within weeks. What we later learned was that the highest form of “Done” means our users and customers have actively started using the new features. Only then do we gain the insights that serve as the definitive test for our business hypotheses.

Ken Schwaber had a term for this meta-process that he, Jeff Sutherland, and Mike Beedle had implemented into Scrum: Empirical Process Control. He had learned the concept from professionals in the chemical industry (Process Dynamics, Modeling, and Control) and made it the fundamental principle of Scrum.

But individual Teams running Sprints was only the beginning. In 2007, Andy and I helped Bwin scale Scrum across the entire development and IT department. When all Teams adopted the same rhythm, organizational noise and chaos dropped significantly. The structure we built there was later described almost exactly by Large Scale Scrum (LeSS), a pattern for a large number of Teams working on one product.

Looking back, these empirical control loops were not just optimizing the process to develop software. They controlled the entire result we were creating: our product, or in AME3 terms, the Arena Product.

Scrum, XP, and Agile did not invent this. Empiricism itself, as both a scientific and philosophical approach, dates back to the 17th century. In fact, you can find these loops in models, methods, and organizations across every domain:


	OODA Loop: Observe, Orient, Decide, Act

	PDCA Cycle: Plan, Do, Check, Act

	Wardley Mapping: Leadership, Purpose, Landscape, Climate, Doctrine

	eXtreme Programming: Red, green, refactor

	Lean Start-up: Build-Measure-Learn

	Process for the complex domain in the Cynefin Framework: probe-sense-respond

	Scrum: Transparency, Inspection, Adaptation, in combination with time-boxing and delivering early and frequently. Manifested in the Sprint and the Daily Scrum



While these loops differ in terminology and steps, they all share the same underlying pattern. AME3 distills this into three phases.



Anticipate, Advance, Assess

In AME3, there are two defined empirical loops. The first, at the tactical level, is the Match within an Arena. The second, at the strategic level, is the Tournament encompassing the entire Enterprise. They are structured into three phases:


[image: ]




Anticipate

Anticipate refers to the phase where the organization or work system formulates hypotheses and sets expectations for the upcoming cycle. This involves reconsidering strategic doctrines, constraints, and defining the parameters and conditions necessary to achieve the desired outcomes. Decision-making and planning are also integral components of this phase.



Advance

The Advance phase involves executing the planned actions and improvements by adhering to the strategic doctrines, constraints, tactics, and plans outlined during the Anticipate phase. This is where the organization actively engages in the process, whether it is developing a new product, conducting experiments, or implementing changes. During this phase, the organization gathers data and observes the outcomes, making real-time adjustments as needed to stay aligned with their goals and improvements.



Assess


The Assess phase focuses on evaluating the results of the actions taken during the Advance phase. This involves analyzing the data collected, comparing the outcomes against the initial hypotheses and expectations set during the Anticipate phase, and identifying any discrepancies or areas for improvement. The insights gained during this phase inform the next iteration of the AAA-Loop, allowing the organization to refine its strategies and approaches continuously.

The phases are not isolated from each other and can have some overlap. For instance, the IBM team collected a significant amount of data during the Advance phase and drew conclusions from it instantly, which can be considered as the Assess phase. However, in a meeting, they summarized these insights and anticipated future experiments before advancing to the next cycle.




Strategy and Tactics

The Rules of AME3 help implement the AAA-Loops and therefore the Empirical Control doctrine. The organization and facilitation of the Tournament and Match are determined by the System Leads and the particular methods and frameworks they elect to use. However, the shared rules ensure that the loops are interlocked.

As an example, the following image illustrates how the Tournament and Match integrate three frameworks. On the strategic level, the Tournament incorporates Wardley Mapping. On the tactical level, the Match integrates Scrum and a research cycle similar to the one used by the IBM team. However, each Arena likely has its own implementation for a Match, utilizing different methods and frameworks.
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How Wardley Mapping, Scrum, and a research cycle map onto the Tournament and Match



On the strategic level, the loop of the Tournament does not have its own Advance phase. This phase consists of the combined Matches of all Arenas and the remaining organization that does not operate within the AME3 framework yet.

This reveals a problem familiar to many executives and C-level managers. They formulate a strategy, but it does not get executed as intended. The reason is structural: strategy cycles do not execute anything. Only people in value creation execute. The key is to connect the strategic loop with the tactical loops so that strategic decisions translate into concrete action within Matches. This is why the function of the System Lead becomes so important. Their focus is to connect these loops with adequate practices and ensure the right methods and tools are in place. Frameworks like Scrum, Kanban, or Flight Levels provide exactly this connection.

Only Teams and individuals who actively collaborate with customers or solve problems for them will advance.



The Perfect Length of a Loop

The shorter the AAA-Loop, the quicker the improvement and optimization process. However, certain constraints may necessitate a longer period:


	Technological complexity

	Market complexity

	Organizational complexity

	Social constraints



Often, we tend to select the time based on the constraints at hand. For instance, in the development of a new drug, the duration of a clinical test seems to dictate the maximal time for the loop. However, this approach has a drawback: we accept our assumption that we could not accomplish the goal more quickly. As an example, the development of the COVID-19 vaccine by BioNTech demonstrated that perceived constraints were actually unchallenged assumptions, as evidenced by their rapid vaccine development initiative.

By setting a fixed timebox, we flip the problem on its head:


	We challenge ourselves to break down the problem into smaller, more manageable parts from which we can learn.

	We adopt a divide-and-conquer strategy to tackle the problem.

	We concentrate on fewer problems and resolve them in less time, providing us with better data faster for future decisions.

	We establish a rhythm that reduces noise and chaos in the organization.





Designing the Loop in Loop in Loop

So, designing an AAA-Loop seems to be a trade-off. In larger organizations, these loops need to interconnect and build upon each other. Combining numerous loops can result in confusion and disarray. Fortunately, the Agile community’s decades of experience have shown that three interlocked loops are sufficient for most small and medium enterprises:


	An hour to a day long AAA-Loop for tasks handled by individuals and the Team, led by

	a week to a month long AAA-Loop for end-to-end improvements involving one or multiple Teams, led by

	a quarter to a year long AAA-Loop for the overarching Goals and Ambitions of the Enterprise.



Several frameworks and methods effectively address one or two loops. Others are useful for supporting the loops, but do not define a loop on their own.

The challenge often lies in the fact that different parts of the organization may not operate in sync, which causes issues in communication and collaboration. Moreover, these organizational parts may not follow the same doctrine of empirical control, which is crucial for planning common Goals and integrating data from the lower AAA-Loops.

By elevating Empirical Control to an overarching strategic doctrine, the Enterprise ensures that various subsystems within the organization collaborate effectively within a generic structure.

AME3 aims to maintain these AAA-Loops as flexible as possible, allowing different organizational parts to select the specific processes needed for their situation while providing enough structure to ensure subsystem integration.



Next Level

Empirical Control is prevalent in various models, methods, and organizations. It is a fundamental component of effective product and service development and should, therefore, be the first strategic doctrine of an Enterprise.

In the context of AME3, these cycles are embodied in the Tournament and Match. But running empirical loops is not enough. The loops must serve the right scope. When different parts of an organization each optimize for their own results, the enterprise works against itself. The second strategic doctrine, Overall Optimization, ensures that every improvement benefits the whole.





Overall Optimization
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The Suboptimization Trap

In 2007, I joined Bwin in Vienna as a Scrum Master, eager to apply what I had learned about agile development. My disappointment came quickly when working with my first team. Despite everyone’s best efforts, the team never delivered what was planned by the end of each Sprint.

Management blamed the team for lacking commitment. But the real problem was different.

Each team member had received individual performance goals from their respective managers. These personal objectives pulled people in different directions. The developers optimized for their individual targets, not for the team’s shared outcome. What looked like a commitment problem was actually a suboptimization problem.

When everyone optimizes for their own goals, nobody optimizes for the whole.

This pattern repeats across enterprises of all sizes. Departments optimize their budgets. Teams optimize their velocity. Individuals optimize their performance reviews. Each local optimization makes perfect sense in isolation. Together, they create an enterprise that works against itself.

Overall Optimization means every improvement must be evaluated by its effect on the Enterprise Product, not just the unit making the change.



When the Whole Enterprise Aligned

A fortunate circumstance allowed me to experience what happens when an enterprise truly optimizes for the whole. Bwin’s board decided to launch a loyalty program called b’inside with the highest priority. This decision overrode all individual targets and departmental goals.

Team members were not assigned. They were asked if they wanted to work on this product idea. True commitment emerged because people chose to dedicate themselves to a shared Goal.

When obstacles arose, I could simply remind everyone of the overarching objective. The “Project #1” priority card cut through organizational friction. Within the first Sprint, the team delivered four complete features with automated testing, unprecedented in that organization.

After four Sprints, the team reached eight times the velocity. But velocity was not the real achievement. The team tackled fundamental obstacles that no one had dared to address before: replacing legacy systems, restructuring the entire infrastructure, and removing bottlenecks that had slowed the organization.

True commitment arises only when people decide for themselves to pursue a shared Goal.
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Teams managing dependencies, 2008, bwin Vienna



By 2009, bwin had scaled to more than 10 Scrum teams delivering continuously every four weeks. This capability was rare for that era. The difference was not better processes or smarter individuals. The difference was alignment around a shared outcome.



The Challenge of Scaling
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Communication channels grow quadratically with group size



As enterprises grow, communication becomes increasingly complex. Without structure, communication effort grows quadratically. Teams compartmentalize this complexity, but the approach has limits. Dependencies between Teams create coordination overhead that can consume all productivity gains.

No organizational approach scales linearly. The question is how to manage the inevitable complexity.

Slicing the Organization provides the full analysis of communication effort, team sizing, and organizational design. Slicing the Product shows how product architecture determines where team boundaries should be drawn.



Conway’s Law and the Architecture of Work

In 1967, Melvin E. Conway observed that organizations produce designs mirroring their communication structures. This insight, now known as Conway’s law, reveals why reorganizations often fail to change product architecture.


“Organizations which design systems are constrained to produce designs which are copies of the communication structures of these organizations.” —Melvin Conway



Product architecture and organizational structure are two sides of the same coin. You cannot change one without changing the other. An enterprise optimizing its product must simultaneously optimize its organization.

But Conway added a critical insight that many overlook:


“Because the design which occurs first is almost never the best possible, the prevailing system concept may need to change. Therefore, flexibility of organization is important to effective design.” —Melvin Conway



At Bwin, Andy had joined as Scrum Master by this time. Together we experienced Conway’s Law directly. A Swedish component team created a dependency bottleneck that blocked progress. The solution was not better processes or more meetings. The solution was co-location, bringing the Swedish developers to Vienna. Once communication patterns changed, the architectural problems resolved themselves.

The lesson: treat organizational design and technical architecture as one problem, not two. Optimize both for flexibility, the ability to adapt when the prevailing system concept needs to change. And they will change.



The De-Scaling Cycle
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De-Scaling Cycle by Stefan Roock and Peter Beck



Scaling creates and amplifies dependencies. These dependencies appear in two interconnected forms: between Teams and organizational units, and within the structure of products and services. Conway’s Law tells us these are the same problem viewed from different angles. Organizational dependencies mirror product and service dependencies.

The natural response to growing demand is to add people. But adding people increases the number of dependencies, which increases coordination overhead, which slows delivery, which increases the demand to add even more people. This self-reinforcing dynamic is the scaling trap. It takes deliberate leadership energy to work against it.

Stefan Roock and I call this counter-practice the De-Scaling Cycle, a continuous effort to reduce complexity across organization and product structure:


	Identify Dependencies. Not all dependencies are visible from the start. New ones emerge as products and services evolve. Look for dependencies between Teams and organizational units that force constant coordination. Look for coupling in product and service structures that prevents independent work. These are the same problem in different forms.

	Manage Communication. The immediate response is to manage work and communication along the dependency. For Teams and organizational units, this means taking responsibility for coordination. For product and service structures, this means establishing clear interfaces. For time-limited problems, management is often sufficient.

	Reduce Dependencies. Sustainable improvement comes from eliminating dependencies, not just managing them. This requires simultaneous changes to organization and product structure. Restructure Teams along stable boundaries. Decouple product and service components. Because these dependencies mirror each other, addressing one often reveals solutions for the other.

	Repeat. Each improvement reveals previously hidden dependencies. New dependencies emerge as products and services expand. The cycle never ends. It becomes part of how the enterprise operates.





Measuring What Matters

After Bwin adopted Scrum across the entire product development organization, I observed a curious phenomenon. Management introduced a Key Performance Indicator (KPI) for Scrum Masters: increase commitment reliability. The metric was simple, the ratio of committed story points at the start of a Sprint to the story points actually delivered.

Guess what happened? Teams did not get faster. They did not get slower either. They delivered with exactly the same velocity, Sprint after Sprint. In a complex environment, this is odd. Velocity naturally fluctuates as teams tackle different challenges, experiment, and learn.

The root cause was subtle. Scrum Masters, optimizing for their KPI, held teams back from challenging themselves. They encouraged conservative commitments to keep the ratio stable. The metric was perfectly met, and innovation quietly suffocated.

Management’s intention was understandable. They wanted reliability and predictability on one hand, and more features and innovation on the other. But these goals are a trade-off. The KPI optimized for one side only. And they got exactly what they measured. What you measure is what you get.

This pattern repeats everywhere. When departments measure their own efficiency, they optimize for departmental metrics. When Teams measure their velocity, they optimize for story points. These local measurements drive local optimizations that may harm the whole.

The Agile Manifesto shifted measurement from completed activities to working software. AME3 extends this principle further: the measure of success is the Enterprise Product, not the output of individual units.



Goal and Ambition

The Enterprise Product represents all products and services offered by the enterprise. It combines Arena Products from all Arenas with results from units not yet operating within AME3. Avoiding suboptimization while slicing products and services into manageable units is a constant tension. The system design of an Arena should be optimized for low dependency, so that Teams can deliver value independently without harming the whole.

AME3 addresses this tension through two complementary artifacts: the Ambition and the Goal.

The Ambition gives each Arena a challenging direction. It clarifies why the Arena exists, what success looks like, and which constraints apply, including financial limitations. The Arena Owner leads the Arena Product toward achieving the Ambition and must act when it is at risk. This accountability prevents the common pattern of keeping failing initiatives alive long past the point of reason.

The Goal translates the Ambition into actionable direction. It is a strategic objective that unites all Teams within an Arena around a shared outcome. Unlike individual performance targets that fragment effort, the Goal aligns everyone toward the same result. Multiple Arenas can share the same Goal, creating enterprise-wide alignment.

The Goal differs from individual targets in crucial ways:


	Shared Direction. All Teams within an Arena work toward the same Goal. There are no competing individual objectives that pull people in different directions.

	Owner Accountability. The Arena Owner must ensure the Goal aligns with the Ambition and the Arena Backlog. This creates clear accountability for strategic alignment.

	Flexible Duration. A Goal spans one to nine Matches, allowing for both short-term focus and longer strategic initiatives.

	Continuous Presence. The Arena Owner must ensure at least one Goal is always in focus. The enterprise never operates without direction.





The AME3 Response

Beside Goal and Ambition, AME3 addresses suboptimization through several integrated mechanisms. These reinforce each other: transparency reveals misalignment, flexibility enables correction, empirical validation proves the correction worked, and evolution focus ensures corrections serve the product’s future.


	Enterprise-Wide Transparency. The Tournament provides regular inspection of the Enterprise Product by Accountable Representatives. This cycle, typically quarterly, ensures that local optimizations are evaluated against enterprise outcomes.

	Structural Flexibility. The Arena structure allows organizational boundaries to evolve with product architecture. System Leads work with Owners and Teams to experiment with structures that minimize dependencies.

	Empirical Validation. Through Empirical Control, AME3 ensures that optimization decisions are based on evidence, not assumptions. The Anticipate-Advance-Assess loops provide regular feedback on whether local changes improve or harm the whole.

	Evolution Alignment. Evolution Focus ensures that optimization considers where products and services are on the evolution path. What works in the early stages of a product (which Evolution Focus calls Genesis) differs from what works when it becomes a standardized Commodity.





Practical Implications

Overall Optimization requires shifting how enterprises think about improvement:


	Slice Organizations Along Stable Interfaces. When creating Teams or Arenas, choose boundaries that minimize ongoing dependencies. Stable interfaces reduce coordination overhead.

	Slice as Late as Possible. Every organizational boundary creates communication barriers. Delay creating new boundaries until the cost of not splitting exceeds the cost of coordination.

	Consider System and Organization Together. Technical architecture decisions are organizational decisions. Organizational decisions are technical architecture decisions. Make them together.

	Optimize for Learning Speed. In Complex Adaptive Systems, the ability to learn and adapt matters more than initial design. Shorter AAA-Loops provide faster feedback for enterprise-wide optimization.





The Second Doctrine

Empirical Control provides the mechanism for learning. Overall Optimization ensures that this learning benefits the entire enterprise, not just the unit running the experiment.

This principle is foundational to Lean thinking, where optimizing the flow across the entire value stream takes precedence over local efficiency gains.

The goal is not to optimize the parts. The goal is to optimize the whole through the parts.

Overall Optimization is not a destination but a practice, a commitment to ensure that every improvement serves the enterprise, not just the unit making the change.

But knowing whether improvements help the whole is not enough. The enterprise must also understand what to improve and where to direct its energy. The third strategic doctrine, Evolution Focus, provides this context.





Evolution Focus



Navigating the Evolution of the Enterprise
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In 2024, when I started writing this book, I conceived the idea of an AI writing assistant to support my writing process in my preferred markdown editor. My idea was in its Genesis stage on the evolution scale of Simon Wardley. I soon discovered that others had similar ideas, and some had even developed plugins for my writing app. However, these plugins fell short of my specific needs. I decided to develop my own plugin, leveraging a coding assistant based on a Large Language Model. This led to the birth of my Custom Built solution, which I called “AI Writing Assistant.”

Reviewing these lines in early 2026, they already sound outdated. I have replaced my writing app with an armada of AI agents, scripts, and plugins. My agents now have self-learning mechanisms and improve themselves (described in AI Agents in Practice Beyond Coding). Still, it remains a Custom Built solution, specific to my work as consultant, writer, and Co-CEO of my own company.

By the time you read this, your Apple device, Google Cloud services, or even your smartphone may already have integrated assistants far smarter and more capable than mine. That will present a challenge: maintaining my own solution to keep up with state-of-the-art functionality costs me time and prevents me from focusing on what I really want, writing about AME3. At least that is what I tell myself. The truth is, I love coding too much to stop.

It is even likely that the way we interact with software products has entirely changed by then. Software interaction is evolving from tools we operate to agents that act on our behalf. The applications you use today may no longer exist as separate products. They may have been absorbed into AI agents that understand your situation and act before you ask.
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Evolution of an AI Writing Assistant



So what are my options now with my AI writing agents and assistants? I could work harder or code more efficiently, the most common improvement strategy. But focusing on an evolution strategy would bring me to a much higher level of innovation. I foresee two possible paths.

First, I can invest in changing my writing process and switch to an existing Product that I can buy or rent. I outsource parts of my writing process because the product adds more value than the money I spend. Alternatively, I have the option to offer my solution as a product, publishing it as open-source, enabling others to use and contribute to it.

AI-based writing assistants will become a Commodity. We will integrate these tools into our workflow as seamlessly as we use water or electrical energy. Until then, many AI products and services will emerge and disappear from the market. As customers, we will experiment with them and over time establish a standard for their integration into our daily lives, the same way we once did with pen and paper. The decisions for your products and services today are creating the challenges of tomorrow.



Evolution at Enterprise Scale

My AI writing assistant is a small example. Let me share a larger one.

At Web.de, at the time one of the largest internet portals in Germany, I experienced this evolution firsthand. Web.de served roughly 80% of all German internet users. Millions had an account and used the mail service daily. The customer base was growing exponentially, driven by broadband adoption, and new technologies were rising even faster.

The computing and network infrastructure that my colleagues maintained one floor below, where I was developing the services, filled several machine rooms with thousands of servers. Dedicated teams managed servers, storage, and network equipment around the clock. This infrastructure was Custom Built: designed, assembled, and operated specifically for Web.de’s services. It was expensive, it required specialized knowledge, and it was the foundation everything else depended on.

More than twenty years later, that complete computing infrastructure is something I can rent within seconds from any data center in the world. What once required dedicated teams and physical hardware has become a Commodity, available on demand at marginal cost. Simon Wardley documented this pattern across the entire history of computing infrastructure.
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Evolution of Computing Infrastructure (Simon Wardley, “Future ‘is’ predictable”)



This is the evolution path that all products and services follow. Wardley describes four stages: Genesis (novel, uncertain, requires exploration), Custom Built (understood enough to build for specific needs), Product (mature enough to offer to a broader market), and Commodity (standardized, available as utility). My AI writing assistant and Web.de’s computing infrastructure are examples of the same force at work, at very different scales. Every Enterprise navigates this path with every product and service it offers.



A Universal Principle

Evolution is not limited to technology or software. As explored in AI and the Principles of Evolution, it is a universal principle: every major technology, from the printing press to electricity to the internet, led to greater complexity, not simplicity. Our products and services follow the same pattern. Their components and parts will continue to advance as long as our society invests energy in our markets.

Evolution is not a constant flow. Tushman and O’Reilly showed that organizations evolve through periods of incremental change punctuated by discontinuous, revolutionary change (Ambidextrous Organizations). The development of Artificial Neural Networks illustrates this pattern vividly. There was a long period, known as the AI winter, where innovation was stagnant. Then, with the availability of vast amounts of data, computing power, and substantial investment capital, progress accelerated dramatically. Enterprises must be prepared for both: long stretches of steady evolution and sudden disruptions that reshape entire industries.

The evolution of any individual component like a Large Language Model can take decades. But Wardley identifies a pattern that changes the picture: the evolution of communication increases the speed of evolution overall. Every advance in how we share knowledge, from the printing press to the telephone to the internet, compresses the cycle for everything that builds on top of it. AI is the latest and most powerful step in this sequence.

What makes the current moment feel different is that multiple evolutionary waves now overlap. AI, robotics, biotechnology, and energy transition each follow their own timeline, but together they create an environment where disruptive change arrives from many directions at once. In the early part of the last century, the span of disruptive innovation often exceeded an engineer’s career. Now, as an engineer over 50 years of age, I find it challenging to count the groundbreaking innovations I have had the privilege to witness. We cannot stop evolution. It is in human nature. But we can lead it.



Agility and Efficiency Are Not the Goal

Evolution does not stop at the product. Every shift along the evolution path changes how we need to work. A Team exploring a novel idea in the Genesis stage needs freedom to experiment, fast feedback, and the ability to pivot. A Team operating a Commodity service needs reliable processes, consistent quality, and operational stability. The product evolves, and the work system must evolve with it.
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Focus on evolution first. Agile and efficiency come second.



This is why many organizations get stuck when they pursue agility or efficiency as their primary goal. These are valuable, but they are lower-order goals. As the image shows, agility (the ability to respond) matters most in the early evolutionary stages: Genesis and Custom Built. Efficiency (flow and stability) matters most in later stages: Product and Commodity. A water utility delivering commodity services should optimize for consistent quality and reliable delivery, not for agility. A startup exploring a novel idea should optimize for learning speed, not for efficiency. However, most organizations operate somewhere in the middle, with products and services at different evolutionary stages simultaneously. They must balance both agility and efficiency, applying each where it fits.

Different parts of the organization sit at different evolutionary stages. They require different optimization strategies, and therefore different designs for their work systems. Only an evolution-based approach reveals which balance is right and where to focus. Agility and efficiency are consequences of making the right evolutionary choices. They are tools that serve different phases, not ends in themselves. The question is not “how efficient are we?” or “how agile are we?” but “how well do we navigate evolution compared to our competitors?”



Reorganization as Standard Practice

Whenever we advance our products and services along the evolution path, reorganization becomes necessary. New products in the Genesis stage need small, cross-functional Teams with the freedom to explore. As products mature into Custom Built solutions, Teams grow and specialize around stable boundaries. When products become Commodities, the organization must shift toward operational efficiency, or consider outsourcing entirely. Each transition changes team structures, leadership responsibilities, and the methods that work best.

While this may seem dramatic, it is standard practice within an AME3 organization. Maintaining flexibility is embedded in the Rules and the Agile and Lean methods we employ. Understanding the evolutionary phase of the Arena Product guides Teams and their System Leads in selecting the most appropriate methods and frameworks.
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Best use of practices and frameworks



Evolution Focus is a strategic doctrine in AME3, exercised through the co-creation process with the experts in the Teams, the Arena Owner and Enterprise Owner, facilitated by the System Leads. It is not a one-time assessment but a continuous practice, revisited in every Tournament as Accountable Representatives assess where the Enterprise Product sits on the evolution path and where to direct energy next.



The Third Doctrine

Evolution Focus completes the strategic foundation of AME3. Where Empirical Control establishes the mechanism for learning and Overall Optimization ensures that learning benefits the whole, Evolution Focus answers the deeper question: what should we be learning about, and where should we direct our energy?

Without Evolution Focus, enterprises risk optimizing in the wrong direction. They may become highly efficient at producing something the market no longer values. They may become highly agile at responding to change without understanding which changes matter most. In evolutionary biology, the Red Queen Effect describes this dynamic: organisms must constantly evolve just to maintain their relative fitness against co-evolving competitors. Enterprises face the same pressure. Standing still is not an option when competitors, markets, and technology evolve around you.

Evolution Focus ensures that Teams, Owners, and System Leads make informed decisions about innovation, outsourcing, and organizational design based on where their products and services sit on the evolution path.

Together, the three doctrines create a self-improving system:


	Empirical Control answers: How do we know if we are improving?

	Overall Optimization answers: Who benefits from the improvement?

	Evolution Focus answers: What should we be improving?



The next section, Leadership, explores how AME3 structures the leadership functions that bring these doctrines to life.






2 Leadership


Every enterprise is a leadership system, whether designed or not. People lead each other in making decisions every day, at every level. The question is not whether leadership exists, but whether it serves your goals.

Most enterprises struggle with leadership not because they lack leaders, but because their leadership lacks structure. Decisions stall in committees. Local targets conflict with shared outcomes. Growth creates confusion instead of clarity.

These problems do not resolve by adding more managers or processes. They resolve by designing a system that channels leadership where it matters.

AME3 provides such a system, built on a triangle of forces: Owners drive the success of products and services, System Leads build effective work systems, and Teams deliver customer satisfaction. Building on the strategic doctrines and grounded in the AME3 Rules, this balanced structure creates stability without rigidity. It is self-regulating yet highly adaptable to changing markets.

The Leadership System explains how these three functions work together as checks and balances.



The Leadership System
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You might be familiar with this scenario: A young girl, possibly around five years old, stands in line with her father at a supermarket checkout. She is captivated by one of the enticing offers placed at her eye level. With wide, pleading eyes, she turns to her father and asks, “Can I have that pleeeeaaase?”.

Yes, I was the father in that story, and my response was: “OK, but let’s keep it a secret from your mother.”

The scene took place in 2006. At the time, I was deeply reflecting on the meaning of Agile Leadership. A term gaining traction in the business world at the time, as many other “old” terms did by adding Agile before them. In the parking lot, it struck me: what had my daughter actually done? She used her voice and body language to lead me to a decision that served her goal.

So, she was actually leading me. I felt ashamed because, as a father, I expect myself to lead my children in making wise decisions and selecting healthy options.

But, thanks to my daughter, I found for myself a definition for the term leadership at this moment. It sounds trivial. But the mechanism is universal: Leadership is essentially the way to move others toward decisions that serve a greater goal.

There are many ways to do this. My daughter’s way can perhaps be described as the big-eye method. Command and control or servant leadership are others. All have their place and belong to the collection of leadership practices.

The story also told me that leading people happens all the time, every day, by everyone. By writing these words, I am leading you to insights that will help you make decisions for yourself and your business.

Every team member leads, whether they intend to or not. If someone backs down when discussing a decision (perhaps because they shy away from conflict), they lead to a decision. Even if they do not support this decision.

Leadership is ever-present and inherent; it does not need to be implemented. Leadership ends with the suffix -ship, like in mastership, and denotes the way things are done. Thus, discussing leadership is essentially discussing our methods of leading.


You cannot not lead. – Inspired by Paul Watzlawick




What Is Agile Leadership, and Why Do We Need It?

Returning to the concept of Agile Leadership, it highlights the necessity for a distinct understanding of leadership to establish and maintain an agile organization. Let us explore this further.

In 2001, a small group of people defined values and principles for software development and recorded them in the Manifesto for Agile Software Development. This set of values and principles is generally credited with popularizing Agile in the working world. For the authors, the term Agile mainly expressed why they would work according to these values and principles.

Software development has had to react to the ever-faster-changing market and technology development. Other domains today, such as software development in 2001, are facing a similar challenge. Digitalization, Industry 4.0, Generative AI, and new work are just some of the buzzwords. Agile is, therefore, an optimization goal for the organization. A very brief definition: Agile is the ability to respond to change.

So, to summarize, we can say: Agile leadership is the way to lead others in making decisions facing a rapidly changing environment, adhering to the values and principles of the Agile Manifesto.

But how do you get this kind of leadership up and running in your enterprise? The answer is, you need a system embedding this way of leadership.



What Is a Leadership System?

Simply put, if we accept that you cannot not lead, all social groups operate as leadership systems. Recognizing this, the term leadership system implies that to achieve a specific leadership style, we must create the appropriate system that allows that leadership to thrive.

So, to be an agile leader, you must first develop such a system and live it yourself. AME3 can help you.



How Does the Leadership System Work within AME3?

AME3 sees itself as a framework. As such, it defines a skeleton with three functions, their fundamental responsibilities, and the constraints on which the system can work. It intentionally does not offer a complete operational model. This approach allows the system to evolve and adapt over time.

The Rules are based on decades of observation of Agile organizations by a large community. One member of this community, Nigel Baker, would rate them at the highest level on his Nigel Scale: core practice, something you must do no matter what. Just as a surgeon always disinfects their hands before entering the operating room without questioning it.

Viewed together, the functions form a leadership system that resembles a triangle of forces. This system is stable enough not to swing to the extreme if one force gets out of hand. This addresses the enterprise’s need for control.

On the other hand, designing a system based on only three forces maximizes agility by minimizing delays caused by waiting for others during decision-making. This approach addresses the need for high flexibility in continuously changing environments, such as dynamic markets.

In other words, AME3 forms a system of checks and balances. It is stable and self-regulating, yet with maximum adaptability. Such triangles of forces have proven their worth in social systems many times, e.g., in governing a state: legislation (legislature), executive power (executive), and jurisdiction (judiciary). Or in running a football club: team, coach, and club president.



The Leadership Functions in a Nutshell

The Leadership System of AME3 is fundamentally composed of three key functions: Owners, System Leads, and Teams.

System Leads lead to an effective work system. They serve the enterprise by:


	Developing competencies of Teams and people.

	Facilitating decision-making.

	Sustaining a continuous cycle of Anticipate, Advance and Assess.



Owners lead to the success of the product and services. They serve the enterprise by:


	Balancing opportunities and risks.

	Focusing the organization to increase effectiveness.

	Ensuring decisions are made.



Teams lead to customer satisfaction. They serve the enterprise by:


	Managing and executing the work.

	Creating value and ensuring quality.

	Identifying opportunities for improvement in products, services, and work systems.





Conclusion

My daughter led me to buy her a treat at the supermarket checkout. She used exactly one method: big eyes. It worked, but it was not a system. An enterprise needs more than charm and good intentions. It needs a structure that channels leadership where it matters.

AME3 provides that structure with exactly three functions: Owners lead to the success of products and services, System Leads build the work system that enables effective delivery, and Teams lead to customer satisfaction. Three forces, not more. Enough to create stability through checks and balances, few enough to preserve the speed of decision-making.





The Owner

Leading products and services to success

To illustrate the leadership function of the Owner, let us examine two fictional companies. Velox Robotics is a nimble start-up with 20 employees. Meridian Industries is a well-established medium-sized Enterprise with 1,200 people. Both use AME3 to navigate their unique challenges toward growth.
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Example: Velox Robotics

Velox Robotics was founded a few years ago with a small Team. The founder, who is also the main shareholder, is integral to a Team of now 20 employees and continues to play a pivotal role in product development. Recently, he secured additional investment capital aimed at accelerating growth.

As the leading expert in the technical domain, he now faces the critical challenge of empowering his employees to reduce their reliance on his expertise. This transition is essential to shift his focus entirely to leading the business, thereby ensuring the company’s sustained growth.

The new product has the chance to dominate the global market, with immense opportunities and minimal competition. As co-owner, he is responsible for defining the Ambition and setting intermediate Goals for product development.

One of the first employees, a business psychologist with a background in organizational development, recognized what was coming before he did. She convinced him to adopt AME3 and maneuvered him into the Arena Owner function, while she took on the System Lead role. The founder and his employees form the sole Arena of his Enterprise.

The work environment is highly complex, with constant initiation of new projects. This creative chaos can often lead to frustration without clear guidelines. The employees are demanding concrete direction to maintain focus. The Arena Owner must collaborate with the Teams to identify the most lucrative opportunities in the market. The Arena Product is teetering between the Genesis stage and Custom Built in its evolution.

The Teams are seeking answers to critical questions. For instance, how can they test new functionalities using straightforward experiments without significant investment in development?

Furthermore, architectural decisions made now will shape the company’s growth, presenting both opportunities and risks that the Arena Owner must manage meticulously.

Given the complexity of their work, the employees adopted Scrum from the outset and organized themselves into Teams following the Large Scale Scrum (LeSS) framework. An external System Lead was additionally engaged to facilitate this process. Since Scrum and LeSS are aligned on principles with AME3, this transition was seamless.

The group of co-owners and investors make up the Accountable Representatives. The business case presented by the Arena Owner serves as the Ambition for the Arena and its Arena Product.



Example: Meridian Industries

At Meridian Industries, the original founders have transitioned to the supervisory board, entrusting decision-making authority to a newly appointed CEO. Her primary objectives are to enhance profitability and drive innovation to stay competitive in a rapidly changing market.

To achieve these ambitious goals, the CEO plans to enhance the organization’s overall agility using the AME3 framework. Within AME3, the supervisory and management boards together constitute the Accountable Representatives.

Assuming that the Enterprise has just one Arena as in the example of Velox Robotics, and we view the enterprise’s results as a single Enterprise Product, we have to accept that the CEO is solely responsible for all investment and the overall success of it. The Arena Product is the result of all services, with the goal of maintaining and increasing value for the customer. We can recognize the CEO as the sole Arena Owner or Enterprise Owner in terms of AME3.

Recognizing the impossibility of leading 1,200 employees alone, it is clear that the CEO plans to divide the product into sub-products, reorganize the company into distinct Arenas, and delegate her ownership responsibility. This aims to create a lean hierarchy, empowering each Arena to independently optimize its Arena Product.

However, this is all theoretical, and the organization is far from this ideal.

The current organizational structure emphasizes technical and functional specialization, where career progression and employee recognition are tightly woven into the hierarchical system. This has led to a leadership model focused on maximizing work efficiency through specialized roles and cost reduction. Consequently, the multi-layered decision-making process is sluggish, impeding the organization’s responsiveness to rapid market changes.

Moreover, the existing line management has resulted in conflicting objectives. For instance, the head of product management prioritizes sales growth by demanding new features, while production and operations focus on reliability. This creates tension between the departments. This model inherently resists innovation, clinging to the status quo.

The previous CEO introduced project management to boost innovation across functional barriers. However, this created additional management roles with conflicting goals, worsening the problems.

The diminishing number of value-creation experts, overwhelmed by an average of 4–5 projects each, are increasingly frustrated, leading to burnout and high turnover. This problem is starkly reflected in a portfolio of over 120 active projects, most showing little or no progress.

Recognizing the urgency, the new Owner is striving to significantly trim the number of projects. This task is challenging, as many projects have broad scopes and encompass both high value and high risk.

Collaborating with the Accountable Representatives, including experienced managers and Team experts, the CEO initiates a strategic refinement process using Wardley Mapping. This method helps identify necessary improvements in Products and services, alongside required changes in the organization. Critical objectives from the project portfolio are integrated into this strategy too and added as Goals to the Enterprise Backlog.

This process also identified potential new Arenas and their potential Arena Owners. Some of these Arenas already exist as organizational units, while others need to be created by reorganization. All these changes are innovation Goals too and are added to the new Enterprise Backlog.

To outline their strategic plan, the CEO ordered the Goals in the Enterprise Backlog and, together with the workgroup, pulled a very limited number of Goals into focus.

An external expert in organizational design facilitates this entire process, introducing and implementing the necessary methodologies, including a Kanban system, to manage the Enterprise Backlog and Goals. Later, they will take over the responsibility of the Enterprise System Lead.



Rules

The formal Rules for the Arena Owner and Enterprise Owner define the accountability, authority, and constraints of ownership in AME3. They establish that only one person serves as Owner, that the Owner cannot simultaneously be a System Lead, and that the Owner determines the order of the Backlog. These rules exist to prevent the diffusion of accountability that plagues many organizations.



Conclusion

The founder of Velox Robotics with 20 employees and the CEO of Meridian Industries with 1,200 face the same fundamental challenge: too many opportunities, too few resources, and decisions that nobody else will make. Both must balance opportunities and risks, focus the organization on what matters most, and ensure that decisions are made rather than deferred.

The scale differs. The mechanisms differ. But the function is the same. Ownership is leadership with power, and power demands the discipline to focus.





The System Lead

Enhancing effectiveness of the work system

Ownership responsibility sets the direction. The catalyst for continuous improvement is the System Lead. Through the lens of Velox Robotics and Meridian Industries, we will explore how System Leads within AME3 enhance effectiveness and adaptability.
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Example: Velox Robotics


Culture follows structure – Larman’s Laws



Velox Robotics adopted AME3 early, thanks to one of its first employees. She took on the role of System Lead and maneuvered the founder into the function of Arena Owner.

While AME3, unlike Scrum, is not exclusively designed for the complex domain, it recommends Scrum for the given situation. Scrum defines specific roles for a team working in complex environments. It is perfect as the leading framework for a start-up in its early stages. The roles of Owner, System Lead, and Team in AME3 align on the principle level with the Scrum roles of Product Owner, Scrum Master, and Developer.

As the organization grew beyond a single Scrum Team, establishing essential functions such as finance and HR alongside the development teams became straightforward. Within AME3 she could easily integrate other frameworks and methods. In her case, Large Scale Scrum for the development and Kanban to organize the basic corporate functions.

The company has since grown to 50 employees. Growth also means the development of the teams and people skills. It is the System Lead’s job to constantly develop these further. Teams had to be newly formed and built up with new employees. New practices had to be learned, and old ways of doing things had to be unlearned.

The System Lead also had to act if an employee could not be integrated into the Teams permanently, sometimes leading to parting ways with them. She handled these actions personally. For other matters, she facilitated the process. Consequently, decisions on new hires were made collectively by team-representatives, the Arena Owner, and the System Lead.

As the number of Teams increased, so did the number of System Leads. At the time in question, four more System Leads were grouped around the first System Lead. There are various focal points to which the System Leads are dedicated. For example, facilitating the recruiting process, introducing and adapting engineering methods, continuous coaching on product strategy.

As Conway’s law predicts, the product architecture mirrors the organizational structure. One of the most enduring challenges is the strong dependency and the necessary communication between the Teams. What was still somehow feasible with 30 employees is now starting to become a real problem. More and more isolated solutions are being developed by the Teams which are not integrated into the common Arena Product, and therefore are not usable by the customers. So, although the organization has grown in employee numbers, the overall performance has not improved.

Teams often opt for isolated solutions to avoid waiting on other Teams for results or decisions, a problem that intensifies with each new hire. The only solution for future growth is to design the Arena Product architecture so that Teams have minimal overlapping activities. Furthermore, it is crucial to enhance the Teams’ self-organization and engineering skills.

The System Leads must therefore work very closely with the Owner and the Teams to repeatedly conduct experiments with them to promote new insights for the Arena Product architecture, organizational structure and practices.

One of the most effective experiments was introducing AI coding assistants into the Teams’ daily work. Developers could now explore unfamiliar parts of the codebase without waiting for colleagues from other Teams. Code reviews that used to require cross-team coordination happened faster. But the real leap forward was unexpected.

With AI coding assistants, hardware engineers started contributing to software. The barrier that had kept hardware and software expertise in separate Teams dropped. For the first time, the System Leads could form truly cross-functional Teams where hardware and software engineers worked side by side on the same design challenges. These Teams made better design decisions because the question of what to solve in software and what to solve in hardware was no longer negotiated across team boundaries. It was resolved within the Team.

The System Leads together as a unit have taken on the responsibility of optimizing the entire work system, which Andy and I call Arena in AME3.



Example: Meridian Industries

In The Owner, we observed how the Enterprise Owner developed and prioritized the Enterprise Backlog, focusing the organization on a few key Goals. Initial Arenas and Products utilizing the AME3 structure were also identified. This strategic plan was created with input from Accountable Representatives and experts, guided by an experienced external consultant.

At the end of this process, the Enterprise Owner offered the external consultant a continuous role as System Lead to facilitate the process of inspecting and adapting the enterprise strategy on a permanent position, making him the Enterprise System Lead. His initial task was to align the existing board and executive meetings.

The refined structure now integrates a strategy workshop with all Accountable Representatives every three months, coupled with a weekly alignment meeting that includes the Enterprise Owner, Arena Owners, and the executive management. In AME3, this enterprise-wide cycle of inspection and adaptation is called a Tournament.

During this initial process, two potential Arenas and their corresponding Products were identified:


	The division dedicated to the development and production of a globally successful laser welding tool family.

	A novel machine tool that potentially leverages a new approach to 3D printing, synergized with cutting-edge AI-based control software.



From the enterprise’s perspective, the two highlighted Products bore striking resemblances, as they both held immense strategic value.

In addition to these considerations, the following factors significantly influenced the selection of the first Arena Product:


	The development and production of the laser welding devices were able to operate relatively independently of other organizational units without significant reorganization.

	The dependencies on suppliers were already managed by the unit, so changes could be managed directly.

	The development already used Scrum, and the production had experimented with Lean Management practices. However, a comprehensive approach was yet to be established, which is precisely what an Arena in AME3 is offering.



In collaboration with the Scrum Masters and people leads, the Enterprise System Lead formulated an improvement plan for the Arena. This plan encompassed the establishment of Matches for the entire Arena, the creation of an Arena Backlog, and aligning the Arena with the enterprise’s Tournament. The Arena Owner of the Arena, previously the head of production and now also accountable for development, added these measures to the Arena and set the final priorities. At a later point, Scrum Masters and people leads reorganized. Some transitioned into System Lead function, while others filled the gaps as highly needed experts within the Teams.

The second Arena Product, the 3D printer machine tool, followed a path similar to the start-up. The Arena Owner was a former product manager with a strong engineering background. The System Lead’s role was taken on by an experienced Scrum Master, a fresh hire by the Enterprise System Lead and the Arena Owner. Unlike the laser welding Arena, this one started from scratch: new Teams formed from employees across the enterprise and external hires, with no legacy structures to navigate.

Within the rhythm of the Tournament, the Enterprise System Lead and System Leads of the two Arenas continuously inspect and adapt their organizational development work. This process is always aligned with the Arena Product goals set by the Arena Owners and Enterprise Owner. It also includes Team and people development activities, such as exchanging experiences between the two Arenas.



Rules

The formal Rules for the System Lead and Enterprise System Lead grant real authority: the right to establish, discard, and demand compliance with rules beyond AME3. If a Team needs Scrum, the System Lead implements it. If a practice stops serving the Arena, the System Lead removes it. The Rules also ensure that System Leads remain collectively accountable for all Teams, preventing the fragmentation that occurs when each coach only cares about their own players.



Conclusion

In both companies, the System Leads serve the Enterprise by developing the competencies of Teams and people, facilitating decision-making, and sustaining a continuous cycle of Anticipate, Advance, and Assess.

A good coach is invisible in the result but essential to the process. The Teams deliver, the Owner sets the direction, but it is the System Lead who ensures the organization is capable of getting there. The best work systems are the ones nobody notices, because they just work.

The Team explores the often underestimated third leadership function. The Playbook chapters on organizational design and product slicing show how these decisions play out in practice.





The Team

Leading to customer satisfaction

The Owner and The System Lead set direction and build the work system. This part concentrates on the often underestimated leadership function of the Team, further enriching the stories of Velox Robotics and Meridian Industries.
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Example: Velox Robotics


What motivates people: Autonomy, Mastery, and Purpose – Drive, by Dan Pink



In the early years of Velox Robotics, hardly anyone thought about leadership or management. Everything seemed to happen naturally and felt quite organic.

New ideas were pursued with vigor when they ignited a spark of excitement within the Team. Given that the purpose of any activity serves as a significant catalyst for motivation, every Team member was naturally driven to cater to customer needs, all in the pursuit of positive feedback.

Surely, in many cases, it was more about experimenting. Whether there was indeed a customer need was just a hypothesis. Likewise, new technical solutions were passionately developed, tested, and often discarded. Experts were consulted. If the proposed solutions were suitable, these experts often joined the Team, as enthusiasm is known to be contagious.

The chapters on ownership and system leadership showed that this naturalness was in danger of being lost after the period of early growth. AME3 in conjunction with the application of frameworks like Scrum and later the LeSS framework helped the employees preserve the naturalness of the early years.

The organization discovered that work flows more efficiently when Teams are empowered to make timely decisions independently. This autonomy extended to their commitment to creating value for customers.

Thus, it remains entirely self-evident that all the work is self-managed by the team members. Especially when this means close coordination with other Teams, customers, and suppliers.

Therefore, the System Lead ensured that every employee received leadership and communication training. This significantly contributed to the Teams’ performance improvement.

As the company expanded, the primary focus of creating solutions that enhance customer satisfaction remained with the Teams. Yet, customer satisfaction is not the sole interest of a business. Velox Robotics also had to make tough decisions that were not always in favor of all potential customers to maintain profitability and focus. These decisions were made by the Arena Owner. However, the data and intelligence needed for these decisions, and even the identification of which decisions needed to be made, came from the experts within the Teams. Not the Arena Owner leads the Team through decisions, but the Team leads the Arena Owner to the decisions.

The Arena Owner and Teams engaged in a continuous feedback loop of Matches (Sprints) and Tournaments. This process, facilitated by System Leads, helped them develop a nuanced understanding of how to delegate. They learned who needs to make decisions, how these decisions should be made, and when to involve or inform others.



Example: Meridian Industries

The Team’s situation within Meridian Industries varies significantly from one Arena to another, and even within the Arenas themselves.

When the 3D printer Arena was created, new Teams were formed with employees from other parts of the enterprise and by hiring new experts. Old rules and structures ceased to exist overnight. With a fresh start in mind, employees readily embraced and championed this new approach to work. This process also developed a strong sense of customer satisfaction by the Teams.

The Arena of the laser welding tool family, already familiar with Lean and Agile methods, found the transition to AME3 initially subtle. However, the new overarching structure began to address deeply rooted problems tied to team dependencies. They now had a platform to address these issues during the Anticipate, Advance and Assess phases of Matches and Tournaments. Yet, team reorganization, and the learning and unlearning of practices, remain an integral part of this routine.

Since the first two Arenas launched, three more were created in line with the Enterprise’s strategy for evolution. The employees who joined these new Arenas brought the habits of their previous work with them. They had spent years in specialized groups, working as business analysts or data engineers, separated from the customer. That separation had dulled their sense of ownership over the Arena Product and their connection to customer satisfaction.

However, the new Arenas can now leverage the experiences of the initial ones. Teams and System Leads from existing Arenas are transitioning to the newly created ones, serving as on-the-job mentors. System Leads facilitate lightweight exchange formats between the Arenas to maintain the flow of knowledge.



Rules

The formal Rules for the Team establish that each employee belongs to only one Team at a time, with stable membership over at least one Match. Teams do all the work to develop, provide, and maintain the Arena Product. These constraints eliminate the context switching and divided loyalty that cripple most organizations.



Conclusion

The Owner sets the direction. The System Lead builds the work system. But neither creates value for the customer. That is the Team’s job. Teams manage and execute the work, create value and ensure quality, and identify the improvements that truly matter. Every structure in AME3 exists to serve this function.

The best indicator of a healthy leadership system is not how well the leaders lead. It is how well the Teams deliver.

With all three leadership functions in place, the Rules chapter defines the formal constraints that hold the system together. The Playbook shows how to put it all into practice.






3 The AME3 Rules



A good game needs exactly the right number of rules. Too many rules make the game rigid, predictable, and boring. The spectators leave. Too few rules create chaos, frustrating for players and spectators alike. The best games in the world have rules that are well-calibrated: just enough structure to enable dynamic play.


“Playing football is very simple, but playing simple football is the hardest thing there is.” (Johan Cruyff)



Creating a lean and flexible organization is simple. Leading and working in one is the hardest thing there is.

In the 1970s, Dutch football revolutionized the sport with an approach called Total Football. Developed by Rinus Michels at Ajax Amsterdam and embodied by Johan Cruyff on the pitch, Total Football broke with every convention. No outfield player was fixed to a position. A defender could surge forward into attack while a midfielder dropped to cover. The function persisted (someone was always the forward), but the person filling that function constantly changed. The system self-healed.
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Passing triangles in Total Football



Players organized themselves in triangles, ensuring that the ball carrier always had at least two passing options. As the ball moved, triangles dissolved and reformed. No coach could choreograph every movement. Players had to understand the principles and decide in real time.

This was not just a tactic. It was a philosophy of organization, a strategic doctrine: simple rules, complex behavior. Most football before Total Football worked like a traditional hierarchy. Defenders defended their territory. Forwards attacked. Everyone stayed in their lane. Total Football proposed something radically different: define functions, not fixed positions. Trust the players to self-organize within minimal but sufficient rules.

That is what AME3 Rules aim for.









	Doctrine
	Philosophy
	Enterprise parallel





	Catenaccio (Italy)
	Defend deep, concede nothing, rigid roles
	Departments defend their territory, rigid hierarchies



	Route One (England)
	Get the ball forward fast, bypass midfield
	Project management bypassing line organization



	Tiki-Taka (Barcelona)
	Possession as control, defined zones
	Controlled handoffs, defined process zones



	Total Football (Netherlands)
	Systemic fluidity, collective attack and defense
	AME3: functions, not fixed positions. Self-organizing.



	Gegenpressing (Germany)
	Intense pressing the moment you lose the ball
	Build on AME3 and create your own operational model.





An enterprise is not a football club. But they share something fundamental: both are groups of individuals who choose to organize, who want to succeed, and who perform best when they find meaning in what they do. AME3 takes these principles to the enterprise.
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AME3 is Total Football for the entire enterprise.



The AME3 Rules translate this philosophy into practice. They define the fundamental structure for an Enterprise implementing AME3 across Leadership, Strategy, and organizational design. Distilled from decades of experience, they provide the minimal yet sufficient set of rules for an enterprise to adapt its products, services, and organization to changing markets using empirical evidence. Just enough structure to play a good game while choosing your own tactics on the field.


Purpose of the Rules

The AME3 Rules serve three purposes.

First, they create a common language. When everyone in an Enterprise shares the same vocabulary for Arenas, Matches, Tournaments, and leadership functions, misunderstandings drop and alignment increases. The rules are not meant to rename people or positions. They provide a reference frame: which existing role is closest to which function, where are gaps, and where has the organization accumulated structures that no longer serve it.

Second, they work as a checklist. Lay the AME3 Rules over your organization and observe what is missing, what is too much, and where friction lives. Many organizations discover they have too many layers, too many roles, and too many rules that nobody can remove. The AME3 Rules are deliberately few so that the real question becomes visible: what else do we actually need?

Third, they enable integration with other methods. AME3 deliberately keeps its rules to a minimum, leaving room for frameworks like Scrum, LeSS, LeSS Huge, Lean, Kanban, Wardley Mapping, or Cynefin. The choice should align with the evolutionary stages of the product and organization and the particular Ambitions. Although some frameworks may have different rules and recommendations, the combined use outweighs the inconsistencies. The Strategy and Tactics section in Empirical Control illustrates this in practice.




Arena
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Think of a football club. There is a squad with a home stadium. The stadium is where the team plays and exercises. The squad has everything it needs to compete: players, a coaching staff, physiotherapists, analysts, and a club president who sets the direction. Nobody outside the club tells them how to play their game. They choose their own tactics, develop their own style, and adapt to every opponent.

In AME3, this is the Arena.


Rule

An Arena is a highly independent organizational unit within an Enterprise dedicated to a specific Ambition. It contains a complete work system with Teams, Arena Owner, and System Lead.



The word “highly independent” is deliberate. An Arena is not a department that depends on other departments for every decision. It contains everything necessary to deliver and evolve its Arena Product. Teams do the work. The Arena Owner steers toward the Ambition. The System Lead builds effective methods and develops people. Together, they form a self-contained unit that can optimize for its own results without waiting for approval from elsewhere.

This independence mirrors the Total Football principle: the squad on the pitch can self-organize because it contains all the skills it needs. When a defender pushes forward, a midfielder covers. The system self-heals. An Arena works the same way. When a Team encounters an obstacle, other Teams, the Arena Owner, and the System Lead are right there, not three management layers away.

The independence is not absolute. An Arena operates within the constraints of its Ambition, which is set in collaboration with the Enterprise. It shares the Enterprise Product with other Arenas. But within those boundaries, it has the freedom to choose its methods, structure its Teams, and evolve its Arena Product at its own pace. How to design these boundaries well is covered in Slicing the Organization and Slicing the Product.



Arena Product

A football club does not just play matches. It trains, develops tactics, invests in facilities, and sets a long-term strategic direction. The match result is the most visible output, but it depends on layers of work beneath it. Remove the training and the results decline. Remove the investment in facilities and the training suffers. Each layer supports the one above.

The Arena Product works the same way. It is not just the product or service that reaches the customer. It is everything the Arena produces, across four layers.


Rule

The Arena Product is the result of the Arena’s work. It is everything that creates value for customers or users. It consists of four layers. Each layer depends on the work results of the layers below it.


	The work that produces results for customers: services provided by the Teams’ labor and services or goods provided by automated systems.


	The work to improve these results: developing and evolving the products and services.


	The work to improve the work system: practices, tools, processes, and organizational structure.


	The work on strategy: the strategic direction provided through Tournament, Enterprise Backlog, and Accountable Representatives.





	The Product evolves with each Improvement completed by a Team.

	The Arena’s Product is part of the Enterprise Product.





Most organizations focus almost exclusively on one of the four layers. Some focus entirely on the first: delivering to customers. When problems arise, they add more people or work longer hours. Others invest heavily in their work system, optimizing processes and tools while losing sight of whether customers actually benefit. Others pour energy into coordinating projects and managing dependencies, becoming more efficient at managing work without improving the work itself. And some spend all their time debating the best possible strategy without delivering anything at all.

The four-layer model reveals why each of these approaches fails in isolation. If the work system (layer three) is inefficient, adding more people makes it worse. If the strategy (layer four) points in the wrong direction, faster delivery accelerates the wrong outcomes. If you optimize processes without connecting them to customer value, you perfect the wrong thing.

The Arena Product reminds us that we must invest in all four layers, and that every investment must be measured by its final outcome: value or Improvement for the customer. Every layer matters. None of them works alone.

The Arena Product is synonymous with “all products and services provided, developed, and maintained by the Arena.” The word “Product” in AME3 always carries this broader meaning. It is the complete result of the Arena’s work, not just the thing the customer sees. Understanding how to slice and define the Arena Product is covered in Slicing the Product.




Improvement

An Improvement is not just a new feature or a bug fix. It is any enhancement to the Arena Product or the work system within the Arena. A new capability for customers is an Improvement. So is a better deployment pipeline, a restructured Team, or a refined process. The word is chosen deliberately: the goal is always to make things better, not just different.


Rule


	An Improvement represents an enhancement to the Arena Product. This includes improvements to the work system within the Arena.

	Each Improvement can exist in one of three states: in the Arena Backlog, pulled by a Team, or done.

	Once an Improvement is pulled, a Team is expected to complete it within one Match.

	The Arena Owner must ensure that decisions can be made just-in-time when a Team starts working on an Improvement.

	Once a Team has pulled an Improvement, it commits to focusing all its resources to complete it within the Match. If unsuccessful, the Team must identify and implement necessary improvements for the work system and/or Arena Product.





Three states keep things simple. An Improvement sits in the Arena Backlog until a Team pulls it. Once pulled, the Team commits to completing it within the current Match. Once done, it is done. There is no “in progress for three months” and no “80% complete.” This constraint forces Teams to slice their work into pieces small enough to finish within one Match. That discipline is the engine of Empirical Control: short cycles, frequent delivery, fast feedback.

The rule that the Arena Owner must enable just-in-time decisions matters more than it seems. Many organizations slow down because decisions wait for the next meeting, the next approval cycle, or the next budget review. When a Team pulls an Improvement, the Arena Owner commits to being available for the decisions that Improvement requires. That commitment may also mean that the Arena Owner has delegated most decisions to the Team in advance. Without this availability and delegation, the Team’s commitment to finish within the Match becomes impossible to keep.




Arena Backlog

A club president who tries to pursue ten strategic initiatives at once will find that none of them move forward. The squad is spread too thin. Every initiative competes for the same people and the same attention. The result is not ten improvements. The result is zero.

The Arena Backlog solves this with a deceptively simple mechanism: an ordered list. Not a matrix, not a portfolio dashboard, not a spreadsheet with color-coded priorities. A list, where one item is above another. This forces a decision that most organizations avoid: what is more important than what?


Rule


	The Arena Backlog is the collection of all Improvements not yet pulled by a Team.

	Improvements in the Arena Backlog are created, defined, and refined by both the Teams and the Arena Owner.

	The Arena Owner has the authority to order the Arena Backlog, or delegate this responsibility to the Teams, but remains ultimately accountable.





The Arena Backlog is a leadership instrument. It makes priorities visible and forces the Arena Owner and Teams to commit to an order. As long as an Improvement has not been pulled by a Team, it is lightweight: easy to reorder, easy to replace, easy to discard. This flexibility is the point. The cost of changing your mind is low before work begins and high after. The Arena Backlog keeps options open as long as possible while ensuring that the Teams always know what matters most right now.

The Arena Backlog also creates transparency. Everyone in the Arena, and everyone outside it, can see what the Arena is working toward and where things stand. This transparency is the foundation of Empirical Control: without it, there is no data for assessing and anticipating.




Match

Every league has a rhythm. Matchday comes at a fixed interval. The squad prepares, plays, and debriefs. Then the next matchday arrives. This rhythm creates orientation. Everyone knows when the next game is, what needs to be ready, and when results will be assessed. Without it, preparation drifts, focus scatters, and the organization descends into noise.

The Match is this rhythm for the Arena. It is a fixed period, at most a month, during which all work is carried out. When multiple Arenas share a synchronized Match schedule, the entire Enterprise moves in sync. This synchronization reduces coordination overhead and makes cross-Arena collaboration possible without endless alignment meetings.


Rule


	The Match is the Anticipate, Advance and Assess Loop for the Arena.

	Each Match is a fixed period during which all work in an Arena is carried out, lasting at most a month.

	In Enterprises with multiple Arenas, all Arenas follow the same Match schedule.

	Teams are responsible for self-managing all work within a Match.

	The System Leads ensure adequate work and communication structures are in place to support the Teams throughout a Match.

	Only the Arena Owner has the authority to cancel or restart a Match.

	Each Team is expected to complete at least one Improvement from the Arena Backlog during each Match.

	The System Leads oversee the application of Anticipate, Advance and Assess practices within the Match.





The three phases of the Match follow the Anticipate, Advance, and Assess loop described in Empirical Control.


Anticipate


	Teams autonomously decide the number of Improvements they aim to complete in a Match.

	A Team must pull Improvements from the top of the backlog but can discuss the order with the Arena Owner.





During Anticipate, the Teams look at what is at the top of the Arena Backlog and decide how much they can take on. This is not an assignment from management. The Teams pull the work themselves. They know their capacity, their current challenges, and the state of the Arena Product better than anyone else. The Arena Owner ensures the backlog order reflects the right priorities. The Teams decide how much fits.


Advance


	Once a Team pulls an Improvement, they are solely responsible for its completion, including coordinating with other Teams and stakeholders both within and outside the Arena.

	Teams and the Arena Owner collaboratively establish rules for completing Improvements.

	The System Leads ensure that these rules are established, adhered to, and modified as necessary to maintain efficiency and effectiveness.





During Advance, the Teams do the work. Like players on the pitch during a match, they self-organize. They coordinate with other Teams and stakeholders when needed. They do not wait for permission to talk to a customer or a supplier. The System Leads ensure the right structures and practices are in place, but they do not direct the work. The Teams own the execution.


Assess


	The Arena Product is regularly inspected by the Teams as part of their routine during a Match.

	At the end of each Match, Teams identify Improvements for the Product, which the Arena Owner must then consider for inclusion in the Arena Backlog.

	At the end of each Match, Teams assess their processes to pinpoint enhancements aimed at boosting effectiveness. These enhancements are added as Improvements to the Arena Backlog.

	During the Anticipate phase of the next Match, the Teams, Arena Owner, and System Leads commit to addressing at least one improvement in the work system.





After a football match, the squad reviews what happened. What worked, what did not, and what to change. The Assess phase works the same way. Teams inspect both the Arena Product and their own work system. Product improvements go to the Arena Owner for consideration. Work system improvements go directly into the Arena Backlog. The commitment to address at least one work system Improvement per Match ensures that the organization continuously evolves, not just the product.




Arena Owner

In a football club, the president sets the direction. Promotion, Champions League qualification, youth development: the president decides where the club invests and what success looks like. The president does not coach the players or design the training plan. That is the coach’s job. But without the president’s clarity on direction, the best coach in the world cannot focus the squad.

The Arena Owner is this function in AME3. One person, accountable for the success of the Arena Product, with the authority to make the decisions that shape what the Arena works on.


Rule


	The Arena Owner leads to the success of the Arena Product, in line with the Ambition.

	The Arena Owner determines how the Arena Backlog is ordered.

	Only one person serves as the Arena Owner, who cannot simultaneously be a System Lead.

	The Arena Owner sets the maximum number of employees in the Arena based on operational constraints.

	The Arena Owner must consider the System Lead’s recommendations.

	The Arena Owner is an Accountable Representative.





The rule that only one person serves as Arena Owner exists for a reason. Shared ownership of a product diffuses accountability. When two people are responsible, neither truly is. The Arena Owner must be able to make decisions quickly, especially about the order of the Arena Backlog. In fast-moving markets, waiting for consensus on priorities costs more than an imperfect decision.

The separation from the System Lead function is equally important. An Arena Owner who also serves as System Lead faces a constant conflict: optimize for new features in the service or develop the people and work system? Under pressure, new features always win, and the work system degrades. The Leadership System explains how the triangle of Arena Owner, System Lead, and Team creates the checks and balances that prevent this.

The Arena Owner is also an Accountable Representative, which means they participate in the Tournament and contribute to Enterprise-level decisions. This ensures that the Arena’s work stays connected to the broader strategic direction. For a deeper exploration of how this function works in practice, see The Owner.




System Lead

The head coach does not score goals. The head coach builds the system that enables the players to score. Training programs, tactical formations, team composition, conflict resolution: the coach shapes the environment in which the squad performs. A great coach makes the squad better than the sum of its parts. A poor coach, no matter how talented the players, produces mediocre results.


“The spirits that I summoned, I cannot now dismiss.” (Johann Wolfgang von Goethe, The Sorcerer’s Apprentice)



Adding a role or position to an organization is easy. Removing one is far more difficult. People grow into roles. Identities form around titles. Dependencies emerge. The System Lead must resist the temptation to solve every problem by adding structure. The best work systems are the simplest ones that still work for the people in them.


Rule


	A System Lead leads to an effective work system in the Arena.

	A System Lead ensures compliance with the AME3 rules.

	An Arena can have multiple System Leads.

	The System Leads are entitled to establish, discard, and demand compliance with rules beyond the AME3 framework. This includes additional frameworks and methods.

	A System Lead cannot simultaneously serve as the Arena Owner and is appointed by the Arena Owner.

	A System Lead may specialize in certain Teams, yet collectively all System Leads remain accountable for all Teams.





System Leads are more than facilitators or coaches. They have real authority: the right to establish, discard, and demand compliance with rules beyond AME3. If a Team needs Scrum, the System Lead implements it. If a practice stops serving the Arena, the System Lead removes it. This authority is necessary because work systems do not improve by suggestion alone. Sometimes the coach needs to change the formation, even when the players resist.

Multiple System Leads can serve one Arena, each specializing in different Teams or different aspects of the work system. But they remain collectively accountable for all Teams. This prevents the fragmentation that occurs when each coach only cares about their own players.

The System Lead is appointed by the Arena Owner, not by the Teams. Investment in the work system is ultimately investment into a better Arena Product. That makes it the Arena Owner’s decision who leads and stays accountable for that investment. This ensures that the work system serves the Arena Product, not the other way around. For a deeper exploration of how System Leads develop Teams and organizations, see The System Lead.




Team

In Total Football, the players on the pitch are not passengers following instructions. They read the game, make decisions, and reorganize in real time. They form triangles around the ball. They cover for each other. They are the ones who create value: goals, assists, defensive saves. It is no secret that the best talent and the highest investment go to the players on the field, not the coaches and managers on the sideline. The coach designs the system. The president sets the direction. But the players play.

In AME3, the Team is where value is created. Teams develop, provide, and maintain the Arena Product. They are not executors of someone else’s plan. They are a leadership function: they lead to customer satisfaction.


Rule


	A Team leads to improved customer satisfaction.

	An Arena consists of one or multiple Teams.

	All Teams in an Arena do all the work to develop, provide, and maintain the Arena Product.

	The Team has stable membership over at least one Match, preferably for much longer.

	Each employee is a member of only one Team at a time.

	The Teams are responsible for keeping all work transparent.

	Each Team is supported by at least one System Lead.

	Team members may have different qualifications and experience. Additional roles may be defined by the Team or System Lead.





The rule that each employee belongs to only one Team at a time is one of the most consequential in AME3. In many organizations, people are split across multiple projects, multiple groups, and multiple reporting lines. The result is context switching, divided loyalty, and the illusion of capacity where there is none. Imagine a football player who also competes on a tennis team. On match day, which sport gets full effort? One Team, full commitment.

Stable membership matters because trust and collaboration take time to develop. A Team that is reshuffled every few weeks never reaches its potential. The rule says “at least one Match, preferably for much longer” because the benefit of stability compounds. The longer a Team works together, the better it gets at self-organizing, at understanding its Arena Product, and at identifying the Improvements that truly matter.

Team members may have different qualifications and experience. This is not a weakness. It is a design principle. Cross-functional Teams can deliver end-to-end Improvements without depending on other groups. Just as Total Football required outfield players to be comfortable in multiple positions, AME3 Teams work best when their members bring diverse skills and can support each other across disciplines. For the full exploration of the Team as a leadership function, see The Team.





Enterprise
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A small football club might have a single squad competing in one league. Everything revolves around them. But as the club grows, it develops more: a women’s squad, a youth academy, a basketball division, maybe a sports academy for talent development. Each of these operates as its own unit with its own coaches, players, and goals. The club provides the shared infrastructure: the brand, the finances, the strategic direction. But each unit competes in its own league and optimizes for its own results.

In AME3, the club is the Enterprise. Each unit is an Arena.


Rule


	The Enterprise provides resources to support an Arena.

	An Enterprise may encompass multiple Arenas.

	If the Enterprise operates other business areas with products and services outside the AME3 framework, it ensures these do not interfere with the independence of the Arenas.

	The boundaries of an Enterprise are defined by its Leadership Functions, Artifacts, and Constraints.





The relationship between Enterprise and Arenas is designed for independence. Each Arena can optimize for its own Arena Product without being blocked by decisions in other parts of the organization. This is not organizational isolation. It is deliberate system design that minimizes dependencies between units, so that each Arena can move at the speed its market demands.

Most enterprises do not adopt AME3 across the entire company at once. Some divisions may continue operating with traditional structures. The independence rule ensures that these legacy structures do not pull Arenas back into the old patterns of cross-departmental dependencies and approval chains. The Playbook chapter Improve the Play of the Old Game addresses how to work with parts of the organization that have not yet adopted AME3.



Ambition

A football club needs more than a squad and a stadium. It needs a purpose: promotion to the next league, financial sustainability, developing talent for the national team. Without that clarity, the club drifts from season to season, reacting to events instead of pursuing a direction.

Every Arena needs the same thing: a reason to exist. Not a vague mission statement, but a concrete answer to the question: why does this Arena justify the investment of people, money, and attention? The Ambition provides that answer.

Consider the human body. It wants to live. The organs want to function. No ambition is needed for that. It is built into the system. But “weigh under 100 kg” is an ambition. It directs improvements: use a nutrition program, exercise more, change habits. Without that ambition, the body keeps functioning, but it does not change. The Ambition in AME3 works the same way. The Arena exists because the Enterprise created it. But the Ambition gives it direction: what to improve, which constraints to respect, which rules to break, and when to change course.


Rule


	The Ambition clarifies the purpose, expected successes, and constraints associated with the Arena Product, including financial limitations.

	The Ambition justifies the existence and operations of an Arena.

	The Arena Owner is responsible for leading the development of the Arena Product toward achieving the Ambition.

	If the Ambition is at risk, the Arena Owner must take appropriate actions, which may include terminating the Arena Product.

	The Ambition is reviewed and refined at least annually, with discussions involving members of all Teams to align understanding and commitment.





The Ambition is not a wish list. It includes constraints, especially financial ones. The rule that the Arena Owner must act when the Ambition is at risk, including potentially terminating the Arena Product, prevents the common pattern of organizations keeping failing initiatives alive long past the point of reason.

The annual review involving all Team members is not a formality. When the people doing the work understand why the Arena exists and what constraints it operates under, they make better decisions daily. Goals become meaningful. The order of the Arena Backlog makes sense. Commitment becomes real because people understand what they are committing to, not just what they are told to do.




Enterprise Backlog

The Enterprise Backlog follows the same principle as the Arena Backlog, but at a higher level. Where the Arena Backlog contains Improvements for a single Arena Product, the Enterprise Backlog contains strategic Goals that span the entire Enterprise.

Should the club invest in strengthening the youth academy or push for promotion in the first division? Should a new Arena be created for an emerging market, or should an existing Arena receive more resources? These are the decisions the Enterprise Backlog makes visible and forces into an order.


Rule


	The Enterprise Backlog is the list of all strategic Goals an Arena is not focused on or had not yet completed.

	Goals in the Enterprise Backlog are created, defined, and refined by all Arena Owners and the Enterprise Owner. Others may also be involved.

	The Enterprise Owner has the authority to order the Enterprise Backlog, or delegate this responsibility to all Arena Owners collectively, but remains ultimately accountable.

	Arena Owners are obliged to pull Goals with the highest order from the Enterprise Backlog.





The mechanics are the same as the Arena Backlog: an ordered list that forces prioritization. The Enterprise Owner decides the order, just as the Arena Owner decides the order of the Arena Backlog. Arena Owners pull Goals from the top, ensuring that strategic priorities translate into action within Arenas.

The collaborative creation of Goals matters. When all Arena Owners participate in defining and refining Goals, they develop a shared understanding of Enterprise-level priorities. This is Overall Optimization in practice: local leaders aligning around shared outcomes rather than optimizing only for their own Arena.




Enterprise Product

A major sports organization is more than the sum of its divisions. Its brand, its revenue, its standing in the community: these emerge from everything the club produces across all its squads, academies, and commercial activities. No single division tells the whole story.

The Enterprise Product is this big picture for an Enterprise. It represents everything the Enterprise offers to its customers and markets: the combined result of all Arena Products plus whatever other parts of the organization produce.


Rule


	The Enterprise Product represents the combined result of work of the entire Enterprise. It includes the Products from all Arenas and results from all other units not yet operating within AME3.

	The term “Enterprise Product” is synonymous with the phrase “all products and services offered or in preparation by the Enterprise.”





This definition matters because Overall Optimization requires a shared reference point. When the Accountable Representatives assess performance in the Tournament, they inspect the Enterprise Product, not individual Arena metrics. This prevents the pattern where every division reports success while the Enterprise as a whole declines. The measure of success is the whole, not the parts.




Goal

A football season has an overarching direction: win the league, avoid relegation, qualify for international competition. But within that direction, the club sets concrete objectives for each stretch of matches: secure a home win against the top rival, close the points gap by matchday 20. These are the goals that focus effort and make the season manageable.

The Ambition defines why an Arena exists. The Goal defines what it is pursuing right now. A Goal is a strategic objective that unites all Teams within an Arena around a shared outcome. Unlike individual performance targets that fragment effort, the Goal points everyone in the same direction.


Rule


	The Goal is a strategic objective that guides all Teams within an Arena.

	Among others, a Goal can be a new Arena Product, the initiation or reorganization of an Arena, or changes to an Ambition.

	Multiple Arenas can share the same Goal.

	The Goal is moved into focus by the Arena Owner of the Arena and at the transition between Matches.

	The Arena Owner can remove or replace a Goal at will.

	The Arena Owner, System Lead, and Teams are collectively responsible for aligning their efforts toward achieving the Goal.

	The Arena Owner must ensure that there is always at least one Goal in focus.

	There may be more than one Goal in focus, but the Arena Owner is encouraged to keep the number to a minimum.

	A Goal should encompass the scope of work for all Teams for at least one Match but should not exceed nine Matches in duration.

	The Arena Owner must ensure that the Goal aligns with the Ambition.

	The Arena Owner must ensure that the Goal and the Arena Backlog are well-aligned.

	Each Goal can exist in one of three states: in Enterprise Backlog, in focus, or completed.





The Goal has a time horizon: at least one Match, at most nine. This prevents two common problems. Goals that are too short become task lists. Goals that stretch beyond nine Matches lose urgency and become background noise that nobody takes seriously.

The rule to keep the number of Goals in focus to a minimum reflects the Overall Optimization doctrine. When an entire organization aligns around a single shared Goal, performance multiplies. When Teams chase five goals at once, they achieve none of them well.

The three states (in Enterprise Backlog, in focus, completed) create the same transparency as the Improvement’s three states. Everyone can see what the Arena is pursuing, what is waiting in the strategic pipeline, and what has been achieved.




Tournament

The Match is the tactical loop. The Tournament is the strategic one. Where the Match asks “what can we deliver this cycle?”, the Tournament asks “are we heading in the right direction?”

A typical Tournament spans three to six Matches. A small organization with two-week Matches might run a six-week Tournament. A larger Enterprise with monthly Matches might run a six-month Tournament. The right cadence depends on the organization, and the Enterprise System Lead experiments to find the best fit.


Rule


	The Tournament is an Anticipate, Advance and Assess Loop for the entire Enterprise.

	Each Tournament is a fixed period of one Match or a multiple of Matches, but not more than one year, preferably three months.

	With each Tournament the Accountable Representatives:

	assess the Enterprise Product by updating their landscape toward evolution, and

	suggest changes to Ambitions and the Enterprise Backlog, and

	the Enterprise Owner decides on changes to the Ambitions and the Enterprise Backlog.




	The Enterprise System Lead oversees the application of Anticipate, Advance and Assess practices within the Tournament. Planning and execution are covered by the Matches of the Arenas.





The Tournament does not have its own Advance phase. The work happens in the Matches of the Arenas. The Tournament provides the strategic frame: assessment of where the Enterprise Product stands on the evolution path, decisions about which Ambitions to adjust, and which Goals to prioritize in the Enterprise Backlog.

This structure addresses a problem familiar to many executives. They formulate a strategy, but it does not get executed as intended. The reason is structural: strategy cycles do not execute anything. Only Teams in Arenas execute. The Tournament connects the strategic loop with the tactical Matches, ensuring that strategic decisions translate into concrete action. The Enterprise System Lead ensures the right methods and practices are in place to make this connection work.




Accountable Representative

A football club in the English Premier League is more than a squad and a stadium. It is a private limited company under English law. It has shareholders, a board of directors, and an annual general meeting. These structures exist because the law requires them. The board governs the club and holds it accountable to shareholders, the league, and the community. But the board does not coach the players or decide which formation to use on matchday. Their power is governance, not operations.

Every enterprise has the same thing: a legally defined power structure. Whether it is a GmbH with a shareholders’ meeting, an AG with a supervisory board, a British PLC, or a US nonprofit with a board of trustees, the legal form varies but the principle is the same. Ownership carries accountability, and the law defines how that accountability is structured.

The Accountable Representatives in AME3 are the lightweight concept that connects the Tournament to these existing governance structures. They are not a new management layer. They are the interface between AME3 and the power structures the law already requires.


Rule


	An Accountable Representative is accountable for the overall success of the Enterprise.

	An Accountable Representative is accountable to the society for the actions of the Enterprise.

	Accountable Representatives receive complete transparency regarding all artifacts within an Arena.

	Accountable Representatives generate insights from Arena artifacts to inform Enterprise-level decisions.

	While Accountable Representatives can suggest modifications, they cannot mandate changes to the Artifacts, Functions, or Constraints of an Arena.

	They may suggest Improvements for the Arena Backlog or Goals of the Enterprise Backlog but cannot override the decisions of the Enterprise Owner or Arena Owners.

	All Arena Owners and the Enterprise Owner are Accountable Representatives.





The Enterprise Owner holds the authority to create or stop Arenas and change Ambitions. The Accountable Representatives hold the Enterprise Owner accountable for those decisions. They see everything: all Arena artifacts, all Goals, all progress. But they cannot reach into an Arena and mandate how things are done. This restraint is deliberate. If governance could override operational decisions, the Arena’s empirical learning would break. The Arena Owner and Teams must be free to adapt based on evidence, not directives from above.

Accountability here does not mean operational control. It means oversight, escalation, and ensuring the Enterprise Owner’s decisions serve the Enterprise and the obligations society places on it.

The Enterprise System Lead designs how the Tournament integrates with the legally required governance rhythm. Most legal forms require at least an annual shareholders’ meeting. That is rarely enough for the Tournament rhythm. The Enterprise System Lead may align one Tournament cycle with the annual meeting and fill the remaining cycles with additional workshops. Arena Owners, the Enterprise Owner, and System Leads maintain their own shorter cadence, weekly or daily, where board members can participate but need not. The existing meeting structures provide the foundation. AME3 adds the empirical rhythm.

The rule that all Arena Owners and the Enterprise Owner are automatically Accountable Representatives ensures that strategic decisions are informed by the people closest to the Products. Strategic decisions made without the people who understand the products are strategic decisions made in the dark.




Enterprise Owner

The Enterprise Owner is to the Enterprise what the Arena Owner is to the Arena: one person, accountable for the success of the whole. Where the Arena Owner steers a single Arena Product, the Enterprise Owner steers the Enterprise Product, the combined output of all Arenas and other organizational units.


Rule


	The Enterprise Owner leads to the success of the Enterprise Product.

	The Enterprise Owner can initiate or stop an Arena and/or its Product.

	The Enterprise Owner can change the Ambition of an Arena.

	The Enterprise Owner is an Accountable Representative.

	The Enterprise Owner cannot be a System Lead or Enterprise System Lead.

	The Enterprise Owner must consider the Enterprise System Lead’s recommendations.

	The Enterprise Owner determines how the Enterprise Backlog is ordered.





The Enterprise Owner holds the most consequential authority in AME3: the power to create or stop Arenas. This is not a routine management decision. Creating an Arena means committing people, budget, and organizational attention to a new Ambition. Stopping one means accepting that an investment has run its course. Both require courage and clarity.

The separation from the Enterprise System Lead function follows the same logic as the Arena Owner/System Lead separation. The Enterprise Owner focuses on what the Enterprise produces. The Enterprise System Lead focuses on how the Enterprise works. When these functions merge, one always suffers.




Enterprise System Lead

If a football club has multiple squads competing in different leagues, someone needs to ensure that the coaching philosophies, talent development pipelines, and organizational practices work together. The sporting director fills this role: not coaching any single squad, but shaping the overall system in which all squads operate.

The Enterprise System Lead is this function in AME3.


Rule


	The Enterprise System Lead is the System Lead for the work system at Enterprise level.

	They can also be System Lead for an Arena.





The Enterprise System Lead works across all Arenas, ensuring that the Tournament runs effectively, that System Leads in different Arenas exchange practices, and that the organizational structure evolves with the Enterprise Product. They experiment with the right cadence for Tournaments and Matches, because no two organizations are the same.

In smaller organizations, the Enterprise System Lead may also serve as System Lead for one of the Arenas. As the Enterprise grows, this becomes impractical: the Enterprise-level work demands full attention. For a practical example of how this function develops, see The System Lead.





Postscript

Applying the AME3 Rules amounts to a radical shift for most companies because it typically requires significant restructuring. For new enterprises, adopting AME3 from the start is relatively straightforward. Existing companies, however, face a harder path. Restructuring takes time, and even Rules designed to limit the effort cannot make it vanish. That is where the Playbook comes in.

The Rules define the game. But knowing the rules is not the same as playing. Total Football was not born from a rulebook. It was born on the pitch, through experimentation, failure, and adaptation. The next part, the Playbook, is where the game begins: practical guidance for slicing your organization, starting Arenas, and running your first Matches and Tournaments.


“Doubt can only be removed by action.” (Ted Lasso)
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PART II: PLAYBOOK


Adopting AME3 does not require a large-scale organizational transformation. You do not need to reorganize everything at once. Instead, AME3 provides a structured path: understand the principles of organizational design, then establish lightweight enterprise governance, then grow one Arena at a time.

This Playbook starts with the foundations and moves to action.

Slicing the Organization and Slicing the Product explain how to design Teams, Arenas, and Product architecture as two sides of the same problem. They provide the mathematics, the sizing guidance, and the framework comparisons that inform every structural decision.

Start the game for the enterprise: establish the leadership functions, Rules, and Strategy that provide strategic direction. Start the game in an Arena: set up the tactical work system where Teams deliver and evolve products and services. Each Arena has its own entry point depending on where you stand. A brand-new product, an existing agile team, or an established organization starting its evolution.

Not every part of the enterprise will become an Arena immediately. Improve the Play of the Old Game provides a gradual improvement path for the existing products, services, and organizations that continue operating alongside Arenas. It introduces retrospectives, value stream analysis, and Kanban to prepare the organization for future Arena creation.

Don’t Trust the Playbook: a reminder that every playbook is a simplification. The real guide is Empirical Control: Anticipate, Advance, Assess.

Pick the entry point that fits your context and scale at your own pace. If you want to see these steps come to life, start with the Leadership System section first. It tells the story of two organizations following this Playbook. One starting from scratch, one evolving an existing structure.




4 Slicing the Organization


My first team in 2003 at Web.de was the Windows Frontend Team. We sat in the middle of a long open-plan office in Karlsruhe. The Backend Team sat at the other end, 20 meters away.
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Running between Frontend and Backend



Every time our code did not work as expected, the conversation followed the same pattern. My frontend colleague would say: “The backend returns the wrong status. They need to fix it.” So I walked 20 meters to the backend developer. His answer: “That has to be solved in the frontend. Otherwise we need to hold state persistently, which is not part of the design.” Back to the frontend. We patched it somehow, which caused the next bug. As the more extroverted developer on the team, I became the one who walked those 20 meters back and forth, sometimes countless times a day.

What I did not understand at the time: I was fighting a structural force that Melvin Conway had described in 1968. The organizational split between frontend and backend made it nearly impossible to build an integrated product. The teams communicated across a boundary that should not have existed. When management later added a Business Analyst role to improve the situation, it made things worse. I know, because I was that Business Analyst. My job was to translate the product designers’ ideas into specifications the developers could implement. Instead of removing the boundary between teams, the role added another handoff. Now I sat between the product designers on one side of the office and the developers on the other. Increasing the gap by another 20 meters. More distance, more delay.


The solution came by accident. A frustrated product designer sat at my desk one morning because the software did not work as he envisioned. Instead of writing another specification document, I walked him 20 meters through the office to our programmer. I asked him to explain his concept directly. A few hours later, they had a working solution. Direct communication solved in hours what layers of coordination had failed to solve in months.

This experience taught me a lesson I have since observed in dozens of organizations: how you slice the organization determines how well the organization can build its products.


The Mathematics of Communication

So what was the root cause? Every enterprise faces the same challenge as it grows, and this was also true for Web.de: communication becomes harder. Not because people stop trying, but because mathematics works against them.

Five people need 10 communication channels to stay fully connected. Ten people need 45. Twenty-five people need 300. The formula is simple: n(n−1)/2n(n-1)/2. Communication effort grows quadratically.
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Communication effort grows quadratically with group size




“Adding manpower to a late software project makes it later.” (Fred Brooks, The Mythical Man-Month, 1975)



Brooks identified the mechanism: the communication overhead of each new person outweighs their productive contribution. Robin Dunbar’s research confirms it from a different angle: the human brain can maintain meaningful social relationships with roughly 150 people. Beyond that, groups fragment without formal structure.

No organizational approach scales linearly. The question is how to manage the inevitable complexity.









	Structure
	People
	Communication Effort II





	1 Team
	5
	10



	1 Team
	10
	45



	1 Team
	25
	300



	5 Teams of 5
	25
	70



	1 Team (hypothetical)
	123
	7,503



	1 Arena, 3 multi-team units (7×7, 7×7, 5×5)
	123
	460





Calculations use the following intensity factors:









	Factor
	Value
	Meaning





	ipi_p
	1
	Communication intensity between two people within the same Team (baseline)



	iti_t
	2
	Inter-team communication intensity, assuming two people per Team hold one channel each between Teams



	imtui_{mtu}
	4
	Inter-unit communication intensity, assuming two people per unit hold one channel each to each neighboring unit





The full model details the mathematical derivation.

AME3 answers this question through a principle applied recursively at every level of the enterprise: optimize communication within boundaries and reduce the intensity of communication across boundaries.



Slicing with Teams

The first cut is the most powerful. Organizing people into small Teams transforms one large communication network into several smaller ones, connected by fewer, lower-intensity channels.
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25 people organized into 5 teams of 5



Without Teams, 25 people generate a communication effort of I=300I = 300. Organized into five Teams of five, internal effort drops to 5×10=505 \times 10 = 50. Inter-team coordination adds 10×2=2010 \times 2 = 20 (assuming each team-pair communicates at twice the intensity of an individual pair). Total: I=70I = 70. A 77% reduction.

The inter-team intensity of it=2i_t = 2 is not a constant. It depends on the practices teams use to reduce inter-team dependencies. Co-location, as in my Web.de story, removes physical barriers. Continuous automated testing catches integration problems before they become coordination problems. Shared code ownership eliminates handoffs between component owners. Each practice lowers iti_t. When practices are absent, iti_t rises. The companion chapter Slicing the Product explores how product architecture further influences this intensity.

The math shows that well-structured teams have an enormous margin before coordination overhead outweighs the benefits. Teams become inefficient only when inter-team communication intensity exceeds ip⋅na2i_p \cdot n_a^2. For teams of five, that threshold is 25 times the internal pair intensity.


Communication Effort Is One Dimension

These calculations can create a dangerous impression: that organizations can scale linearly by adding structure. They cannot. Communication effort is one dimension of a multi-dimensional problem. Cognitive load, cultural alignment, domain complexity, and product coupling all impose additional constraints that the formula does not capture. The model is useful for understanding why structure helps. It is not a planning tool for how much structure to add.




How Large Should a Team Be?

Multiple independent sources converge on the same answer.

George Miller’s research on working memory established that humans can hold 7 ± 2 items simultaneously. John Sweller’s Cognitive Load Theory extended this: when the demands on working memory exceed capacity, performance degrades. Dunbar’s research places the closest social bonding layer at 5 people, the next at 15.

Jeff Bezos at Amazon insists no team should be larger than what two pizzas can feed, roughly 5 to 10 people (he was probably talking about American pizzas). Scrum recommends 3 to 9 developers. LeSS specifies 7 ± 2 members per feature team.

These are not arbitrary choices. A team of 5 has 10 communication channels. A team of 9 has 36. A team of 12 has 66. Beyond 9 or 10 people, the internal coordination overhead starts consuming the productivity gains that teams provide.

Every team has a finite capacity for complexity. When a team is responsible for too many domains, too many technologies, or too many stakeholder relationships, quality drops. Communication overhead and cognitive overload are two forces that both push toward smaller teams.



Feature Teams vs Component Teams

The terms “feature team” and “component team” originate in software development, but the underlying principle applies to any domain where teams create products or services. As AI reshapes what teams take responsibility for, the distinction becomes even more relevant. Teams will own broader slices of the value chain, making end-to-end ownership the default rather than the exception.

How teams are sliced determines how much they need to coordinate. Two approaches exist.

A component team owns a functional layer: a department, a technology stack, a specialized capability. Every customer need that crosses layers requires coordination between multiple teams. This creates handoffs, waiting, and integration overhead. My experience at Web.de was a textbook case.

A feature team owns a slice of customer value end-to-end. It contains all the skills needed to deliver a complete Improvement within a Match. Feature teams minimize inter-team dependencies by design, because each team can deliver independently.

LeSS strongly advocates feature teams: long-lived, cross-functional groups of 7 ± 2 people that complete end-to-end customer features, one by one. The trade-off is real: feature teams require generalizing specialists who can work across domains. Component teams preserve deep specialization. But the communication mathematics favors feature teams. Every dependency between teams adds communication channels.

Fewer dependencies does not mean zero dependencies. Feature teams still coordinate with other teams on shared interfaces, architecture decisions, and cross-cutting concerns. The De-Scaling Cycle provides the method for managing and reducing the dependencies that remain.

This is not limited to software. In manufacturing, a team that owns a product from design through production has fewer coordination points than separate design, engineering, and production teams. In consulting, a team that owns an entire client engagement communicates more efficiently than functional specialists handed off between phases.



Conway’s Law: Design Your Teams, Design Your Product

Conway’s Law predicts that organizational boundaries become product boundaries. If three teams build a product, the product will have three major components. Overall Optimization explores this in depth, including how the constraint works both ways and why flexibility of organization matters.

The Inverse Conway Maneuver turns this around: design your team structure to match the product architecture you want. If you want loosely coupled services, create autonomous teams with clear ownership boundaries. If you want a tightly integrated product, create cross-functional teams that share code and coordinate closely.

The System Lead’s choice of team structure is an architectural decision as much as an organizational one. The System Lead and the Arena Owner must make these decisions together. Restructuring is not overhead. It is an investment in the Arena Product. As the De-Scaling Cycle describes: treat organizational design and technical architecture as one problem, not two.




Slicing with Multi-Team Units

The same compartmentalization principle applies one level up. When an Arena grows beyond a handful of Teams, grouping them into multi-team units reduces the number of inter-team communication channels.
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123 people organized into 3 multi-team units within one Arena



Each multi-team unit contains Teams and shares the product or service boundary. Internal coordination stays within the unit. Communication between units follows defined interfaces at lower intensity.

Multi-team units are not an AME3 concept. They are a design choice made by the System Lead using methods and frameworks. A single Team might use Scrum. A multi-team unit might scale following LeSS, LeSS Huge, or Scrum@Scale. The choice depends on the evolutionary stage and Ambition.


How Frameworks Structure Multi-Team Units

LeSS (up to 8 teams): All teams share one Product Backlog, one Product Owner, and one Sprint cadence. Coordination happens through direct communication, not additional management layers. Feature teams work end-to-end across the full product.

LeSS Huge (more than 8 teams): Introduces Requirement Areas, each handled by 4 to 8 teams with an Area Product Owner. One overall Product Owner maintains product-wide prioritization. LeSS explicitly warns against making Requirement Areas the line organization: they should be dynamic and adaptive, not permanent structures.

Scrum@Scale: Organizes coordination through a Scrum of Scrums, where representatives from each team synchronize work and remove cross-team impediments. An Executive Action Team mirrors this at the leadership level, responsible for removing organizational obstacles that teams cannot address themselves.


Each framework solves the same problem differently. Mature organizations will develop their own way of leading and organizing teams over time. If you are not there yet, there is nothing wrong with choosing one of these frameworks. What matters is that you fully commit to the strategic doctrines, especially Overall Optimization and Empirical Control. The framework is the starting point. The doctrines ensure you keep improving.

Choose Your Own Game provides guidance on choosing between them.



What AME3 Prescribes and What It Does Not

AME3 prescribes the Arena structure: Teams, Arena Owner, System Lead, Arena Backlog, Arena Product, Match. It does not prescribe how to organize teams within the Arena. That is the System Lead’s responsibility.

This is a deliberate design choice. The critics of scaling frameworks consistently identify the same failure mode: frameworks that lock in structure before the organization has learned what structure it actually needs. SAFe draws the strongest criticism on this point. Ken Schwaber (Scrum co-creator), Ron Jeffries and Andy Hunt (Agile Manifesto co-authors) have publicly argued that it codifies dysfunctions and optimizes for predictability over empiricism. The SAFe Delusion examines this critique in detail.

AME3 avoids this by separating the strategic frame (Rules, Tournament, Ambition, Goals) from the tactical work system design. The System Lead selects and adapts frameworks based on the current reality, not a predetermined blueprint.




The Arena as Strategic Frame

The Arena does not add communication overhead. It provides the governance structure within which Teams and multi-team units operate.
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Communication interfaces between Team, Arena, and Enterprise



An Arena is a highly independent organizational unit dedicated to a specific Ambition. It contains a complete work system: Teams that deliver and improve the Arena Product, an Arena Owner who drives product success, and System Leads who ensure an effective work system.

The Teams are the single connection to the customer. Their work is to improve and enhance the Arena Product, generating return on investment and satisfying the customer. The dashed arrow in the image represents this force on the customer interface: it evolves with the product, from early exploration to established service.

The communication interfaces in this image are positioned on a Wardley Map. Their position reveals the level of stability each interface requires.

Teams operate in the Volatile and Shifting zone. Inter-team communication is frequent and must adapt continuously. Product boundaries are still forming. The System Lead actively shapes how teams coordinate.

Between multi-team units and between Arenas, communication moves into the Settling and Stable zone. Interfaces here need well-defined rules and predictable cadence. The Tournament provides this structure at the enterprise level.

At the outermost layer, the Enterprise communicates with society through legal entity structures, regulatory compliance, and public accountability. These interfaces are governed by law rather than organizational choice. And thankfully, in our industrialized and western world, we can enjoy stable interfaces here. Even if we wish, sometimes they would be less bureaucratic.



Practical Guidance for the System Lead

Designing the organizational structure of an Arena is the System Lead’s core responsibility, in collaboration with the Arena Owner. The following guidelines synthesize these principles into actionable recommendations.


When to Split a Team


	A team exceeds 9 people, or internal coordination consumes more time than productive work

	A team owns too many domains and cognitive load prevents deep work. Signs: frequent context-switching, declining quality, inability to finish Improvements within a Match

	Splitting should follow product boundaries, not functional specializations. Each new team should be able to deliver end-to-end value independently





When to Form Multi-Team Units


	An Arena has more than 5 to 8 Teams, and inter-team coordination becomes a bottleneck

	Groups of teams naturally cluster around related customer concerns or product areas

	The System Lead should resist making multi-team units permanent organizational layers. They should be dynamic, adapting as the product evolves. LeSS Huge warns explicitly against this rigidity





When to Create a New Arena


	A product or service has its own distinct Ambition, customer base, and success criteria

	The work is sufficiently independent that teams rarely need to coordinate with other parts of the enterprise

	The product’s evolutionary stage requires a different approach than the existing Arenas. A Genesis-stage innovation project should not share governance with a Commodity-stage operational service





When to Reorganize


	The product has moved from one evolutionary stage to the next: structures optimized for Genesis-stage exploration slow down Product-stage delivery, and vice versa

	The De-Scaling Cycle reveals persistent dependencies that cannot be managed, only eliminated through restructuring

	A Match retrospective repeatedly surfaces the same coordination problems across teams

	New products or capabilities emerge that do not fit the current Arena boundaries



The System Lead facilitates this continuous reorganization, working with the Arena Owner and Teams to experiment with structures that minimize dependencies.

The goal is not to find the perfect structure. The goal is to develop the ability to change structure when the product demands it.




The Other Side of the Coin

The principles above address one side of the scaling challenge: how to slice the organization. Optimize communication within boundaries. Reduce the intensity across boundaries. Apply this principle recursively, from Teams to multi-team units to Arenas.

The other side is equally important. Conway’s Law tells us that organizational boundaries and product boundaries mirror each other. How you slice your products and services determines where team boundaries can and should be drawn. The product perspective is covered in Slicing the Product.

Together, they form one practice: designing the organization and the product as a single, evolving system.






5 Slicing the Product


Between 2017 and 2021, I had the privilege of visiting GROOVE X in Tokyo several times, together with Aki Enomoto, who was coaching the company at that time. GROOVE X builds LOVOT, a companion robot designed to make people feel loved. Their Ambition was bold: create a robot that humans bond with emotionally, not one that performs tasks.

What impressed me was not just the manager-less organization with 120 people in 20 teams operating as a single unit under LeSS. What impressed me more was the product itself and the courage of its Ambition.

LOVOT is not a software product. It comprises hardware, software, AI, industrial design, sensors, a repair service, a flagship retail store, and much more. The Teams did not organize around technical layers. They organized around shared epics: “LOVOT welcomes the family at the entrance when they come home.” Every team could contribute to that epic, regardless of whether their work was in firmware, mechanical design, or behavior animation.
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Different increments of LOVOT over time and the final, highly social interactive LOVOTs in action



A fundamental principle at GROOVE X, inherited from Scrum and LeSS, was to maintain one integrated state of the product at all times. When production pressure grew, they tried running concurrent hardware versions to avoid production-line downtime. The result was a reinforcing defect loop: design changes could not be applied to versions already in production, multiplying defects across versions. One integrated product is cheaper than two diverging ones. They returned to sequential versions and never looked back.

When something like that happens late in the process, it becomes very expensive. In this case, it delayed production.

The boundaries of a product do not end at the company walls. They extend into the supply chain.

For product engineering, these challenges are not new. Supplier disruptions, interface changes, and cascading redesigns have always happened. You just never know when or how. With AI now deeply integrated into products and services, these disruptions will happen more often and more broadly. Knowing when and how to slice a product into components, and how to organize the Teams that build them, is strategic knowledge.


What Is an Arena Product?

The Arena Product is not just code or a physical device. It encompasses everything the Arena produces across four layers of work, each depending on the one below:


	Results for customers (services, goods)

	Development of products and services

	Improvement of the work system

	Strategic direction



The Arena Product rule defines these layers in detail. Strategy enables the work system. The work system enables development. Development enables results for the customer.
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Arena Product layers on the evolution path



At GROOVE X, Teams develop and manage. One Team develops AI behavior algorithms. Another manages the sensor supplier relationship. A third runs the flagship store operations. Supply chain management is Improvement work, no different from writing code or designing a circuit board.

This scope matters for slicing. Product components include all of these: hardware modules, software services, human-delivered services, supplier relationships, retail operations. The slicing decisions apply to all of them.



Components: Horizontal and Vertical

Every product can be decomposed into components. The question is how.
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iPhone component breakdown (simplified)



Consider the iPhone. The visible layer includes apps, the operating system, the physical device, and the case. Below that sit invisible layers: the TCP/IP stack, the chipset, the wireless driver. Each component has its own lifecycle, its own rate of change, and its own set of constraints.
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Slicing a product horizontally and vertically



Horizontal slicing cuts along technical layers. One Team owns the frontend layer. Another owns the technical component drivers. A third owns the hardware. Each Team becomes a specialist in its layer.

But every customer-facing feature that crosses layers requires coordination between Teams. This is the component team model, and it is highly likely to create the dependency problems described in Slicing the Organization.

Vertical slicing cuts through all layers end-to-end, from the customer down to the lowest infrastructure component. Each team owns a complete slice of customer value. This is the feature team model. In many cases, it minimizes inter-team dependencies better than the horizontal model, because the interfaces to other components are more stable.

At GROOVE X, the Teams worked on shared epics that cut vertically through hardware, software, and design. At Web.de, the Teams were split horizontally into frontend and backend. The difference in coordination overhead was the difference between a product that shipped and one that fought itself.

Neither approach is safe by default. Choosing the wrong slicing direction locks in dependencies that are hard to undo. As we will see later, whether horizontal or vertical slicing works better depends on how stable the interfaces between components already are. But first: how do we know where the boundaries are?



Finding Product Boundaries with Aspects

How do you know where to draw the line between components? When an engineer says, “If we don’t design this now, we will pay much more later,” you are hearing an Aspect.

An Aspect is a requirement that affects the whole component, not just a single feature, and whose cost grows exponentially the longer it is deferred. Security, performance, compliance, repairability, multi-language support, and backward compatibility are all Aspects. They cut across everything a component does. You cannot add them as a feature later. They must be designed in from the start.

Aspects are a powerful tool for identifying product boundaries. When two parts of a product have fundamentally different Aspect profiles, they need different design decisions. That is where you slice.

Consider the iPhone components again. Each has a fundamentally different Aspect profile:










	Component
	Rate of change
	Support lifecycle
	Key Aspects





	App
	20 improvements / month
	6 months per version
	100K concurrent users, single language



	OS
	30 improvements / year
	5 years per version
	100M users, >20 languages, 8-year hardware support



	Device
	No functional change
	20-year lifespan
	8 years repairable



	Case
	Variant-driven
	5-year lifespan
	10+ variants, 1-year warranty



	TCP/IP Stack
	<5 changes / year
	15-year support
	Security fixes within 5 days, IETF standard compliance





The App changes 240 times per year. The Device never changes functionally. The TCP/IP Stack must be supported for 15 years and comply with international standards. These are not the same kind of product in any meaningful sense. They only share a physical enclosure. The differences in their Aspect profiles are precisely why they are separate components.

When two parts of a product have fundamentally different Aspect profiles, they belong in different components.
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Cost of realization over time: Function vs Aspect



The cost curves make this concrete. Functional changes become cheaper over time as the product matures and tooling improves. Aspect changes become exponentially more expensive. Adding multi-language support to a mature application costs orders of magnitude more than designing it in from the start. Retrofitting security into a product after deployment is a different order of effort than building it from day one.

Teams that focus only on functional slicing accumulate Aspect debt. When the bill comes due, it is exponential.



Mapping Product Evolution

The further left a component sits on the evolution path, the more likely its Aspects and boundaries will change. This is the critical connection between product slicing and Evolution Focus.
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LOVOT product components on the evolution path



The LOVOT Wardley Map shows the product’s components at different evolutionary stages. On the left (Genesis and Custom Build): the AI behavior, the sensor unit, the industrial design, and the core value proposition, “Accept as an Individual.” These components are still being explored. Their boundaries shift with every iteration. Their Aspects are not yet fully understood.

On the right (Product and Commodity): the flagship store, the repair service, commodity sensors, and real estate services. These components are stable. Their Aspects are well-defined. Their interfaces are predictable.

The purple dividing line marks the transition: components on the left are developed by the Teams. The supply of the components on the right is managed by the Teams.

What Teams develop today, they will manage tomorrow.

This has a direct implication for organizational design. Conway warned that “the prevailing system concept may need to change” and therefore “flexibility of organization is important to effective design.” Creating dedicated component teams for Genesis-stage components locks in boundaries that are not yet stable. When the AI behavior shifts, every team boundary drawn around old assumptions becomes a coordination barrier.

For components in the Genesis and Custom Build zone, multi-team setups working across all components are recommended. Flexibility must be preserved. Only when components move into the Product and Commodity zone do their boundaries stabilize enough for dedicated ownership.



Why Slicing Matters

Three dimensions shape where to draw product boundaries:


	Components tell you where to cut: which parts of the product can be separated along stable interfaces.

	Aspects tell you what shapes the boundaries: different Aspect profiles indicate different lifecycle needs.

	Evolution tells you when boundaries are stable enough to cut: Genesis-stage boundaries shift, Commodity-stage boundaries are fixed.



Without deliberate product slicing, organizational boundaries follow historical accident. Conway’s Law locks in whatever structure exists. The frontend team and the backend team at Web.de were not a deliberate design choice. They were an inherited structure that nobody questioned.

With deliberate product slicing, Arena Owners, System Leads, and the Enterprise Owner can design team boundaries that minimize dependencies and maximize independent value delivery. This is the Inverse Conway Maneuver applied to the product: let the target product architecture determine the organizational structure, not the other way around.



Practical Guidance


How to Slice


	Slice along stable interfaces where inter-team communication intensity is lowest

	Slice as late as possible. Every boundary creates a communication barrier. Premature boundaries are worse than no boundaries.

	Consider product architecture and organizational structure together. They are two sides of the same problem.

	Account for Aspects early. Identify which Aspects will dominate cost later and address them before they become exponential. Designing for Aspects develops the natural boundaries along which the product can later be sliced as it grows.

	Use Wardley Mapping to identify which components to develop, which to manage, and which to outsource or rent.

	Do not outsource components that are still in Genesis or Custom Build. Their Aspects and interfaces are not yet stable enough for external dependencies.





When to Slice


	The product has components at different evolutionary stages requiring different approaches

	Aspect profiles diverge: one component needs monthly releases, another needs 15-year support

	The De-Scaling Cycle identifies persistent dependencies that restructuring the organization alone cannot solve

	Outsourcing or renting a component becomes viable because it has moved to Product or Commodity

	The product scope has outgrown the current Arena structure and a new Arena is needed






The Other Side of the Coin

This chapter addresses how to slice the product: identifying components, understanding their Aspects, and mapping their evolution to determine where boundaries should be drawn.

The companion chapter, Slicing the Organization, addresses the other side: how to structure Teams, multi-team units, and Arenas for minimal communication overhead and maximum autonomy.

Conway’s Law tells us that organizational boundaries and product boundaries mirror each other. You cannot design one without designing the other.

Together, they form one practice: designing the organization and the product as a single, evolving system.





6 Start the Game for the Enterprise



The Bird’s Eye View

The following diagram shows the complete AME3 Playbook at a glance. It maps the path from enterprise-level governance through Arena creation to continuous improvement. Use it as a reference as you work through the steps in the next three chapters.
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Download the AME3 Playbook

ame3.ai/get/playbook









Why Start at the Enterprise Level?

Many organizations adopt agile methods and lean practices at the team level. Teams run Sprints, hold Retrospectives, and improve locally. Yet the enterprise as a whole does not evolve. Decisions still flow top-down. Strategic priorities remain unclear. Teams optimize their own work while the organization drifts.

This is sub-optimization. Without enterprise-level alignment, tactical improvements stay local. They do not compound into strategic advantage. Teams pull in different directions. Investments scatter across too many initiatives. The result: effort without impact.


Meridian Industries

In the Leadership chapters, we followed Meridian Industries, a medium-sized enterprise with 1,200 employees. The original founders had moved to the supervisory board. A new CEO was appointed to enhance profitability and drive innovation. She inherited an organization stuck in functional specialization, with over 120 active projects showing little progress and value-creation experts burned out from juggling 4-5 projects each. This chapter follows how she started the game at the enterprise level.



AME3 addresses sub-optimization by starting at the enterprise level. Before any Arena begins its work, the enterprise establishes lightweight governance: clear leadership functions, shared Rules, and a Strategy that guides evolution. This is not a heavy bureaucracy. It is the minimum structure needed to ensure that every Arena’s work contributes to the enterprise’s strategic direction.

The approach is empirical. Rather than planning a complete transformation upfront, AME3 creates a feedback loop at the enterprise level, the Tournament, where leaders inspect progress and adapt strategy based on evidence.
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The seven steps to establish enterprise-level governance





The Steps

The following seven steps establish enterprise-level governance. They are sequential, and each builds on what the previous step created.


1.1 Define Leadership Functions on the Enterprise Level

Establish the enterprise-level leadership functions. The Enterprise Owner takes accountability for the success of the Enterprise Product. Accountable Representatives provide oversight and ensure alignment with the enterprise’s broader obligations. The Enterprise System Lead ensures effective structures and processes across all Arenas.

These are not new management layers. They are clearly defined accountability functions that replace ambiguous decision-making with transparent leadership.



1.2 Adopt the AME3 Rules on the Enterprise Level

Adopt the Rules as the shared operating agreement for the enterprise. The Rules establish a common language and foundational practices. They define how Arenas relate to the enterprise, how strategic decisions are made, and what autonomy Arenas have.

The Rules are deliberately minimal. They provide just enough structure to enable coherent evolution without constraining how individual Arenas organize their work.



1.3 Identify Potential for Innovation

Analyze the current state of all products, services, and organizational structures. Where is the enterprise today on the evolutionary path? What is evolving well? What is stagnating? Where do market opportunities or competitive pressures demand attention?

Use Wardley Mapping to assess the strategic terrain. Map your products and services along their evolution from Genesis to Commodity. This reveals where new Arenas could create the most value and where existing work needs strategic realignment. Estuarine Mapping complements this by revealing the internal and external forces that enable or resist change. Developing a Strategy for the GenAI Era provides worked examples of both methods.

These are not the only options. Other strategic tools can serve the same purpose: portfolio analysis, customer journey mapping, competitive benchmarking. The choice depends on your context. What matters is that you experiment: try a method, assess the results in the next Tournament, and adapt. The strategic method itself is subject to Empirical Control.


Meridian Industries

The CEO and the external consultant ran Wardley Mapping sessions with the supervisory board, experienced managers, and team experts. Two products emerged as strategically critical: the globally successful laser welding tool family and a novel 3D printing machine tool with AI-based control software. The mapping also revealed something unexpected: the 3D printing opportunity was evolving faster than anyone had assumed. What the board had treated as a research project was already approaching Custom Built. The window for competitive advantage was narrowing.

But the map showed a second surprise. The technical documentation and customer training division, long considered a stable, profitable service business, was under threat. AI-powered tools were beginning to let customers generate their own documentation and training materials directly from product data. The supervisory board initially dismissed this as a niche trend. The CTO disagreed. He had seen customers cancel training contracts and replace them with AI-generated onboarding in a matter of weeks. The CEO put it on the Enterprise Backlog as a strategic Goal: assess the impact and formulate a response within two Tournaments.



This assessment creates the raw material for strategic prioritization. It reveals not just what exists, but where the enterprise should invest next. In times of rapid AI evolution, it often reveals threats that nobody was watching.



1.4 Create an Enterprise Backlog

Build the Enterprise Backlog, the ordered list of strategic Goals for the entire enterprise. The Enterprise Owner orders this backlog based on strategic priorities. Accountable Representatives, experienced managers, and team experts collectively define and refine Goals. As Arenas are created, their Arena Owners join this process.

The Enterprise Backlog makes strategy visible and actionable. Every Goal represents a concrete strategic objective, not a vague aspiration. This transparency enables informed trade-offs and prevents the silent accumulation of conflicting priorities.


Meridian Industries

The CEO replaced the portfolio of 120 active projects with a single Enterprise Backlog. The external consultant introduced Kanban to manage the flow of Goals from identification to completion. The hardest part was not the method. It was telling more than 80 project sponsors that their initiative was no longer a priority. Every project had a constituency. Every canceled initiative had a manager who had staked their reputation on it. But the alternative was worse: continuing to spread resources so thin that nothing moved forward. The Enterprise Backlog forced a choice that the old portfolio system had avoided for years.





1.5 Start the First Tournament

Launch the first Tournament, the enterprise-level cycle of strategic inspection and adaptation. During a Tournament, Accountable Representatives assess the Enterprise Product while the Enterprise Owner decides on strategic changes to Ambitions and the Enterprise Backlog.

The Enterprise System Lead is responsible for facilitating this process. Start by reviewing the existing communication structures on the enterprise level: board meetings, executive reviews, strategy offsites. Most enterprises already have regular meetings that serve parts of this purpose. The Tournament does not replace them. It aligns them into a coherent cycle of inspection and adaptation.

Do not create new meeting structures from scratch. Use what exists and reshape it. The purpose changes, the calendar does not. As Arenas are created, their Arena Owners join the alignment.


Meridian Industries

The Enterprise System Lead designed the Tournament structure from what already existed. The supervisory board had been meeting monthly for a short two-hour update. The C-Level had a weekly cadence. He reshaped the purpose and the agenda, not the calendar.

The Accountable Representatives included three groups: the founding family on the supervisory board, three independent board members, and the management board (CEO, CFO, CTO). Together they formed the strategic governance layer.

A new two-day workshop every quarter opened and closed the Tournament loop. This was the deep strategic session where Accountable Representatives reviewed the Enterprise Product, challenged assumptions, and set direction for the next cycle. Between these workshops, monthly half-day meetings kept the rhythm. The agenda followed a simple structure:


	Review of Enterprise Goals and progress since last meeting

	Product demonstrations by Arena Teams: working results, not slides

	Strategic update: what has moved on the landscape, what new signals emerged

	Enterprise Backlog refinement: new Goals, re-ordering, completed Goals

	Decisions: new Arenas, resource allocation, strategic pivots

	Open discussion: impediments, cross-Arena dependencies, cultural observations



The product demonstrations were the heartbeat. Teams showed working results to the people who set the strategy. Even more important, Teams presented new potential they had discovered through their work: opportunities for products and services that nobody had anticipated. This closed the feedback loop between tactical execution and strategic direction. When the supervisory board members saw an Arena Team demonstrate a working prototype, they understood in ten minutes what a quarterly report had failed to communicate in ten pages.

Weekly alignment meetings with the Enterprise Owner, Arena Owners, and C-Level kept operational decisions flowing between the sessions. Shorter, focused: impediments, cross-Arena dependencies, resource decisions. The Enterprise System Lead had a goal he did not announce: forming this group into an enterprise team. People who commit to creating value together, not against each other. The same expectation they set for Teams in the Arenas. Over time, the weekly alignment became exactly that.





1.6 Define the First Arena and Its Product

Select the first Arena by formulating an Ambition. The Ambition defines the purpose, expected successes, and constraints for an Arena Product. It justifies why this Arena should exist and provides the strategic frame for its Arena Owner.

Choose carefully. The first Arena sets the pattern for all that follow. Pick a product or service area where AME3 can demonstrate clear value. Consider: can this unit operate relatively independently? Are there existing practices (Scrum, Lean, Kanban) to build on? Are supplier dependencies already managed within the unit?



1.7 Initiate the First Arena

With the enterprise-level structures in place and the first Ambition defined, initiate the first Arena. Appoint an Arena Owner and transition into the arena-level setup described in Start the Game in an Arena.

The Arena Owner should be the person closest to the product and the Teams, not necessarily the most senior executive available. The Arena Owner needs to be where the work happens. C-Level executives often serve the enterprise better as Accountable Representatives, contributing strategic oversight from the Tournament, than as Arena Owners caught between boardroom obligations and product decisions.


Meridian Industries

The laser welding division was selected as the first Arena. It could operate relatively independently. Its supplier dependencies were already managed internally. Development already used Scrum, and production had experimented with Lean. The head of production became the Arena Owner. The CTO had initially expected the role for himself. But the Enterprise System Lead argued that the Arena Owner must be where the work happens, not in the boardroom. The CEO agreed. The CTO became an Accountable Representative instead, contributing strategic oversight from the Tournament.

The rest of the organization watched. For the Teams inside the new Arena, it was a beginning. For the nearly thousand employees outside, it raised a question: what happens to us? We will continue their story in Improve the Play of the Old Game.



The rest of the organization continues operating as before. Employees move to Arenas as they are needed. There is no big-bang reorganization. The enterprise evolves one Arena at a time, guided by strategic Goals and governed by the Tournament cycle.




When the Terrain Shifts

The steps above establish the governance structure. But the real test of that structure is not the setup. It is what happens when the terrain changes. AI is accelerating evolution across industries. Products that seemed stable can shift toward Commodity in months, not years. New opportunities emerge that did not exist when the Enterprise Backlog was first created. The Tournament exists precisely for these moments.


Meridian Industries: When the Map Came True

Eighteen months after the first Arenas launched, the Wardley Map prediction from step 1.3 arrived faster than anyone expected. The technical documentation and customer training division, 80 employees, lost 40% of its revenue. Customers adopted AI-powered documentation tools. Training enrollment declined as companies built internal AI-assisted onboarding. A business branch that had been profitable for a decade was dying.

The CEO did not wait for the next quarterly Tournament workshop. She reprioritized the Enterprise Backlog and the response started with the next Match:

Three AI experiment teams. She formed three cross-functional teams of 3-5 people each, each with a clear hypothesis and a 3-Match runway to prove customer value. A predictive maintenance advisor that analyzes machine sensor data. An intelligent spare parts recommendation engine. An AI quality inspection system for the laser welding line. Each was a small Arena in its own right, following the Rules even with just one Team, exploring whether real customer value existed.

Employee movement. Domain experts from the documentation division brought irreplaceable product knowledge to the experiment teams and existing Arenas. The 3D Printer Arena absorbed four people who understood customer training workflows. Their knowledge of how customers learn and struggle with the product was more valuable than any technical specification. Others moved into the laser welding Arena where their documentation expertise helped Teams improve the Arena Product’s usability.

The hard truth. After absorbing employees into Arenas and experiment teams, approximately 15 positions could not be filled. The CEO addressed the affected employees personally, together with the Enterprise System Lead and the works council. She explained the strategic situation honestly: the market had changed, AI had made part of their work obsolete, and the company could not sustain roles without customer demand. Severance packages were offered. The Enterprise System Lead organized job placement support and retraining opportunities. Some employees found roles at customer companies where their product knowledge was valued. The transition took three months.

It was painful, and the organization watched closely how leadership handled it. The transparency and dignity of the process became a defining moment for the company’s culture. Employees saw that the system does not pretend disruption away. It faces it, communicates it, and acts on it. The Tournament did not prevent the disruption. It ensured the enterprise detected it early and responded with both speed and humanity.



This is what enterprise-level governance is for. Not to prevent change, but to create the structure within which change can be navigated. The Tournament provides the cadence. The Enterprise Backlog provides the priorities. The leadership functions provide the accountability. Together, they ensure that when the terrain shifts, the enterprise does not freeze.





7 Start the Game in an Arena



What Is an Arena?

An Arena is a highly independent organizational unit within an Enterprise, dedicated to a specific Ambition. It contains a complete work system: Teams that deliver and improve the Arena Product, an Arena Owner who drives product success, and a System Lead who ensures an effective work system.

Independence is essential. An Arena must be able to evolve its product without depending on other Arenas for every decision, resource, or release. This autonomy enables speed. It allows Teams to respond to customer needs and market changes without navigating enterprise-wide coordination for every step.

But independence does not mean isolation. Every Arena operates within the strategic frame set by the enterprise. The Ambition defines the Arena’s purpose and constraints. Goals from the Enterprise Backlog provide strategic direction. The Tournament creates the feedback loop between Arena results and enterprise strategy.

Tactics need strategic guidance and doctrines. An Arena without enterprise alignment optimizes locally, exactly the sub-optimization AME3 is designed to prevent.


Two Companies, Three Entry Points

In the Leadership chapters, we followed Velox Robotics, a startup that adopted AME3 from the beginning, and Meridian Industries, transforming an existing organization. In this chapter, both continue their journey. The Velox Robotics founder and the first System Lead build their Arena from scratch. Meridian Industries launches two Arenas: one by restructuring an existing division, one as a fresh start for a new product. Same framework, three different starting points.
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The three entry points for starting an Arena





Three Entry Points

Not every Arena starts from the same place. The AME3 Playbook defines three entry points depending on the Arena’s starting situation.


	Entry Point 2.1: New, Independent Product. Start here when the Arena will develop a completely new product or service with no existing teams or processes in place.

	Entry Point 2.2: Existing Work System with Agile and Lean Practices. Start here when the Arena provides a governance frame for an existing product that already operates with Scrum, Kanban, Lean, or similar practices.

	Entry Point 2.3: Established Product without Agile and Lean Practices. Start here only when urgency is extreme. In most cases, section 3 is the better path.







Entry Point 2.1: New, Independent Product

This path applies when the enterprise creates a brand-new Arena for a new product or service. You start with a clean slate and full freedom to design the Arena from the ground up.


2.1.1 Define Arena Owner and System Lead

Appoint an Arena Owner who will be accountable for the success of the Arena Product. Appoint a System Lead who will build and maintain an effective work system. These two leadership functions form the foundation of the Arena. They must be held by different people. The separation ensures balanced decision-making between product direction and work system effectiveness.


Velox Robotics

At Velox Robotics, this happened organically. One of the first employees convinced the founder to adopt AME3. She maneuvered him into the Arena Owner function while taking on the System Lead role herself. Her guiding principle: “Culture follows structure” (Larman’s Laws). The distinction matters. The Arena Owner drives the product. The System Lead develops the people and the work system. When one person holds both functions, one will almost certainly suffer.





2.1.2 Ensure Ambition

Verify that a clear Ambition exists for this Arena. The Ambition defines the purpose, expected successes, and constraints including financial boundaries. If the Ambition was already formulated during the enterprise setup (Step 1.6), review it with the newly appointed Arena Owner and System Lead. Make sure it is understood and actionable. In the best case, both were already involved in the Tournament and shaped the Ambition together with the Accountable Representatives.



2.1.3 Set Initial Goal

The Arena Owner sets the first Goal, a strategic objective that provides direction for the Arena’s initial work. The Goal defines what needs to be achieved within one to nine Matches. It translates the broad Ambition into a concrete, time-bound objective.



2.1.4 Define Initial Team

Form the first Team. A Team is a stable group with full responsibility for delivering and improving the Arena Product. Consider the skills needed to achieve the initial Goal. Keep membership stable. Each employee belongs to only one Team at a time.



2.1.5 Choose Preferred Agile and Lean Frameworks

Select the agile and lean frameworks that best fit the Arena’s context. AME3 does not prescribe a specific method at the Team level. The System Lead may choose Scrum, Kanban, or other approaches. The choice should serve the Arena’s needs, not follow a template. Slicing the Organization and Slicing the Product provide guidance on team sizing, framework selection, and product architecture alignment.



2.1.6 Educate Teams and Stakeholders

Train all Team members and relevant stakeholders on AME3 and the chosen frameworks. Everyone needs to understand the Rules, their leadership functions, and how the Arena operates within the enterprise structure.



2.1.7 Create Initial Backlog

Build the first Arena Backlog. The Arena Owner orders the backlog based on the current Goal. The backlog makes work visible, enables prioritization, and ensures that every Improvement contributes to the Goal.



2.1.8 Reorganize

Put the new structure into effect. People move into their new roles. The Arena becomes operational. This is the moment where planning turns into action.



2.1.9 Start the First Match

Begin the first Match, the fixed monthly (or shorter) cycle during which all Arena work is carried out. Teams autonomously manage Improvements within this cycle. The System Lead ensures effective structures. The Arena Owner steers the direction. The game has started.


Meridian Industries: The 3D Printer Arena

Old rules and structures ceased to exist overnight. With a fresh start in mind, employees readily embraced the new approach. Despite operating inside a traditional enterprise, this Arena developed the energy of a startup. The same entry point, applied inside a large organization, created a pocket of innovation that the old structure could never have produced.



AI is changing what Teams take responsibility for. As products evolve, Teams that adopt AI tools early find themselves owning broader business outcomes.


Velox Robotics: AI Widens the Value Chain

As the robotics startup grew beyond 50 employees, Teams naturally adopted AI tools that fit their context. The System Lead for engineering methods introduced AI coding agents for firmware development. Teams that previously spent days on repetitive sensor integration code now generated and validated it in hours. Engineers could focus on the novel behavioral algorithms that differentiated the product. With AI handling routine engineering tasks, one Team that used to deliver only firmware began managing the supplier relationship for its sensor components and running its own quality validation. The boundary between development and operations dissolved. The Teams were becoming what The AI-Enhanced Team of the Future describes: responsible for broader end-to-end business outcomes, not just their technical slice.



Entry Point 2.1 also applies in miniature. A single Team with an Arena Owner, an Ambition, and a Match cadence is already an Arena. It follows all Rules and constraints. There is no threshold to cross, no minimum size. An Arena can start with three people and grow, or it can be stopped because the product did not find a market. This is the startup inside the enterprise: the Build-Measure-Learn cycle applied within the AME3 structure. The Arena Owner of such a small Arena might be the Enterprise Owner herself or a product engineer who drove the initial idea. What matters is that someone is accountable for the Arena Product’s success from day one.


Meridian Industries: AI Experiment Teams

The CEO formed three small Arenas of 3-5 people each: a predictive maintenance advisor, an intelligent spare parts engine, and an AI quality inspection system. Each had an Arena Owner, an Ambition, and a 3-Match runway to prove customer value. The CEO herself served as Arena Owner for two of them. A senior product engineer took the third. These were Genesis-stage Arenas, following the Entry Point 2.1 steps at the smallest possible scale. A year later, the predictive maintenance Arena had grown to 12 people and served eight customers. The Tournament assessed: this Arena had outgrown its initial scope and needed its own dedicated Arena Owner. A former field service engineer who had joined from the documentation division took the role. She understood both the product domain and the customer pain. The same entry point that launched the 3D Printer Arena from scratch also grew an AI-powered service business from a three-person Arena.








Entry Point 2.2: Existing Work System with Agile and Lean Practices

This path applies when the Arena provides a governance frame for an existing product with Teams already using Scrum, Kanban, or Lean. This is not a takeover. It is often a necessity. Organizations that have adopted agile and lean practices at the team level frequently run into a barrier: the basic structures around them are not compatible. Too many projects and initiatives with high priority come in from outside. Teams are not able to cut dependencies to other organizational units. Resources are contested between competing parts of the organization. The Arena gives these organizations common governance. It provides the structural frame that their existing practices need to work at full potential.

Before starting, understand why this path works. Existing agile teams often deliver well locally but cannot solve cross-team dependencies, conflicting priorities, or misaligned product boundaries. These are structural problems that no amount of retrospectives or process improvement can fix within the team. AME3 governance addresses these root causes through the Tournament, shared Goals, and a unified Arena Backlog.

Start with a retrospective to validate this. If the root causes are primarily technical debt, skill gaps, or market uncertainty, those are problems the Arena must manage by itself. They are not a sign to step back. They are a reason to do it. An organizational unit that is not willing to work on these problems is not ready to form an Arena. AME3 governance alone will not resolve them, but it can give the impulse to make the necessary changes. The retrospective in step 2.2.1 will validate this. If the unit lacks the basic capability for self-improvement, consider section 3 first.


2.2.1 Run an Overall Retrospective with All Teams

Bring all Teams together for a joint retrospective. Assess the current state of the work system, the product, and inter-team collaboration. Identify what works, what does not, and what needs to change.

This is not a standard team retrospective or Sprint retrospective. It is a system-level assessment, following the retrospective concepts established by Norman Kerth. Use it to surface the root causes of recurring problems. Are teams blocked by dependencies on other teams? Do conflicting priorities from different managers slow decisions? Is the product boundary unclear? These are the problems that AME3 governance can address.

If the retrospective reveals that AME3 governance will not address the root causes, stop. Go to section 3 and improve the existing work system first.



2.2.2 Discuss and Define AME3 Leadership Functions

Map the existing roles to AME3 leadership functions. Who becomes the Arena Owner? Who takes the System Lead role? How do existing teams map to Teams in AME3? This step requires open discussion with everyone involved. Existing Scrum Masters, Product Owners, and managers need clarity on how their responsibilities evolve.


Meridian Industries: The Laser Welding Arena

The laser welding division already used Scrum in development and had experimented with Lean in production. When the division became the first Arena, the head of production became the Arena Owner, now accountable for both development and production. Several Scrum Masters and people leads reorganized. Some transitioned into System Lead functions. Others filled gaps as highly needed experts within the Teams. The transition to AME3 felt initially subtle. But the overarching structure began to address deeply rooted problems tied to team dependencies. They now had a platform to address these issues during the Anticipate, Advance, and Assess phases of Matches and Tournaments.





2.2.3 Redefine the Product

Clarify the Arena Product. The Arena Product encompasses everything the Arena produces: not just the developed product, but all services provided, including those delivered through manual labor. This is a different and important understanding. It means optimizing the entire outcome and result, the entire value chain managed by the Arena. In existing organizations, product boundaries are often blurry. Multiple Teams may work on loosely related features without a unified product definition. Define a single, coherent Arena Product that the Arena is accountable for.



2.2.4 Ensure Ambition

This step is directly connected with the previous one. A better overall understanding of the Arena Product often requires reformulating the Ambition. Establish or refine the Ambition for this Arena. Existing Teams often operate without a clear strategic mandate. The Ambition provides that mandate. It defines why this Arena exists and what success looks like.



2.2.5 Define Improvement Goals for Product and Work System

Based on the retrospective, the Arena Owner and the System Leads together define Goals that address both product evolution and work system improvements. These Goals bridge the gap between where the Arena is today and where AME3 needs it to be. Work system improvements are part of the Arena Product. For most development organizations using Scrum, LeSS, or Lean, this is something new. But it addresses one of their root cause problems: when all improvements are managed within a single Arena Backlog, the Arena has fewer competing goals to deal with. The Arena Owner sets the priorities. The Teams pull from the top.



2.2.6 Educate Teams and Stakeholders in AME3

Train everyone on AME3. This is where the previous steps pay off. Teams that understand the Arena Product in its full scope, the Ambition that justifies their Arena, and the Goals that include work system improvements will see AME3 not as another framework imposed on top of their existing practices, but as the governance layer their practices have been missing. Even experienced agile practitioners need to understand how AME3 differs from their current setup, especially the enterprise-level governance, the Tournament cycle, and the distinct accountability of Arena Owner and System Lead.



2.2.7 Create a Single Backlog for All Teams

Consolidate all existing backlogs into one Arena Backlog. This is often the most significant shift. Multiple product backlogs become a single, Arena Owner-ordered backlog. This removes competing goals and unclear decisions. It creates transparency and enables true prioritization across all Teams.


Meridian Industries: The Laser Welding Arena

Merging the backlogs was the most politically charged moment of the transition. Each team had maintained its own backlog with its own priorities, often reflecting the preferences of individual managers. The single Arena Backlog made all work visible for the first time. Priorities that had been negotiated in hallway conversations were now transparent. Some managers lost influence. Others gained clarity. The Arena Owner set the final priorities. The Teams pulled from the top.





2.2.8 Reorganize

Implement the structural changes. Adjust team compositions if needed. Formalize the new leadership functions. Make the transition visible and official.



2.2.9 Start the First Match

Begin the first Match under AME3. The familiar cadence of agile work continues, but now within a coherent Arena structure connected to the enterprise strategy.






Entry Point 2.3: Established Product without Agile and Lean Practices

This path is for legacy products and services that have not yet adopted agile or lean ways of working. We do not recommend this path unless urgency is extreme.

Extreme urgency means the enterprise faces an existential threat that requires immediate structural change. Profit collapse due to rapid market shift. A competitor moving so fast that gradual improvement cannot close the gap. A regulatory deadline that forces reorganization. AI disruption that makes an entire business branch obsolete within months. These are rare situations, but AI is making them less rare.

In most cases, the better path is section 3. Gradual improvement builds capability, trust, and readiness. It prepares the organization for an Arena transition without the risk and disruption of a forced reorganization.


Meridian Industries: The Documentation Division

The technical documentation division’s experience with AI disruption (described in When the Terrain Shifts) illustrates why Entry Point 2.3 exists. The Enterprise Owner could have forced the entire division into an Arena under extreme urgency. Instead, she chose a combination: experiment teams (Entry Point 2.1), employee movement into existing Arenas, and an honest conversation about positions that could not be saved. The division was not restructured into an Arena. It was dissolved, its people and knowledge redistributed where they could create value. Not every disrupted unit needs to become an Arena. Sometimes the right response is to let the old structure go and redirect the talent.




2.3.1 Consider Starting a Successor of the Product

Before transforming the existing organization, consider whether it is better to start a new Arena that builds a successor product (Entry Point 2.1). A successor approach avoids disrupting the existing operation and allows the new Arena to move fast without legacy constraints. This is the safer option in most cases.



2.3.2 Only Continue If Reorganization of All Existing Roles Is Supported

If a successor is not feasible and urgency demands immediate action, the only option is to transition the existing organization. This requires full support from leadership for reorganizing all existing roles into AME3 leadership functions. Without this commitment, the transition will stall.

Be honest about what this means. Radical restructuring affects people’s careers, responsibilities, and daily work. Some roles will cease to exist. Some employees may not find a place in the new structure. This is not a decision to take lightly. It demands transparency, fairness, and clear communication about what is changing and why.

If support is confirmed, continue with either Entry Point 2.1 (treating the product as new within AME3) or Entry Point 2.2 (transitioning the existing structure).






8 Improve the Play of the Old Game


When the enterprise launches its first Arena, the rest of the organization does not stop. Employees outside Arenas continue delivering products and services. They keep the business running. But they also need a path forward.


Meridian Industries

Meridian Industries launched two Arenas and responded to AI disruption in the documentation division (described in When the Terrain Shifts). But roughly 850 employees still work in the traditional structure: production planning, procurement, quality assurance, field service, corporate functions. They watched the first Arenas launch and the disruption unfold. Some with hope, some with skepticism, some with fear. This chapter follows their path.



This is the default path for every part of the enterprise not yet operating as an Arena. It is not a full Arena setup. It is a gradual improvement approach that introduces lightweight practices from the Match rhythm, builds the capability for self-improvement, and prepares the organization for future Arena creation.

Some parts will move through these steps quickly and graduate into Arenas. Others will take years. Some may never become Arenas, and that is fine. Corporate functions, for example, may continue improving within the Match rhythm without ever needing the full Arena structure. The goal is not to convert everything into Arenas. The goal is to ensure every part of the enterprise contributes to the Enterprise Product and evolves with the strategic direction set by the Tournament.

Organizations that adopt AME3 from the beginning, like Velox Robotics, have no “old game” to improve. Their entire company is the Arena. Most enterprises, however, have decades of existing operations that cannot and should not be disrupted all at once.

The steps are sequential, but progress is empirical. The Tournament provides the strategic feedback loop that determines when a part of the organization is ready to become an Arena.
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The eight steps of gradual improvement for the existing organization




3.1 Communicate the Goals

The Enterprise Owner makes the strategic Goals from the Enterprise Backlog visible to the entire organization, not just the Arenas. Employees who are not part of an Arena still contribute to the Enterprise Product. They need to understand where the enterprise is heading.

This is not a directive. It is an invitation to align. Share the Goals. Explain why they matter. Show how the work outside Arenas connects to the enterprise strategy.


Meridian Industries

The CEO addressed all 1,200 employees for the first time since her appointment. She presented the enterprise strategy, the two new Arenas, and the Goals from the Enterprise Backlog. She was honest about the AI disruption that had hit the documentation division and explained why the enterprise was investing in AI experiment teams. Her message was clear: not everyone will be in an Arena soon, but everyone’s work matters. The Goals provide direction for all of us. AI is changing our industry, and we will face it together, not by pretending it is not there. Afterwards, employees reported that it was the first time in years they understood what the company was actually trying to achieve. The honesty about the documentation division, painful as it was, gave the message credibility.



Without this step, the parts of the organization outside Arenas drift further from the strategic direction with every Tournament. The Goals are the minimum connection between enterprise strategy and the daily work of every employee.



3.2 Integrate Employees into Arenas as They Are Needed

As Arenas grow and new ones are created, they need people. Employees from the existing organization are the natural source. When an Arena needs specific skills or domain knowledge, employees move to that Arena.

This is not a mass reorganization. It happens gradually, one person or small group at a time. Each employee who joins an Arena gains experience with AME3, Scrum, or Kanban, and becomes a carrier of new practices. When they interact with former colleagues still in the traditional structure, knowledge flows back.

The remaining organization gets smaller over time. This is intentional. The enterprise evolves one Arena at a time, and the legacy organization shrinks as Arenas absorb its work.



3.3 Run Retrospectives in the Rhythm of the Match

Introduce retrospectives for the parts of the organization not yet in an Arena. Run them on the same cadence as the Match. This synchronizes the improvement rhythm across the entire enterprise.

The retrospective is the simplest and most powerful practice to adopt early. It creates a regular moment for teams and groups to reflect on their work, identify problems, and propose improvements. No other structural change is required at this point.


Meridian Industries

The Enterprise System Lead organized the first retrospectives outside the Arenas. The procurement team, the quality assurance group, the field service engineers. Groups that had never formally reflected on their own work now did so every Match. The first sessions were awkward. People were not used to being asked what they would change. But after three Matches, the conversations became honest. Problems that had been silently tolerated for years surfaced for the first time.



The format of the retrospective is the Enterprise System Lead’s or facilitator’s choice. What matters is that it happens regularly. Norman Kerth’s Project Retrospectives established the Prime Directive for safe, blame-free reflection. Esther Derby and Diana Larsen’s Agile Retrospectives provides practical formats and activities. Both are essential references for anyone facilitating retrospectives.



3.4 Encourage One Improvement per Match

Each Match, every group picks one thing from the retrospective to actually improve. Not five things. One.

This constraint is deliberate. Organizations that try to change everything at once change nothing. One improvement per Match builds the habit of continuous, incremental change. It also makes progress visible: after six Matches, six concrete things have improved.

A maintenance group reduces the approval chain for spare part orders from five signatures to two. A procurement team introduces a shared status board. A quality team automates a manual reporting step. A field service group starts using an AI agent to auto-classify incoming service requests, cutting triage time by 60%. Nobody told them to use AI. The idea surfaced in a retrospective when a technician demonstrated the tool he had been testing on his own. Small changes, owned locally, compounding over time.

This builds autonomy and accountability, two capabilities that will be essential when the organization eventually transitions to an Arena.



3.5 Analyze Value Streams

Once the habit of retrospectives and incremental improvement is established, take a broader view. Analyze how value flows through the organization: from customer request to delivered result.

Where does work wait? Where do handoffs create delays? Where do dependencies between groups slow everything down? Value stream analysis reveals the structural problems that retrospectives alone cannot solve.


Meridian Industries

The Enterprise System Lead introduced value stream mapping to the industrial services division. They mapped the flow from customer service request to completed field repair. The result was sobering: a 12-week lead time from request to resolution, but only 3 weeks of actual work. The remaining 9 weeks were waiting. Waiting for approvals, waiting for parts, waiting for scheduling, waiting for handoffs between departments. The map made visible what everyone had felt but no one had measured.

The AI classification tool from step 3.4 had already removed one waiting step: incoming requests no longer sat in a queue for manual triage. The value stream map revealed more opportunities like this. Several waiting steps existed solely because humans had to read, classify, and route information. These were not complex decisions. They were pattern-matching tasks that an AI agent could handle in seconds. The Enterprise System Lead did not mandate AI adoption. He made the waiting visible. The groups chose their own tools.



Value stream mapping originates from the Toyota Production System. Mike Rother and John Shook’s Learning to See (1999) introduced the method as a practical tool for visualizing material and information flow. It has since been adapted to knowledge work, service delivery, and organizational design. The method is straightforward: draw the current state, identify waste, design the future state.


This analysis is the foundation for the organizational changes that follow. It shows where Teams should be formed and where Kanban systems can make flow visible.



3.6 Establish Kanban Systems

Make work visible. Introduce Kanban systems to manage the flow of work through the organization. Kanban boards, work-in-progress limits, and explicit policies create transparency about what is being worked on, what is waiting, and where bottlenecks exist.

Kanban does not require reorganization. It works with the existing structure. This makes it the right tool for organizations that are not yet ready for the structural changes of an Arena setup. The value stream analysis from the previous step reveals where Kanban boards are most needed: at the handoff points, at the bottlenecks, at the places where work accumulates invisibly.

The Enterprise System Lead or an experienced System Lead from an existing Arena can facilitate the introduction. This is also an opportunity for cross-pollination: practices learned in Arenas flow back into the legacy organization. System Leads from established Arenas can serve as on-the-job mentors, bringing practical experience rather than theoretical training.



3.7 Form Teams Around Value Streams

With value streams understood and Kanban systems in place, the organization is ready for a structural shift. Form Teams around value streams rather than functional specializations.

The value stream analysis from step 3.5 and the organizational principles from Slicing the Organization both inform where to draw team boundaries. Value streams show where handoffs create waste. Slicing the Organization shows how to minimize communication overhead. Consider both when deciding how to structure Teams. Teams that own a slice of customer value end-to-end outperform groups organized by functional layers. The handoffs that the value stream analysis exposed in step 3.5 are eliminated by design.

This step is the most significant change in this chapter. It requires leadership support and willingness to reorganize existing reporting lines. The retrospectives, improvements, value stream analysis, and Kanban systems from the previous steps have built some of the organizational capability and trust needed for this transition. This does not mean resistance will be absent. Forming cross-functional teams from functional silos remains a significant change, even after months of gradual improvement. But the organization now has a track record of successful changes to draw confidence from. People know what needs to change. Now the structure follows.



3.8 Continue Improving Until You Reach the Prerequisites for a New Arena

The improvements do not stop. Each Match, the organization inspects and adapts. Each Tournament, the Enterprise Owner and Accountable Representatives assess whether a part of the legacy organization is ready to become a new Arena.

Signs of readiness:


	The product or service has a clear, distinct Ambition that justifies independent operation

	Teams have formed around value streams and can deliver end-to-end

	An Arena Owner candidate exists who can take accountability for the Arena Product

	The work is sufficiently independent from other parts of the enterprise

	The organization has built the capability for self-improvement through retrospectives and Kanban




Meridian Industries

After 18 months of gradual improvement, the industrial services division had transformed. Three cross-functional Teams had formed around the field service, spare parts, and maintenance value streams. They ran their own retrospectives, managed their work with Kanban, and had reduced the service request lead time from 12 weeks to 4. AI tools had become part of their daily workflow: request classification, predictive parts ordering, and automated scheduling. The spare parts recommendation engine from the AI experiment teams was showing promising results and integration was planned for the next phase.

A former operations manager had emerged as the natural candidate for Arena Owner. The Enterprise Owner and the Accountable Representatives assessed the situation during the Tournament. The industrial services group was ready. They transitioned to an Arena using Entry Point 2.2. The Teams already existed. The practices were in place. The Arena setup formalized what had grown organically.



When these conditions are met, transition to Start the Game in an Arena using the entry point that fits the situation. In most cases, this will be Entry Point 2.2, since the Teams already work with agile and lean practices.

Not every part of the organization will become an Arena. Some functions may continue improving within the Match rhythm indefinitely. What matters is that every part of the enterprise evolves with the strategic direction, not that every part carries the same structure.





9 Don’t Trust the Playbook


This Playbook lays out a clear sequence of steps. It tells you what to do first, what comes next, and where to go from there. That is useful. It gives you orientation and a starting point. But do not mistake it for a plan you can follow blindly.


A Simplification, Not a Blueprint

Every playbook is a simplification. It takes something complex and presents it as a series of steps. That makes it accessible. It helps leaders and teams build a shared understanding of what AME3 adoption looks like and what is coming next. Potentially.

The key word is potentially. A playbook can show you a likely path, but it cannot predict the path your organization will actually take. Your enterprise has its own history, culture, market pressures, and people. No two organizations will walk the same path, and no sequence of steps can account for everything you will encounter along the way.

Use this Playbook as a compass, not as a GPS. It points you in the right direction. But the terrain you cross is yours to navigate.



Organizations Are Living Systems

Why can you not just follow the steps? Because an organization is not a machine. It is a living system. More like an organism than a factory.

In biology, Open Ended Evolution describes systems that generate increasing complexity over time without a predefined endpoint. Life on Earth works this way. It does not follow a plan. It evolves through variation, selection, and adaptation. It creates higher-order systems with even higher complexity along the way.

Your enterprise works the same way. Every decision, every reorganization, every new Arena you launch changes the system. People adapt. New behaviors emerge. Interactions between teams, products, and markets create outcomes that no one foresaw. The organization evolves, whether you plan for it or not. What you can do is provide guidance. This is why AME3’s strategic doctrines are so important. They do not prescribe specific actions, but they shape how decisions are made across the enterprise.

This is exactly what makes a playbook unreliable as a literal guide. The steps described here assume a starting point. But by the time you complete step three, steps four through seven may need to look different than what this Playbook suggests. The system has changed. You have changed it.



Empirical Control: The Real Guide

If you cannot trust the Playbook, what can you trust? The answer is the same principle that runs through all of AME3: empirical control.

Your organization is a Complex Adaptive System. In complex environments, cause and effect can only be understood in retrospect. You cannot predict outcomes reliably. But you can create short feedback loops that allow you to inspect results and adapt your approach.

AME3 embeds this principle in the AAA-Loop: Anticipate, Advance, and Assess. This loop is not just a practice for Teams within an Arena. It is the fundamental structure through which the entire enterprise evolves. And it maps directly to how you should use this Playbook.

Anticipate. Design your own path. Read the Playbook. Understand the steps and their intent. Then design your own path based on where your organization stands today. What makes sense as a first move? What can you skip or adapt? Formulate hypotheses about what will work in your context. This is not about guessing. It is about making informed decisions while accepting that you are operating under uncertainty.

Advance. Move forward with your Arenas. Execute. Start the game for the enterprise. Launch your first Arena. Let Teams begin their work. Gather real data. Observe what happens. Not just in the Arena, but across the organization. How do people respond? Where does friction arise? What works better than expected?

Assess. Inspect and adapt at the enterprise level. This is why the Playbook recommends starting the Tournament early. The Tournament is not an afterthought. It is the enterprise-level feedback loop where Accountable Representatives assess the Enterprise Product and the Enterprise Owner adapts the Strategy. Without it, you are flying blind. With it, you have a regular checkpoint to compare your hypotheses against reality and adjust course.

The Tournament is where the Playbook gets corrected. By your own experience.


Both Companies

Velox Robotics skipped step 2.1.5. The System Lead had already introduced Scrum and LeSS before the formal AME3 adoption. Choosing frameworks was not a step to take. It was already done. Meridian Industries discovered during the second Tournament that the laser welding Arena needed a different Match cadence than planned. Production cycles did not fit the monthly rhythm that development used comfortably. The System Leads adapted. Neither deviation was a failure. Both were the system working as designed. The steps got them started. The AAA-Loop helped them correct the course.





Trust the Loop, Not the Steps

The steps in this Playbook will get you started. They represent a proven sequence based on years of observation and practice. But the real value of AME3 is not in any particular sequence of steps. It is in the system of empirical feedback loops that lets your enterprise learn and evolve continuously.

Follow the steps loosely. Trust the AAA-Loop completely. Anticipate where you want to go. Advance with courage. Assess with honesty. Then adjust. And keep evolving.

That is the game.

You may think this is odd. Writing a playbook and then telling you not to trust it. But that is exactly the point. Any framework that claims to have all the answers is not being honest about the reality of organizational change. Being your own critic is not a weakness. It is a discipline. Question the steps. Challenge the sequence. Test your assumptions against what actually happens. The organizations that evolve fastest are the ones that treat every plan, including this one, as a hypothesis worth testing.


The Full Story

You followed Velox Robotics and Meridian Industries through this book. Their complete short stories are in the Appendix: more turning points, drama, and the decisions that shaped their evolution.







PART III: INTERPLAY


The System defines how your enterprise leads, governs, and evolves. The Playbook shows how to get started. Interplay connects both to the forces shaping your enterprise today.

No operating model exists in isolation. It meets real markets, real technologies, and real organizational habits. The chapters in this section bring AME3 into contact with these forces. They test the framework against practice, challenge its assumptions, and show where the System comes alive.

The AI section explores how artificial intelligence reshapes products, teams, and business models. The Methods section curates practical guides for selecting, adapting, and combining proven frameworks within AME3. Each chapter stands alone. Together they form the bridge between theory and your enterprise.




10 Artificial Intelligence


Studying electrical engineering in the late 1990s was a demanding endeavor. The mathematics alone pushed me to my limits. The ideal of the engineer was clear: calculate precisely how a system behaves before building it. Model it. Predict it. Control it.

Then, in a lab seminar, I watched an experienced practitioner do something that contradicted everything I had learned. He was tasked with tuning a control system. Instead of setting up the differential equations that describe the system’s dynamics, he fed a Dirac impulse into the system and observed what came out.

A Dirac impulse is an idealized, infinitely short signal. Feed it into a system, and the response gives you hints about its internal dynamics, if you have the experience to read them: how fast the system reacts, whether it oscillates, where it stabilizes. It is the engineer’s empirical shortcut. Instead of predicting the system from theory, you probe it and observe.
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Stimulate, observe, adjust: the empirical shortcut in control engineering



From the impulse response, the practitioner drew conclusions about the system’s behavior. Based on experience and pattern recognition, he adjusted the controller. No differential equations. Just: stimulate, observe, adjust. Repeat.

In analog engineering, where systems are inherently non-deterministic, this was standard practice. A theoretical model exists, but in practice you proceed empirically. The theory told you the direction. The practice told you the truth.

Around the same time, one of my professors at TU Darmstadt captured my attention with a very different technology. Wolfgang Hilberg was an engineer of the old school, best known for his pioneering work on the radio-controlled clock. With 45 patents to his name, his roots ran deep in analog electronics. But while everyone else celebrated the great shift from analog to digital, Hilberg swam against the current. He pursued analog neural networks and later published on artificial cognition.
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Wolfgang Hilberg (1932-2015)



The late 1990s were the era of the great shift from analog to digital. The promise was seductive: imprecise, fuzzy analog technology replaced by precise, mathematically deterministic digital technology. I could already experiment with neural networks on a PC. I had a software simulator with, if I remember correctly, fewer than 100 parameters, the adjustable numbers that define a neural network’s behavior. It was an interesting academic exercise. Impressive as a demonstration. Useless for anything serious. I dismissed neural networks entirely, like most people did.

Until the day I first used ChatGPT.


How We Got Here

The history of AI follows a pattern: promise, overinvestment, disappointment, quiet survival of the core ideas. Symbolic AI (1950s-1980s) tried to encode intelligence as rules and failed on real-world complexity. Expert Systems (1980s) encoded specialist knowledge but were brittle and could not learn. Two AI winters followed.

The quiet revolution came through machine learning: algorithms that improve through experience. Neural networks had existed since the 1940s but remained small. In 2017, the Transformer architecture processed entire sequences in parallel, the breakthrough behind modern Large Language Models. The jump from my 1990s simulator with fewer than 100 parameters to GPT-3’s 175 billion is not just quantitative. Somewhere along this scale, emergent capabilities appeared: abilities the developers did not predict or program. Then came reasoning models that think step by step, and agents that act autonomously.

What changed between the 1990s and the 2020s?


The Enablers

The answer is not a single invention. It is a stack of enablers that matured simultaneously.
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Wardley Map of the enablers and constraints of AI



The map tells the story. At the bottom, the most fundamental layers. Energy is a commodity: the power grid, data center infrastructure. Without it, nothing runs. Computing has moved from expensive custom hardware to commodity cloud services. GPU clusters that once required million-dollar investments are now available on demand.

Data sits at the product stage. The internet produced training data of unprecedented scale. Decades of human text, code, and conversation became the raw material. But data is still evolving: questions of quality, bias, and access remain open.

Algorithms are products, rapidly evolving. The Transformer architecture (2017) provided the engine. Techniques like reinforcement learning from human feedback refined it. New approaches like reasoning and chain-of-thought prompting continue to push the frontier.

Capital is the accelerator. Billions of dollars in investment fund the training runs that turn these ingredients into working models. Capital pushes every component further along the evolution path.

Above these enablers, the higher layers are still emerging. Knowledge as a Service, next-generation AI applications, and reshaped business models sit in Genesis and Custom Build. They are volatile, uncertain, full of opportunity. This is where the competitive landscape is being drawn right now.

The key insight: only when lower layers mature can higher layers emerge. This is Evolution Focus in action. Each evolutionary stage enables the one above it. Developing a Strategy for the GenAI Era explores this map in depth and shows how to use it for your enterprise.

Professor Hilberg’s vision was right in direction, wrong in timing: the enablers were not ready. Today, researchers are pursuing programmable photonic hardware that implements neural network functions directly in optical circuits. Precisely the kind of analog AI that Hilberg envisioned decades ago.

The enablers explain why AI is happening now. But what is actually happening inside these systems?



How It Actually Works

For the reader who wants to understand the technology, not just its consequences: here is how a Large Language Model works, in the simplest terms possible.

A neural network is a web of interconnected numbers called parameters. During training, data flows through the network, and an algorithm called backpropagation adjusts the parameters based on errors. Think of it as: “the output was wrong, so let me tweak the numbers that produced it.” Repeat this billions of times with billions of data points, and the network starts recognizing patterns that no human programmed into it. Grant Sanderson’s Neural Networks by 3Blue1Brown video series provides an intuitive visual introduction to this process.

The Transformer is a specific architecture for neural networks. Instead of processing input one piece at a time, it processes entire sequences in parallel. A mechanism called “attention” lets the model determine which parts of the input matter for each part of the output. This is what makes Large Language Models possible at scale. Jay Alammar’s The Illustrated Transformer walks through the architecture step by step.

An LLM is a massive Transformer network trained on vast amounts of text. It does not look up answers. It predicts the most likely next word, informed by patterns learned from billions of examples. At sufficient scale, emergent capabilities appear. The model can write code, draft legal contracts, explain quantum mechanics, and hold conversations. None of these were explicitly programmed. Intro to Large Language Models by Andrej Karpathy offers an accessible one-hour overview.

At the same time, Diffusion Models did for images what LLMs did for text: generate new content from learned patterns by gradually refining random noise into coherent visual output. Like LLMs, diffusion models demonstrate that pattern recognition at scale produces capabilities nobody explicitly programmed.

Both types of model share a fundamental property: they are non-deterministic. Ask the same question twice, get two different answers. Not because they are broken, but because that is how they work.




The Return of the Non-Deterministic

Now the arc comes full circle.

The engineer with the analog control system worked empirically. He did not compute the differential equations. He probed the system, observed the response, and adjusted. This was standard practice in analog engineering, because analog systems are inherently non-deterministic. Temperature fluctuations, manufacturing tolerances, material variations: the same circuit never behaves exactly the same way twice.

The great promise of digitalization was to leave this behind. Digital technology is precise. Deterministic. Repeatable. The same input always produces the same output. Strictly speaking, this was never entirely true. But the belief was strong, and for most practical purposes it held.

Now we work with a technology that is fundamentally non-deterministic again. As Tudor Girba and Simon Wardley describe in Rewilding Software Engineering, a Large Language Model is “a coherence engine, not a truth engine. It does not give you what is, but what is likely and sounds coherent.”

This is not a flaw. It is the nature of the technology. Critics argue this unpredictability makes AI unreliable for high-stakes decisions. They are right to demand guardrails. But the response is not to force determinism where none exists. It is to work empirically.

And it is strikingly familiar. We humans never think a thought exactly the same way twice. We never make the same decision the same way twice, because we have gained new experience or our environment has shifted. Just as the environment of a control system changes: temperature, component aging, external disturbances. The analog engineers understood this. They worked empirically because they had to.

The AI era demands the same.
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The empirical loop: observation, induction, theory, deduction, and back to observation



Deduction works top-down: from a general theory to a specific prediction. If the premises are correct, the conclusion is guaranteed. This is the promise of deterministic systems.

Induction works bottom-up: from specific observations to general patterns. The conclusions are probable, not certain. This is how we learn from experience.

Empiricism combines both in a continuous loop. Observe the system. Induce a pattern from what you see. Form a theory. Deduce a prediction. Test it against reality. Observe again. This is the scientific method. It is also the AAA-Loop at the heart of AME3: Anticipate, Advance, Assess.

AI makes induction central again. You cannot deduce the correct output of an LLM from theory alone. You must observe what it produces, recognize patterns in its behavior, form hypotheses about when it works well and when it does not, test those hypotheses, and refine your approach.

Hilberg saw the direction. The timing was wrong. The enablers were not ready. But the insight was right: intelligence, whether human or artificial, does not follow the deterministic model that digital technology promised. It follows the empirical model that engineers have used for centuries.

The game is empirical. It always was.


What Comes Next

AME3 structures leadership, strategy, and rules. The Playbook shows how to get started. Now comes the question every enterprise faces: what does AI actually change for us?

AI and the Principles of Evolution starts with why complexity always grows, why Teams persist through every technological revolution, and why the pace of reorganization is accelerating. AI Will Not Fix Your Bureaucracy confronts the most common mistake: using AI to amplify the very structures that should be questioned. Every enterprise faces this fork.

From there, the focus shifts to action. Developing a Strategy for the GenAI Era gives you practical tools for mapping your strategic terrain using Wardley Mapping and asks the questions your enterprise needs to answer about customers, data, skills, and process knowledge. The AI-Enhanced Team of the Future traces how teams are evolving from component groups to full-business units that own end-to-end value chains. The End of Software as We Know It argues that the way we interact with software is inverting, from human-driven to machine-initiated, and explores what this means for products and services far beyond the software industry.

AI Agents in Practice Beyond Coding closes the section with proof: what an AI-enhanced work system looks like in daily practice today. Not as a vision, but as a working architecture behind this book.

The principles in these chapters apply beyond AI. They apply to any technology that accelerates evolution. The Methods section that follows explores the practical frameworks that bring them to life.





AI and the Principles of Evolution

Every major technology has promised to make our lives simpler. None of them did. The printing press, electricity, the internet, digitalization: each one was supposed to reduce complexity. Instead, we used every single one of them to build systems of ever higher complexity, pushing ourselves right back to the edge of what we can handle.

AI is no different. Understanding why tells us what will actually change for enterprises, and what will not.


Complexity Fills Available Capacity
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Increasing complexity through technological eras as the diffusion model Nano Banana from Google sees it



Consider digitalization. Its promise was better, more reliable processes. Less paperwork, fewer errors, faster decisions. Look around any office today: people spend their days filling out spreadsheets, sending emails, managing workflows in tools they can barely keep track of. Digitalization did not reduce bureaucracy. We used it to create more rules, more processes, more administrative structures, because suddenly we could manage them.

This is not a failure of digitalization. It is a law of human systems.

We always operate at the maximum complexity our tools allow.

This pattern has been documented across domains. In 1865, William Stanley Jevons observed that more efficient steam engines led to more coal consumption, not less. The mechanism is the same: when the cost of an action drops, we do more of it.

Before digitalization, we simply could not afford the level of bureaucratic control we have today. We would not have had the capacity to manage it. Digital tools raised the ceiling. We immediately moved in.

The same pattern repeats with AI. We will not use it to simplify our organizations. We will use it to build pharmaceutical research programs of unprecedented complexity, requiring entire Teams of specialists augmented by AI just to keep up with the science. We will use it to create financial products so intricate that no single human mind can fully comprehend them. We will use it to manage supply chains spanning continents with real-time optimization that would have been unthinkable five years ago.

We will use every bit of available AI capacity. Our data centers are already running at full throttle. When we build more, we will fill those too.



Life Creates Higher-Order Systems

This is not just a business pattern. It is a law of nature.

Life, at its core, is a process that takes energy and uses it to create systems of higher order. A cell takes chemical energy and builds a structured organism. A plant takes sunlight and creates complex molecular structures. An ecosystem takes the energy flowing through it and produces ever more intricate webs of interdependence.

Left alone, systems tend toward disorder, toward a uniform distribution of energy. Increasing entropy is a fundamental law of the universe: the second law of thermodynamics.

Life works against this tendency, locally. It takes energy and creates order, structure, complexity. In doing so, life actually increases the total entropy of its environment, releasing waste heat and disorder for every bit of order it builds. The local structure we see around us comes at the cost of greater disorder elsewhere. However, as long as energy flows in, life keeps building upward.

Think of a startup burning through venture capital to build market share. It takes in energy (capital, talent, attention) and creates structure (product, organization, customer relationships). Stop the investment, and the structure dissolves. The startup dies. This is not a metaphor. It is the same thermodynamic process.

Our economy is nothing other than an expression of this same principle. Our organizations, our products, our markets: they are all systems of organized complexity that we maintain through continuous investment of energy. Leadership energy, capital, human effort.

Teams, business units, and enterprises are how humans create higher-order systems. They are the social structures through which we channel energy into organized complexity. This is why maintaining a team costs energy: leadership, coordination, motivation. Stop investing, and the team dissolves. Thermodynamics.

At first, it may seem that evolution is a far-fetched concept to set as the fundamental strategic doctrine for an enterprise. But what is an enterprise? It is a belief system created by humans, who are the product of billions of years of evolution.

Generative Artificial Intelligence is a new technology bridging process knowledge and data, which most enterprises highly depend on. It accelerates evolution by bringing more order into these areas. In other words, it reduces local entropy. This requires energy, which is very close to what we understand life to be.

The fear that AI will “take over” conflates two very different things. Taking over, competing, replacing: these are attributes of life itself. One species outcompeting another. One enterprise displacing a rival. GenAI is not Artificial Life. It does not compete with us. It does not want anything.

But GenAI will become part of our lives. It will become part of how we think, how we organize, how we evolve. Not as a replacement, but as the next tool in a co-evolutionary process that began with fire and has not stopped since.



AI Is Just the Next Evolutionary Step

The history of human progress is a history of co-evolution between humans and their tools. We create tools. The tools extend our reach. We use the extended reach to tackle harder problems. The harder problems require better tools. The cycle continues.
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Co-Evolution of Tools and Structural Complexity



Fire, agriculture, writing, printing, steam engines, electricity, computing, the internet: each of these was an evolutionary step that fundamentally expanded what humans could achieve. Each time, the expansion was not toward simplicity but toward greater complexity. Each time, the social structures of collaboration adapted but did not disappear.

AI is the current step in this sequence. It is a powerful one, certainly. But it follows the same pattern. We are already using AI to develop AI, which is simply the logical continuation of this co-evolutionary process.

AI is not the end of evolution. It is the next chapter.

The question is not whether AI will change how we work. It will. The question is whether it will change the fundamental need for human collaboration. It will not.

AI changes what teams do, not whether teams exist. Every previous tool shift had the same effect. The printing press did not eliminate scriptoria. It transformed them into publishing houses. Steam power did not eliminate workshops. It transformed them into factories. AI will not eliminate teams. It will transform what they take responsibility for.



Social Structures Persist

If you follow the argument so far, you might expect that AI will at least make teams smaller or less necessary. The evidence from every previous technological revolution says otherwise.

The social pattern predates every technology we have ever invented. It will outlast AI too.

The concept of a “team” is deliberately broad in AME3. There is no fixed number. A hospital ward operating in shifts is a team, even though its members rarely see each other all at once. A software development group of seven is a team. An Arena of 200 people can function as a cohesive unit with dynamic sub-structures, containing many teams of different sizes and lifespans within it.

Team size and lifetime depend on the complexity a team navigates. Simpler, well-understood work allows larger groups. Novel, uncertain work demands smaller, tighter collaboration.

What changes is what teams take responsibility for. Teams are evolving from component-focused groups to full-business teams that own end-to-end value chains. AI accelerates this evolution. It does not replace the team itself.



New Products Require Reorganization

There is one dimension where AI’s impact goes beyond previous technological shifts: the sheer speed at which new products and services can emerge. This is the complexity principle at enterprise scale. More products, faster, each requiring its own organizational adaptation.

When AI enables a team to build, test, and deploy a new product in weeks rather than months, the bottleneck shifts from development to organizational adaptation. Your enterprise must be able to absorb new products into its portfolio, spin up new Arenas, restructure value chains, and reallocate resources, all within the strategic cadence of months, not years.

In the Meridian Industries story, a Team used AI to prototype a predictive maintenance service in three Matches. The prototype proved customer value. The Enterprise Owner spun up a new Arena, reassigned domain experts from a shrinking division, and aligned the next Tournament around the opportunity. The product emerged in weeks. The organizational response kept pace because the governance structure was already designed for it.

This is where Evolution Focus becomes critical. Every advancement along the evolution path requires reorganization. This is not dramatic in an AME3 organization. It is standard practice. The flexibility to reorganize is built into the system through Empirical Control and the lean governance structures of the Enterprise.

But make no mistake: the pace of reorganization will increase. Enterprises that treat organizational structure as fixed will fall behind those that treat it as a living system, one that evolves alongside its products and markets.



The Principle

Life creates systems of ever greater complexity as long as energy is available. Humans always push their systems to the maximum complexity their tools allow. AI is the latest and most powerful tool in this sequence, but it follows the same evolutionary pattern as every tool before it.

This means we will keep reinventing our products and services, and keep reorganizing our organizations to deliver them. AI accelerates this cycle, just as every major invention before it did. We will simply reinvent and reorganize faster.

What remains are the fundamental social structures humans need to thrive, to communicate, to think, to organize together toward a shared purpose.

As long as we have energy, we will build. And as long as we build, we will build together.

If complexity always fills available capacity, then AI will fill it too. The question is whether your enterprise uses this capacity to build more bureaucracy, or to strip it away. That is the fork every enterprise faces.





AI Will Not Fix Your Bureaucracy

A speculative but well-argued scenario paints a grim picture. AI displaces white-collar workers at scale, payroll shrinks, consumer spending contracts, and a negative feedback loop spirals into economic crisis. The report went viral with millions of views and actually caused stocks to drop. The argument assumes that AI will simply replace the people who currently do the work.

But what if the premise is wrong? What if AI does not actually reduce the amount of work?

As we describe in AI and the Principles of Evolution, every major technology that promised to simplify our lives ended up doing the opposite. We used it to build more complex systems, more rules, more processes, pushing ourselves right back to the edge of our cognitive capacity. This is not a bug. It is a persistent pattern in human systems: we always operate at the maximum complexity our tools allow.

White-collar bureaucracy is a perfect example of this pattern in action.


The Bureaucracy Machine

Over decades, white-collar workers have built a self-reinforcing system of coordination, compliance, reporting, and approval. Each layer was added for a reason. Each new process solved a real problem at the time. But the cumulative effect is an organizational machine that consumes enormous energy while delivering diminishing value.

Digitalization made this worse, not better. When spreadsheets replaced paper, we did not reduce the number of reports. We created more. When email replaced memos, we did not communicate less. We communicated more, copying wider lists, spawning longer threads. When workflow tools automated approvals, we did not simplify the approval chain. We added more steps because the cost of each step dropped.

The pattern is consistent: lower the cost of a bureaucratic action, and you will get more bureaucratic actions.

This is a self-reinforcing cycle: new tools lower the cost per action, which increases the number of actions, which increases coordination overhead, which drives adoption of more tools.
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The Bureaucracy Machine



An LLM can draft a report in seconds, summarize a hundred-page document, generate compliance checklists, and schedule meetings without human effort. The question is not whether organizations will adopt these capabilities. They already are. The question is what happens next.

I recently attended an IT meetup in Mainz where the mayor was invited to speak about AI in government. He was proud to present a case he considered a perfect match: the vehicle registration authority. Roughly 1,000 pages of rules govern vehicle registration in the district. The rules are perfectly described, but so extensive that only a handful of specialists can truly navigate them. His idea was clear: an AI can now follow these rules flawlessly.

He was right. AI can follow 1,000 pages of rules. But here is what will happen next. Once AI makes compliance effortless, the city will not stop at 1,000 pages. Rules that were previously impractical to enforce will be added. Edge cases that nobody bothered to codify will get their own paragraphs. My concern is straightforward: with AI, the city will not have 1,000 pages of rules. It will have 10,000. The Bureaucracy Machine, turning.



The Fork

AI disrupting bureaucratic overhead could go in two sharply different directions.



[image: ]

The fork: simplify into autonomous units or amplify the complexity



Path A: Simplify. Use AI as the catalyst to refactor bloated organizational systems. Eliminate unnecessary coordination layers. Stop generating reports nobody reads. Let teams own their outcomes end-to-end instead of routing every decision through three levels of approval. This is the path where AI actually delivers on the promise that digitalization broke: simpler, faster, more human organizations.

Path B: Amplify. Use AI to generate more reports, faster. Automate compliance checking so thoroughly that you can afford to add more compliance rules. Let AI assistants schedule more meetings, create more documentation, produce more dashboards. Pour gasoline on the fire.

Path B does not look like failure. It looks like progress. “We automated our entire reporting pipeline!” Yes, and now you have ten times more reports that still nobody reads.



Why Path B Is the Default

If history is any guide, most organizations will take Path B. Not because leaders are foolish, but because the system is self-reinforcing. Every layer of bureaucracy has a constituency. Every report has someone who requested it. Every approval step has a stakeholder who insisted on it. AI makes each of these cheaper to maintain, which removes the economic pressure that might otherwise force simplification.

This is the real risk of AI in the enterprise. Not that it replaces workers, but that it preserves and amplifies the very structures that should be questioned. The pattern described in AI and the Principles of Evolution predicts exactly this: available capacity gets filled. The Red Queen Effect is at work: organizations adopt AI and run faster, but the competitive landscape accelerates too. Without structural change, all that speed keeps you in the same place.



Choosing Path A

Path A requires conscious leadership. It does not happen by default. Organizations that want to use AI for genuine simplification and innovation need to do more than deploy tools. They need to challenge the system itself.

This is where AME3 provides a structural answer. The framework is designed around small, empowered Teams that own their outcomes within an Arena. Each Arena operates with its own Arena Owner, Arena Backlog, and Match cadence. No matrix reporting, no cross-departmental approval chains.

The Match forces regular inspection: bureaucracy that survives one cycle gets questioned in the next. The Tournament makes Enterprise-wide priorities visible. Hidden bureaucratic empires struggle to survive when every Goal is transparent. When you organize this way, there is simply less bureaucracy to automate.

The Evolution Focus doctrine asks a different question than “How do we automate what we have?” It asks: “What should we stop doing entirely, and what should we evolve into next?” AI becomes a catalyst for evolution, not a preservative for the status quo.



The Real Disruption

The speculative crisis scenario gets one thing right: AI is a disruption. But a disruption is not the same as a replacement. It is a moment where the system is forced to reorganize.

White-collar work will not disappear. But the nature of that work must change. The organizations that thrive will be those that use this disruption to strip away the accumulated complexity that no longer serves them. They redirect human energy toward work that actually creates value: understanding customers, designing products, making decisions under uncertainty, collaborating across disciplines.

AI will not fix your bureaucracy. Only you can do that. AI just makes the choice unavoidable.

Choosing Path A starts with knowing what you want. Developing a Strategy for the GenAI Era provides the map and options.





Developing a Strategy for the GenAI Era

Do you remember Netscape? In 1996, they controlled nearly 80% of the web-browser market. Today, users are starting to forget what a browser is, simply because browser engines are part of our daily lives and deeply embedded in many of the devices we use.

What started as an entirely novel concept in 1989 has become a commodity today. As you read this, you are most likely looking at a Chromium, WebKit, or Gecko engine. Browser engines, as a fundamental component of the World Wide Web, have reshaped nearly every business and the way we handle knowledge today. The most valuable enterprises today would not exist without them.

This is evolution.
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Wardley Map of the evolution of web browsers. Nodes in red are historical.



GenAI will follow a similar path. Like browsers, GenAI begins as a novel capability but will inevitably commoditize: first its infrastructure (chips, models), then its applications (agents, interfaces). Competition demands this. But even though we know that the impact of GenAI will be as large as that of the World Wide Web, we cannot foresee with certainty how it will change our business and life. We are at roughly the same stage in product evolution as we were with the Mosaic browser in the 1990s. We are just starting to understand what is possible.

But what we can do now is develop a strategy for this uncertainty and new upcoming opportunities to prepare your enterprise for the GenAI era. The overarching strategic doctrine for an enterprise should be Evolution Focus.

In early 2025, I came across one of many illustrations showcasing a vast array of tools and services related to GenAI, from big names like OpenAI to fundamental services like Hugging Face. At the time, players like DeepSeek had not yet emerged. Overviews like these change rapidly.
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GenAI tools and services landscape (2024)



It is likely that in five years, many of these names will fade from memory, much like Netscape. Other significant players of the future are probably not yet visible in the current landscape. But assessing your terrain of business in the context of GenAI tools and practices seems like a good place to start.

Unfortunately, illustrations that merely list the numerous GenAI tools in the market are entirely useless for making strategic decisions for your business. We need a map that sets your organization, product, and services in the context of evolution and the GenAI market.

Simon Wardley created an excellent mapping technique specifically for this purpose. The technique applies to any strategic question, not just AI. We use GenAI as the lens here because it is one of the most urgent forces reshaping enterprises today. The map of the evolution of web browsers I showed before is such a Wardley Map.

A Wardley Map has two dimensions. The horizontal axis shows evolution: from Genesis (novel, unexplored) through Custom Built (understood but bespoke) to Product (available off the shelf, sometimes rented) and Commodity (standardized utility). The vertical axis shows the value chain: higher components, such as user-facing services and tools, depend on lower, more fundamental ones. For example, the application framework Electron sits above the browser engine it relies on.


Assess the Terrain

Here is my current perspective on the GenAI market and its potential forces. It is necessarily incomplete, but it illustrates the approach.
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GenAI Market Map (early 2025)

ame3.ai/get/genai-market-map







It is now easy to see why Nvidia has become so valuable. Their chips are products they can sell per piece, and everyone depends on them. Even the hyperscalers like Google, Amazon, and Microsoft still need to buy them. Patents, specialized knowledge, and the fact that the model architectures have been optimized for the unique chip designs are preventing competitors from keeping up with Nvidia.

However, we will see how long this advantage lasts. Nvidia’s dominance mirrors Levi’s in the Gold Rush: both exploited a temporary bottleneck in a commoditizing market. Optimized chip design for GenAI is a candidate to become a commodity soon.

It is also easy to see that GenAI models are the fundamental component driving the tech giants’ push toward commodity. That is why smaller companies and research institutes in particular release their models as open-weight models (which are not entirely open source, because the training data and the training algorithms remain closed).

Still, GenAI models in general are far from being commodities. As the rise of DeepSeek has shown, new approaches such as reasoning-focused training are creating competition and opening potential for entirely new, higher-level services to customers. Now think about how everything would change if a highly optimized photonic chip, the kind recent research on photonic hardware demonstrates, moved into the GenAI landscape. There is also a strategy behind why OpenAI acquired Jony Ive, the former chief designer of Apple. The next competitive battleground may not be model performance but user experience.



The Question about Everything

My map of the GenAI market still poses several challenges:


	It is probably missing relevant practices, tools, models, and players you should be considering.

	It completely lacks your customer, product, and service.

	Entire industries are not considered: e.g., medicine development, agriculture, robotics.



No single map answers everything. If you want the answer to the question about the universe, life, and everything, you get 42. For a more profound understanding of your terrain, you need to define the questions you would like to be answered.

The following map places a generic business model against the GenAI landscape.
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Business model mapped against the GenAI market

ame3.ai/get/genai-business-model-map







This is not your map. Even if you are familiar with Wardley Maps, you probably do not understand my intention and thoughts behind it. I discover new connections and insights every time I revisit and update it.

The true value emerges when creating maps collaboratively with others. While maps are inherently incomplete, they abstract connections within a system, enabling effective discussions.

Fortunately, we can extract specific questions from the map. I have organized them into a map again.
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Strategic questions for your AI strategy assessment

ame3.ai/get/genai-strategy-questions







I structured the map into four rows along the value chain. The rows are not strict categories, just a reading order, and you may find a layering that fits your business better. What matters is that you read the matrix in two directions.

The rows are a value chain. Customers and the experiences they want sit at the top. The skills, people, and organization that make those experiences possible sit at the bottom. In between, process knowledge turns capabilities into products, and data and architecture turn observations into knowledge. A blind spot in a lower row eventually breaks every row above it. You cannot deliver an AI-native customer experience on data you do not yet own.

The columns are evolution stages, and they are not interchangeable. The same topic asks a different question at Genesis than at Commodity. On the left, the question is “what is even possible?” On the right, the question is “what should we stop building ourselves?” Workshops that mix the two end in confusion. Teams argue over hiring plans for capabilities that do not yet exist, or invent new products in spaces that have already commoditized. The value of the matrix is that it forces the question to match the stage.

How to use it. Pick the cell where you feel most blind, not the one where you feel most comfortable. The interesting answers usually live in the row you instinctively skip. CEOs skip Skills, People, and Organization. CTOs skip Consumer & Customer needs. CFOs skip Genesis entirely. Yes, these are lazy caricatures, and you almost certainly just bristled at the one that fits. That bristle is the point. Whichever cell makes you uncomfortable is probably the cell that holds your next strategic move.

The two examples that follow show this in practice. The automotive supplier opened the matrix in Data and Architecture and discovered their strategy was bottlenecked by what they could see, not what they could build. DasScrumTeam opened it at the top, in Consumer & Customer needs, and found an entire market commoditizing underneath them. Different cells, different answers, the same matrix.



Example 1: Automotive Supplier

In this example, a supplier in the automotive industry wanted to understand how they could make the evaluation step in the order process more efficient and meaningful.
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Wardley Map for an automotive supplier's order evaluation process

ame3.ai/get/wardley-automotive-supplier







Looking at the map, it becomes clear that everything depends heavily on the data they have. Some data sources are external and not yet structured. A first strategic goal could be to experiment and gather some data sources into datasets that an AI agent can use.

Increasing efficiency and the quality of services is what most businesses focus on first when they bring GenAI into focus. The reason might be that this is quite obvious, as the example shows. Even though this is not a bad optimization goal, it could be a short-sighted decision because you might miss some important aspects of the market.



Example 2: Market Transformation for Scrum Training Driven by GenAI

DasScrumTeam AG is the training and consulting boutique that Andy and I run together. It specializes in helping organizations use Scrum to improve their product development. What sets DasScrumTeam apart is that it combines deep Agile experience with the expertise to conduct in-person training. The company itself has been operating as a single Scrum Team since 2010: one Arena Product, one Arena Backlog, one shared Goal.

The question: how will GenAI impact the market for DasScrumTeam? The company is small and does not intend to scale. The conclusion: most of its market will soon be taken over by highly scalable training institutes like the International University. This was inevitable, but GenAI has accelerated the timeline dramatically. For example, Duolingo doubled the amount of online classes with GenAI in one year. Before that, it took them ten years for the same amount.
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A natural question arises: if this was inevitable, why did the Product Owner not act five years ago? He saw it coming but did not take action. He did not expect the shift to happen so quickly, and the company was very successful with what they were doing. I know that because I was the Product Owner at this time, which in a one-Team company is the Arena Owner. Simon Wardley calls this pattern inertia. Thankfully, Andy has now taken over this role.

However, plenty of opportunities remain on the left side of the map, in the Genesis and Custom Built space, which is exactly where a boutique firm should focus. High-touch, high-trust services in domains where scalable training cannot compete. This is exactly where Andy and I, as the Accountable Representatives of DasScrumTeam, set our strategic focus. This book is one result of that decision.



Reading the Map

A map shows the terrain. To anticipate what happens next, you need to understand the forces acting on it. Simon Wardley calls these forces Climatic Patterns: recurring dynamics that shape how components evolve, regardless of your actions. They are the weather on your strategic landscape. You cannot control them, but you can prepare for them.

There are 28 documented Climatic Patterns. Five of them are already visible in the examples above.

Everything evolves through supply and demand competition. The Netscape story illustrates this directly. Browsers went from Genesis to Commodity. GenAI will follow the same path. Competition drives infrastructure, chips and models, toward commodity first. Applications and agents follow. The question is not whether this will happen, but how fast.

Capital flows to new areas of value. Nvidia’s dominance mirrors Levi’s in the Gold Rush: both exploited a temporary bottleneck in a commoditizing market. As chips commoditize, capital will flow to the next area of value: applications, agents, user experience. OpenAI acquiring Jony Ive, the former chief designer of Apple, signals exactly this shift.

Characteristics change as components evolve. The automotive supplier focused on efficiency, a Product-stage optimization. That is not wrong, but it risks missing Genesis-stage opportunities on the left side of the map. What works for optimizing an existing process is wrong for exploring a new one. Different evolutionary stages demand different methods, which is why Evolution Focus is a strategic doctrine, not just a mapping exercise.

Success breeds inertia. I saw the shift coming for DasScrumTeam but did not act. Past success made the status quo feel safe. Wardley calls this inertia: the more successful the past model, the stronger the resistance to change. This pattern is invisible on the map itself. It lives in the heads of the people reading it.

Efficiency enables innovation. Duolingo doubled its course offering in one year with GenAI. Before that, the same growth took a decade. The efficiency gain did not reduce effort. It enabled innovation at a scale that was previously impossible. The Jevons Paradox is at work: lower cost per action leads to more actions, not fewer. This is also why AI will not fix your bureaucracy unless you consciously choose to simplify.

These five patterns are not predictions. They are forces already acting on your map. When you revisit your map in the next Tournament, look for them. Where is competition driving commoditization? Where is capital flowing? Where is inertia hiding? The patterns do not tell you what to do. They tell you what to watch.



What Comes Next

As the examples have shown, assessing your terrain by mapping the evolving GenAI landscape is only the first step. By asking the right questions, visualizing your position, and reading the Climatic Patterns, you create a strong foundation for strategic decision-making. But mapping alone is not enough. You need to anticipate, advance, and assess repeatedly to adapt your strategy as the landscape shifts.

The map shows you where to invest. But who does the work, and how does the work change when AI agents execute alongside humans? The next chapter traces how teams are evolving from component groups to full-business units that own end-to-end value chains. AI does not just change what you build. It changes who builds it.





The AI-Enhanced Team of the Future

Do we still need development teams now that AI agents can write, test, and deploy code? The answer is more surprising than you might expect. And not a simple yes or no.

The narrative is everywhere. Sam Altman predicts billion-dollar companies run by two or three people with AI. Mark Zuckerberg expects AI to replace mid-level engineers at Meta. Dario Amodei claims AI will handle “most, maybe all” of what software engineers do, while simultaneously hiring hundreds of them. The conclusion seems obvious: teams are disappearing.

Meanwhile, Vibe Coding and agentic AI let a single engineer coordinate dozens of specialized code agents to ship production features. Even those new to the field can achieve impressive results. My daughter, a design student with no previous coding experience, built a complete Mac desktop app in just two weeks, including the build setup, version control, and GitHub repository.

Critics might argue that code quality is lacking and that a junior developer may overlook important details. I heard similar concerns from C developers when I began using managed code runtimes like Java or .NET. However, the impact and scale of this shift with AI are even greater. There is no doubt about that.

The previous chapter mapped the strategic terrain and asked where to invest. This chapter answers the next question: who does the work, and how is the work changing?


Widening the Value Chain with AI

As AI and the Principles of Evolution argues, every major technology that promised to simplify work ended up doing the opposite. We used it to tackle greater complexity. AI follows the same pattern. It increases throughput and knowledge access, thereby expanding the scope of the value chain that a Team can manage. Teams persist, but what they take responsibility for grows.

Anyone who has worked with LLMs or diffusion models quickly sees that, while these systems are impressive at predicting human behavior, they have clear limitations. They do not replace human counterparts. We use them as tools to deliver products and services for people. When we want products and services to change, it is because humans desire it. AI helps simplify tasks to a remarkable extent, but it remains a tool directed by people.

An Enterprise seeks to manage all stages of the evolution flow, either by outsourcing to suppliers or by delegating to smaller social subsystems. The size and structure of these subsystems depend on their specific purpose, reflecting the cognitive and communication limits explored in Slicing the Organization and Slicing the Product. AME3 is designed to reflect this natural order for human systems:


	Medium Enterprise (50–5,000 people): covers the entire flow from genesis to commodity. An Enterprise provides commodity services to an Arena, delegating all non-commodity work to it.

	Arena (7–250 people): a highly independent business unit. It controls the value chain to deliver converging services and products to customers. It delegates genesis and emerging tasks to Teams and provides the necessary support for them.

	Team (5–9 people): primarily focused on genesis to custom/emerging tasks. Teams discover new ways to build and deliver to customers while establishing an initial stable process. They utilize co-creative approaches like pairing.

	Pair (2 people): focuses on genesis and concept work, especially when tasks are highly novel or urgent.
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Focus of social systems across the evolution stages



Teams are fundamental social systems. AI will not change this.

So ultimately, it is the Teams who drive progress and deliver value in an Enterprise. This is unlikely to change, as long as enterprises continue to seek progress and deliver value. However, the composition of teams will inevitably evolve.



How Teams Are Evolving

The pattern of team evolution over the decades is clear: fewer handoffs, faster feedback, and broader responsibility. AI will accelerate the next stage of this transformation. Let us walk through this evolution to understand it more clearly.
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How teams have evolved and are continuing to evolve




Era I: Component Teams

Enabled by the first programming languages.


	Work focus: isolated components and libraries; many handoffs to integrators.

	Constraints: limited tooling and automation; high coordination cost; long feedback cycles.

	Outcomes: quality inside components, but brittle integration.





Era II: Full-Stack Teams

Enabled by XP, integrated dev environments, and test automation.


	Work focus: vertical slices from UI to persistence; trunk-based flow; continuous testing.

	Constraints lifted: faster feedback; tighter product–engineering loop; fewer handoffs.

	Outcomes: shorter cycle time; improved responsibility and product fit.





Era III: DevOps / HW&SW Teams

Enabled by cloud computing and platformization.


	Work focus: build and run; infrastructure as code; observability; security by design.

	Constraints lifted: provisioning and deployment become utilities; scale and reliability increase.

	Outcomes: continuous delivery and on-call responsibility, including hardware where relevant.





Era IV: AI-Enhanced Teams

Enabled by vibe programming and agentic AI.


	Work focus: end-to-end business outcomes across customer demand, design, system architecture, service improvements, operations, and market growth.

	Constraints lifted: generation, integration, and orchestration shift to AI agents; humans focus on intent, constraints, and verification.

	Outcomes: teams are responsible for complete business capabilities and micro-enterprises, with AI as force multipliers.



This pattern has a precedent. In chess, human-computer teams have outperformed both pure grandmasters and pure chess engines. Garry Kasparov called them centaurs. The AI-Enhanced Team is the enterprise equivalent of the centaur: not human or machine, but human with machine.

Some argue that AI will dissolve traditional teams into fluid, dynamic configurations: pods, wings, pairs with AI assistants, dynamic reteaming within larger groups. These structures are not new. In well-functioning scaled organizations like LeSS, you already see groups of 50 to 60 people who know each other well enough to reconfigure their Team structure from Match to Match as needed. AI does not invent dynamic teaming. It makes it practical at a scale and speed that was previously impossible.

We call them AI-Enhanced Teams. What they become next depends on the domain.

In pure software and IT areas, these teams will become Full Business Teams, as they can easily achieve many end-to-end business outcomes within a single cadence. In other domains, even with AI, this level of integration may not be possible. For example, mass production and product development might still require separate teams. However, fewer specialized areas will be necessary, handoffs will be reduced, and cycle times will be shortened.

Full Business Teams existed even before the rise of AI. For example, the team I led as Product Owner for seven years operated in this manner. We were a single-Team company, running very lean and outsourcing most commodity functions. Working in this way required special and radical conditions, making Full Business Teams quite rare, especially in larger organizations. Our hypothesis is that this model will soon become the new normal.

The team evolution model above focuses on how teams deliver. But GenAI also enables entirely new products and services, or drives major enhancements to existing offerings. We examine this dimension in Developing a Strategy for the GenAI Era.




What Changes for Humans?

This is likely the biggest question on your mind, and on the minds of your employees and colleagues. I am asking it myself as well. Tudor Girba and Simon Wardley frame it sharply in Rewilding Software Engineering: “The most important architectural question of today is: at what point do I value human decision making?”

GenAI has the potential to create an impact as significant as the internet. We can expect many changes to our current beliefs and ways of working. What we know so far:

Intent and constraints. The human skill shifts from specification to evaluation. Instead of writing detailed requirements or user stories with acceptance criteria, Teams define outcome boundaries and let agents propose implementations. The question changes from “How do we build this?” to “What should the machine not do?” This is the Governor role described in The End of Software as We Know It.

Taste and ethics. When AI generates the output, someone must judge whether it is good enough. Code review becomes output review. The reviewer needs domain judgment, not syntax knowledge. As Girba and Wardley observe, Vibe Coding “works for prototypes, but the troubles occur when you start to care about the result.” Quality standards, ethical boundaries, and brand voice become the human contribution that no agent can replace.

Evaluation and acceptance. The Definition of Done becomes the governance framework for AI-generated work. Teams define tests, guardrails, and meaningful measures. The Match cadence provides the inspection rhythm: every cycle, the Team assesses what the agents produced and whether it meets the standard.

Collaboration shifts. Pair Programming evolves into human-AI pairing. Team coordination shifts from task assignment to agent orchestration. System Leads need new facilitation skills: helping Teams design effective agent workflows, setting boundaries for autonomous operation, and ensuring that human judgment stays in the loop where it matters.

Domain knowledge becomes more valuable, not less. When the Meridian Industries documentation division was disrupted by AI, the employees who moved into Arenas and experiment teams brought irreplaceable product knowledge. They understood how customers learn, where they struggle, and what the product actually does in the field. No agent had that context. The Jevons Paradox offers a parallel: when AI lowers the cost of execution, teams do not shrink. They take on more. Demand for human judgment grows with the scope.

The craft moves up the stack. People will spend less time on integration and more time shaping impactful outcomes. The “10x engineer” becomes the “10x orchestrator,” someone who can direct AI agents toward the right problems, evaluate results with domain expertise, and make the judgment calls that determine whether the product serves the customer.



The Transition Playbook with AME3

A practical flow to move from today’s model of work to AI-enhanced teams:


	Map the landscape using Wardley Mapping to identify the next goal you want to achieve, leveraging the potential of GenAI. Start by asking one of the questions in Developing a Strategy for the GenAI Era.

	Begin with a single Team or even a pair of specialists. Run experiments to validate your hypothesis.

	If the initial experiments are successful, proceed with the same team but be prepared to change its composition. Strengthen your data and guardrails. Enhance data quality, observability, and develop security policies to ensure AI agents can operate safely.

	Pilot a single product or service capability with a strong emphasis on delivering customer value. Choose a focused scope, such as a specific feature or internal service, leveraging an agentic toolchain.

	Measure value delivered and customer signals.

	Scale beyond the team. Leverage your team’s expertise in GenAI technologies, customer experience, and modern collaboration methods. Expand to multiple teams within an Arena, or even launch a new Arena that operates highly independently from the rest of the organization to scale faster and adapt more swiftly to changing markets and AI advancements.



All of this must take place within a lean and adaptable governance structure at the enterprise level. Ensure that new teams are integrated into the strategic empirical control loop of AME3.



Conclusion

So, what is the answer to the question, “Do we still need development teams now that AI agents can write, test, and deploy code?”

If you define development as coding, then yes, we will see these types of teams disappear. If you define development as creating next-generation products and services, then this has always been, and will continue to be, the domain of teams.

Sam Altman’s billion-dollar company with two people is not a team disappearing. It is a team of two whose agents handle what previously required fifty. The team is smaller in headcount but broader in capability. Zuckerberg’s mid-level engineers are not being replaced by machines. They are being replaced by engineers who work with machines. And Amodei’s paradox resolves itself: you hire hundreds of people because AI expands what is possible, and you need humans to direct that expansion.

AI does not remove the need for teams. It changes what teams take responsibility for and how they deliver. Focusing only on software-based products and services, where the most visible changes are occurring, would be a major mistake. AI now offers the opportunity to break down long-standing barriers between R&D, IT, engineering, and business functions. Failing to embrace this shift will put your organization at a significant competitive disadvantage.

In AME3 terms, Teams widen their scope across the value chain and become responsible for more end-to-end business capabilities. Humans set direction and standards. Agents accelerate delivery and integration.

The future team is not smaller. It is broader, more empirical, and closer to the customer. It wins by learning faster than the market changes.

But teams build products, and the most visible product in the AI shift is software itself. Software has the most data, the most experience, and the fastest evolution path of any domain. AI changes not only how software gets built, but how we use it. The End of Software as We Know It traces that inversion, from operating tools to governing the machines that operate them on our behalf.





The End of Software as We Know It

Late in 2025, I needed a way to process and categorize expense receipts for my company. The kind of task you would normally solve by purchasing accounting software. I spent two hours comparing options. None of them did exactly what I needed.

Then I described the problem to an AI coding agent and developed a local webapp to categorize these receipts, pre-fill the tax-relevant fields, flag anything unusual. An hour later, I had a working solution. Not a generic product bent to fit my case. A solution built for this specific moment.

It was not a smooth ride. The first version generated a table structure my bookkeeper could not use. The agent assigned expense categories that do not exist in our bookkeeping system. I had to set boundaries: these are the valid categories, this is the output format, these fields are mandatory. That correction loop is the real work. The technology builds the tool. The human defines what “correct” means.

My Learn and Memory Agent helped me improve the agents based on these misconceptions and dead ends. The next time I used it, the Expenses Agent had learned from my corrections. It pre-filled most fields correctly and generated a new interface where I only confirmed or adjusted. By the fourth time, I just said: do it. And it did. AI Agents in Practice Beyond Coding describes this AI coding agent setup in more detail.

That sequence: build me the tool, confirm what is right, learn for next time. It is not a product feature. It is a paradigm shift. But this is not even the end of the story. Why should I tell the AI agent to process the expenses at all? Why should the agent not actively remind me to submit my latest receipts, because it knows the bookkeeper has been waiting for the monthly report? At that point, the machine initiates. Not me. We are witnessing the end of software as we know it.

That sequence, from operating a tool to governing an agent, is not unique to my expense receipts. It is the latest step in a pattern that stretches back to the earliest days of computing. To see where it leads, it helps to trace how humans have interacted with their tools across six distinct paradigms.


The Evolution of Software Interaction

Each stage shifts responsibility from human to machine, moving from concrete artifacts to abstract context. The progression follows distinct paradigms, each with its own mental model, its own interface style, and its own assumptions about who is in control.
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The evolution of software interaction paradigms on a Wardley Map in combination with the Kano Model













	Paradigm
	Machine Role
	Human Role
	Kano Model
	Evolution





	Input/Output Oriented
	Executes instructions
	Operator
	Basic
	Commodity



	File & Process Oriented
	Passive tool
	Operator
	Basic
	Commodity



	Object Oriented
	Passive tool, flexible
	Operator
	Performance
	Product (+Rental)



	Job-to-be-Done Oriented
	Reactive to clicks
	Director
	Performance
	Product (+Rental)



	Conversation Oriented
	Reactive to language
	Director
	Delighter
	Custom-Built / Emerging



	Situation Oriented
	Proactive
	Governor
	Delighter
	Genesis





Two columns deserve special attention. The Kano Model captures how users perceive each paradigm. What once excited customers eventually becomes expected. File management was a revelation in the 1980s. Today nobody is impressed by “File > Save As.” Conversational AI still delights in 2026, but in a few years users will simply expect it. Early paradigms have become Basic quality: taken for granted, noticed only when missing. Middle stages still offer Performance quality: the more, the better. The latest stages deliver Delighter quality: unexpected, differentiating, hard to compete against. A product stuck at Basic competes on price. One that delivers the next Delighter leads the market.

The Evolution column connects each paradigm to Wardley’s evolution stages. Situation Oriented is at Genesis: a new paradigm, enabled by the components below it that have matured into Product or Commodity. The six stages that follow tell this story.


Input/Output Oriented (1950s-1970s)

The user submits commands or data. The machine returns results. No persistence, no state, no visual feedback. The user must know the exact syntax. The machine does nothing without explicit instruction.

Ted Nelson’s Computer Lib (1974) was already a manifesto against this “priesthood of computing,” envisioning computers as universal creative media rather than fixed command executors.



File & Process Oriented (1970s-1990s)

The computer provides rigid structure. Users create, save, and manage files. Processes guide users through predefined steps. The mental model shifts to “I have a document” or “I follow a transaction.”

IBM 3270 terminals running CICS transactions, WordPerfect, Lotus 1-2-3, SAP R/3 transaction codes. “File > Save As.” Named documents on disk. Menu-driven screens. The user thinks in files and forms.

Alan Kay and Adele Goldberg’s Dynabook vision (1977) already challenged this paradigm, imagining every user as a programmer with “symmetric authoring and consuming.” The market stayed in files and forms for two more decades.



Object Oriented (1990s, largely failed)

The user works with objects directly. A printer is an object, a document is an object. You do not “open an application.” You interact with the thing itself. Objects from different sources can be embedded in one another.

OS/2 Workplace Shell, OpenDoc, OLE and ActiveX, NeXTSTEP, Taligent. Drag-and-drop objects. Compound documents. Right-click context menus on entities. The user thinks in things, not applications.

This paradigm lost commercially. But its ambition, giving users direct control over composable entities, planted seeds that only now begin to grow. What Object Oriented promised through manual composition, Situation Oriented computing delivers through AI generation. The goal was always the same: users working with things, not applications. The mechanism changed entirely.

Object Oriented development itself continues to exist as an engineering paradigm. It is a foundational enabler for the technology we have today. But as a user-facing interaction model, it never took hold. An ACM survey (Ko et al., 2011) found that more end-user programmers already existed than professional developers. The demand for users building their own tools was massive. The technology was not ready.



Job-to-be-Done Oriented (2007+)

“There is an app for that.” One app per job. No files, no objects. I want a taxi. I want food. I want to track my run. The application disappears behind the task.

iPhone App Store, Uber, Spotify, Slack, Notion, single-purpose SaaS. App icons on a home screen. Single-purpose design. The user thinks in tasks, not tools. Onboarding asks “What do you want to do?” not “Here is your file system.”

Clayton Christensen’s Jobs to be Done framework captures the underlying principle: customers do not buy products. They hire them to make progress in a specific situation. This is still the dominant paradigm for software product design today. Most SaaS products and services are designed to get a job done for the user or enterprise. There is already a contradiction in the name: the user or customer is not asking for software. They are asking to get a job done. The first “S” in SaaS is already vanishing in this phase. Nobody calls Slack “software.” The word is going the way of the Faustkeil, the hand axe our ancestors used for a million years. Nobody remembers the name. The tool did not disappear. The relationship between human and tool changed beyond recognition.



Conversation Oriented (2022+)

The user describes intent in natural language. The machine delivers. For the first time, ambiguity is allowed. You do not need to know which app or which button. But the machine remains passive: it waits for the human to speak.

ChatGPT, Claude, GitHub Copilot, Microsoft Copilot in Office, and the emerging field of Malleable Software, where users reshape their tools at runtime through natural language.

A text input field. Natural language instead of buttons. The user thinks in wishes, not workflows.

Conversation is the last stage of the old paradigm. The human still initiates. Just more comfortably.



Situation Oriented (Genesis)

The machine initiates. It recognizes the situation, generates the appropriate interface, learns from feedback, and eventually acts autonomously. There is no pre-built application.


“The most profound technologies are those that disappear.” Mark Weiser, The Computer for the 21st Century (1991)



OpenClaw, an autonomous AI agent with a heartbeat system that initiates actions without human prompts. Claude Code, which generates tools on demand. AI agents that chain actions autonomously. Adaptive dashboards that reconfigure based on context. From the engineering side, Tudor Girba and Simon Wardley’s Moldable Development approaches the same paradigm: developers create contextual micro tools built for each problem, generating the interface for the moment rather than maintaining a fixed application.

No fixed UI. No app to install. The interface is generated for the moment and discarded after. The user thinks in outcomes, or does not need to think at all.

There are no applications anymore. Only just-in-time solutions.




The Software Inversion

Everything up to and including Conversation Oriented is human-driven. The human initiates, the machine responds. Situation Oriented is machine-driven. The machine acts, the human governs.

This is the fundamental inversion. Not a gradual shift, but a reversal of the basic relationship between human and machine. For the first time in the history of computing, the default mode is not “the human tells the machine what to do” but “the machine acts and the human sets boundaries.”

The human role evolves across three stages:


	Operator (Input/Output, File & Process, Object Oriented): The human executes. They know the commands, manage the files, manipulate the objects. The machine is a passive tool.

	Director (Job-to-be-Done, Conversation Oriented): The human delegates. They choose the app, describe the intent, direct the conversation. The machine reacts, but only when asked.

	Governor (Situation Oriented): The human sets constraints and reviews outcomes. The machine anticipates, proposes, and acts. The human adjusts boundaries, or simply trusts.



The question is no longer “What should the machine do?” It becomes “What should the machine not do?”

But the inversion does not mean the earlier paradigms disappear. They coexist. Every paradigm is an enabler for the one above it. File & Process Oriented systems persist because someone has to provide and maintain all the higher-level services. Object Oriented development is already just an engineering discipline: invisible to users, essential to builders. Job-to-be-Done and Conversation Oriented software will persist for a long time because users are accustomed to it and because these services are still needed to deliver Situation Oriented capabilities. The paradigms do not replace each other overnight. Each one enables the next and steps into the background as the newer paradigm takes the stage. The next will be Situation Oriented.

What mainly changes is who operates at each level. When an AI agent processes your expenses autonomously, it reads files, executes commands, follows processes underneath. The agent operates at Input/Output and File & Process level. The user does not. The earlier paradigms become the agent’s interface, not the user’s. The user sees Governor. The agent sees Operator. Both are real. They just serve different actors in the system.



Beyond Software

The Operator, Director, Governor progression describes any domain where tools mediate between humans and outcomes. Software is simply the most visible domain because it is furthest along the evolution path. The rest will follow.

Consider manufacturing. For decades, a maintenance engineer operated diagnostic instruments directly: reading gauges, checking vibration levels, inspecting wear patterns. That was the Operator stage. Then came digital dashboards that aggregated sensor data and highlighted anomalies: the Director stage. The next step is already emerging. AI agents will monitor sensor data continuously, predict failures, and recommend maintenance actions before breakdowns occur. The engineer will govern: defining acceptable risk levels, reviewing the agent’s decisions, adjusting boundaries when conditions change. In the Meridian Industries story, the predictive maintenance Arena is already moving along this trajectory. Wherever humans currently operate tools to make decisions, this inversion will arrive.



Three Steps to Autonomy

Situation Oriented computing does not arrive as a single leap. It unfolds in three sub-stages, each shifting more initiative from human to machine.

“Build me the interface.” The user states intent, the AI generates a solution. Still dialog-based, still explicit. But the application is not pre-built. It is created on demand, for this specific situation, and discarded afterward. My receipt tool started here: I described what I needed, and the agent built it.

“Confirm if this is correct.” The AI anticipates. It pre-fills, proposes, generates the interface before being asked. The human becomes a reviewer, not an initiator. When my agent learned my categorization patterns and presented its own suggestions for confirmation, it had reached this stage.

“Just do it.” Autonomous execution. The human delegates completely. The agent processes, categorizes, files, and only surfaces exceptions. The human role reduces to governance: defining what “correct” means, setting boundaries, reviewing outcomes periodically. David Tennenhouse called this “proactive computing” in 2000: the human leaves the interaction loop.

These three sub-stages coexist. Simple, well-understood tasks reach “just do it” quickly. Novel or high-stakes tasks may stay at “build me the interface” indefinitely. The appropriate level depends on the situation, not on the technology.

The business consequence is significant. Whenever the interaction paradigm shifts, existing product categories face disruption. The transition from File & Process to Job-to-be-Done killed desktop software suites and created the SaaS market. The transition from Job-to-be-Done to Situation Oriented will disrupt in turn. SaaS is the most visible case, but the pattern applies wherever packaged logic is the product.

Satya Nadella argues that “SaaS will collapse in the agent era.” Business applications are fundamentally databases with logic on top. When AI agents take over the logic layer, the traditional model of selling packaged application software loses its foundation. The same logic applies to ERP systems whose value sits in the logic layer rather than the data, to training platforms where scalable AI-generated courses are already displacing in-person delivery (as Developing a Strategy for the GenAI Era illustrates with the DasScrumTeam example), and to professional services where the core offering is information processing.

Not all products are affected equally. Infrastructure services like payment processing or cloud computing provide commodity capabilities that agents depend on. These persist. What loses its foundation is the logic-as-product model: the CRM, the ERP, the project management tool that packages business logic into a subscription. SaaS may not collapse overnight. As software architect David Kirwan put it: it may become the new COBOL, durable systems of record running underneath, while the real intelligence and innovation moves to the agent layer above. The interesting question is who owns that layer. Today it is the SaaS vendors. Tomorrow it might be the customers themselves.

What business model replaces it? Honestly, nobody knows yet. I feel exactly like I did when I first saw the Mosaic web browser. Completely fascinated. And completely unable to imagine how anyone would ever make money with it. That uncertainty is a characteristic of Genesis. The web had no business model in 1993 either. The business models emerged as the technology matured. The same will happen here.



Have We Not Heard This Before?

Yes. The Dynabook vision (1977), end-user programming research (1993), and Object Oriented computing all promised composable, user-controlled environments. The ambition was right. The mechanism was wrong.

The difference this time: the underlying components have evolved. In the 1990s, the enabling technologies for situation-oriented computing (natural language processing, on-demand compute, machine learning) were in Genesis. Unreliable, expensive, accessible only to specialists. Today, large language models are products approaching Commodity. Cloud compute is Commodity. The layer above them can now emerge because the layer below has matured. This is Evolution Focus in action: each evolutionary stage enables the one above it.

But the challenges are real. When every user generates their own just-in-time tools, governance becomes extraordinarily difficult. Who audits software that exists for five minutes? Who ensures compliance when the interface is generated fresh each time? These are not objections that invalidate the paradigm. They are characteristics of Genesis. Every technology in Genesis is unstructured, hard to manage, not yet standardized. The governance structures will follow. But they are not here yet. In heavily regulated domains like healthcare and finance, liability and compliance constraints will slow this transition further. Autonomous agents making consequential decisions without human review face legal barriers that technology alone cannot resolve.



What This Means for the Enterprise

Software interaction evolves from human-operated to machine-initiated. The human role shifts from Operator through Director to Governor. And Situation Oriented computing is demanding attention.

For enterprises, the consequence is concrete: rethink your product portfolio and reorganize how you work.

Your products and services sit somewhere on this evolution. Some are still File & Process Oriented. Others have reached Conversation Oriented. A few may already be experimenting with Situation Oriented capabilities. Not all will evolve at the same pace. But the direction is clear, and falling behind means competing on price in a market where competitors deliver Delighters.

The way your organization works must change with it. When the machine initiates and the human governs, you need less operational overhead and more governance capability. Teams shift from operating tools to governing AI agents that operate on their behalf. Leadership shifts from directing specific solutions to defining the constraints within which AI-generated solutions must operate. The AI-enhanced team is the organizational expression of this inversion.

Governance in this context means answering new questions. What are the boundaries within which agents may act? Who reviews outcomes when there is no fixed application to audit? How do you ensure compliance when the interface is generated fresh each time? These are not theoretical concerns. They are the operational reality of the Governor role. The technology is moving faster than the organizational capability to govern it. Enterprises that develop this capability first will have a significant advantage.

Map where each of your products sits on the evolution path. Identify the next step for each. Reorganize to match. This is Evolution Focus in practice, as Developing a Strategy for the GenAI Era illustrates with concrete examples.

The end of software as we know it is not the end of the need for structure. It is the beginning of a new kind of structure: one designed for governing intelligence rather than operating tools.

This is not a future scenario. AI Agents in Practice Beyond Coding shows what this architecture looks like in daily practice today: the system that built this book, manages consulting engagements, and publishes the website. One person, dozens of agents, a complete value chain. The inversion is already working.





AI Agents in Practice Beyond Coding

The preceding chapters laid out the argument. Complexity always grows, and bureaucracy will not fix itself. Strategy requires mapping the terrain before you act. Teams are widening their scope, and the way we interact with software is inverting.

This chapter is a practical proof. Not a vision, but a working architecture.

Every piece of work on this book runs through an AI agent system. The chapters, the articles, the website, the PDF and EPUB production, the editorial reviews, the architecture diagrams, even the email drafts sent to co-authors. But the system does not stop at the book. Andy and I use the same architecture in our daily work as consultants and managing partners of DasScrumTeam: client logs, meeting agendas, contact profiles, email correspondence, calendar coordination, financial bookkeeping preparation. Not as an experiment, but as the daily production environment.

This chapter describes the architecture as of March 2026. On the evolution path, what you see here sits between Genesis and Custom Built. In one or two years, the tool setup will most likely look entirely different. That is not a disclaimer. That is Evolution Focus in action. The architecture changes constantly. By the time you read this, some components will have evolved further. That is the point.


Technical Terms Used in This Chapter

This chapter describes a working system. Some tools and terms may be unfamiliar to readers outside software development.


	Obsidian: a note-taking application that stores everything as plain text files

	Markdown: a lightweight text format using simple characters for formatting (e.g. **bold**, # heading)

	Claude Code: an AI coding agent by Anthropic that reads files, edits content, and orchestrates tools

	Git: a version control system that tracks every change to every file, enabling undo, comparison, and collaboration

	Pull request: a Git workflow where one person proposes changes and another reviews and approves them before they take effect

	Hugo: a tool that generates websites from Markdown files

	Quarto: a scientific publishing tool that renders Markdown into PDF and EPUB books

	LaTeX: a typesetting system used under the hood by Quarto for high-quality PDF output

	EPUB: an open ebook format readable on most devices and apps

	API: Application Programming Interface, a structured way for software systems to communicate

	MCP (Model Context Protocol): a protocol that connects AI agents to external services like email, calendar, and databases

	Prompt injection: a security risk where hidden instructions in external data (e.g. an email) manipulate an AI agent into unintended actions

	Miro: an online whiteboard tool for collaborative workshops

	Airtable: a cloud database with spreadsheet-like usability






The Architecture
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The system has five layers. If the technical details are not your focus, the value they produce is demonstrated in the sections that follow.

Layer 1: The User. A consultant, trainer, or author sits in front of Obsidian, a Markdown editor that serves as the knowledge hub. All content lives as plain Markdown files in a Git-versioned vault. The book chapters, client notes, email drafts, contact profiles, architecture diagrams: everything is text.

Layer 2: Obsidian + Claude Code. Obsidian connects to Claude Code through an ame3helper plugin and the Obsidian CLI (available since Obsidian 1.12). Claude Code is a coding agent, but “coding” is just the mechanism. The real capability is tool orchestration: reading files, editing content, calling APIs, spawning sub-agents, and managing persistent sessions.

Layer 3: 50+ Specialized Skills. Skills are pre-written prompts combined with pseudo-code scripts. They fall into four categories:


	Agents execute tasks autonomously: send emails, research contacts, build the book, transcribe recordings.

	Assistants work collaboratively: the Book-Writing assistant loads all chapter summaries into context before helping write. The Email assistant drafts messages but never sends without approval.

	Actions operate on specific content: rewrite a selected paragraph, link a mentioned person to their contact note.

	Infra skills manage the system itself: session tracking, note connections, tool memory.



Each skill is a Markdown file containing pseudo-code instructions. Not natural language, not full programming. Pseudo-code, because it constrains the model’s behavior more reliably than prose.

Layer 4: MCP Servers. The Model Context Protocol connects Claude Code to external services. Google Workspace (Gmail, Calendar, Drive), IMAP for additional email accounts, Miro for workshop boards, Airtable for customer and training databases, and vault-rag for semantic search across the knowledge vault. Each server provides a structured API that the agent can call autonomously.

Layer 5: Output. The results: the ame3.ai website (Hugo), the book (PDF, EPUB via Quarto), email drafts in Gmail, LinkedIn posts, PDF letters with corporate branding, Miro boards for workshops.



How the Book Gets Built

The Book-Writing assistant is the most complex skill in the system. When started, it loads compressed context summaries of all book chapters into its working memory. This gives it awareness of the entire book structure, terminology, cross-references, and narrative flow before it writes a single word.

The publishing pipeline works like software deployment:


	I write or edit a chapter in Obsidian as plain Markdown.

	The ame3helper plugin exports content to Hugo (website) and Quarto (book).

	Quarto renders the full book as PDF and EPUB, using LaTeX under the hood. I have never looked at the LaTeX. Vibe Coding in its purest form.

	A test agent verifies that the website builds correctly and that links resolve.

	Everything is versioned in Git. Andy and I work like a software team: he comments on my chapters, I review the pull request, approve it, and the next build publishes automatically.



This workflow exists because AI agents are not reliable enough to trust blindly. Every generated output passes through version control and human review. The agent proposes. The human decides.



Memory and Retrospectives

The most underestimated capability is learning across sessions. AI models have no memory between conversations. Every new session starts from zero.

The solution is a structured memory system: Markdown files that capture rules, preferences, and context. After every task, a Learn and Remember agent analyzes what happened and proposes improvements to the skills or new memory entries. This is essentially a retrospective. The agent identifies what could work better, I review the suggestions, and the ones that make sense get merged into the system.

Over time, this compounds. The email skill learned to never send without approval. The book assistant learned to check cross-references before editing. The consulting agent learned which log format I prefer. None of these rules were written upfront. They emerged from practice.



AI in Consulting

Where this system truly proves its value is in consulting work. I keep a structured log for every client engagement: what we discussed, what the action items are, what changed since last time. Two weeks between meetings, sometimes two months. Without notes, context is lost.

With the consulting agent, I can ask: “What was the product strategy we discussed in the last session?” and get an accurate answer pulled from the log, the email history, and the calendar. Before a sprint transition, I can say: “The next sprint transition should be one and a half days. Draft an agenda based on improvements from the last retrospective.” Two minutes later, a complete agenda exists, consistent with previous sessions.

Contact profiles update automatically. When I add a new contact, the agent searches public data, pulls relevant information from past email exchanges, and creates a structured profile. This is not magic. It is structured access to data that already exists but would take thirty minutes to assemble manually.



Virtual Teams of Specialist Agents

Andy takes this further for training development. When building a new course module, he does not rely on a single agent. He deploys multiple specialist agents, each with a different perspective:


	A learning objectives agent checks whether the course actually covers the declared learning goals.

	An experienced trainer agent reviews whether the session timing is realistic.

	A narrative agent evaluates whether the course elements have a coherent storyline or are just assembled pieces.



Each agent produces independent feedback. The combined output resembles a review from a diverse team.

During a live webinar, Andy demonstrated this with a new course module. He sent the same material to all three agents simultaneously. Within minutes, the results came back. All three agreed: the timing for Block 3 was unrealistic. The learning objectives agent flagged that two objectives were not at the declared level. The narrative agent found gaps in the storyline between modules. From the combined feedback, the system generated a prioritized adaptation backlog. Andy reviewed it, confirmed the priorities, and gave the go-ahead to implement the changes.

This mirrors the empirical loop at the heart of AME3: anticipate what a good course looks like, advance by generating content, assess through independent agent review, then adapt. The difference is speed. What would take a team of three human reviewers a day takes three agents a few minutes. This is practical today. Not a research concept, not a demo. A working tool that catches problems a single reviewer would miss.



What We Learned

Pseudo-code beats natural language for skills. Writing prompts as pseudo-code forces logical structure and produces more predictable behavior. Natural language is ambiguous. Pseudo-code is not.

Version control is non-negotiable. AI agents create and destroy content. Without Git, a single bad run could overwrite hours of work. The coding agent’s undo capabilities help, but a proper version history is the real safety net.

Human-in-the-loop is not optional. Prompt injection is a real risk. An incoming email could contain hidden instructions. An agent with full autonomy could leak data or send embarrassing messages. I learned this the hard way when an agent drafted an email to the wrong contact, simply because it could not find the right person and filled in data from its context window. The review step caught it. Every sensitive action requires explicit approval.

Start with software development practices. Test-driven development, code review, version control, continuous integration: these practices exist because humans make mistakes. AI agents make different mistakes, but the same practices apply. Treat content like code.

The tools change constantly. Six months ago, this system ran on a custom API integration. All of that was discarded and rebuilt on Claude Code, because it was simply more capable. Next month, something else might change. Build for evolution, not permanence.

Energy cost is real. Running a model like Opus is energy-intensive. Every prompt, every search, every sub-agent costs computation and therefore electricity. The cost is roughly 150 to 200 dollars per month per person for heavy use at the time of writing. Smaller models handle simpler tasks already. The system routes research queries to lighter models automatically.

Efficiency improvements will come. But the Jevons Paradox predicts what will happen next: savings will not reduce spending. They will be reinvested into more capable tools, broader agent coverage, and tasks that were previously not worth automating. As long as the productivity gain far exceeds the cost, I expect this to become the standard computing budget per person for knowledge workers. Not a temporary spike, but the new baseline.



Limitations of AI Today

This chapter shows what works. Honesty demands showing what does not. The AI introduction describes why Large Language Models are fundamentally non-deterministic: they are coherence engines, not truth engines. Here is what that means in daily practice.

Hallucination. The model confidently generates plausible but wrong information. It does not know what it does not know. When my email agent could not find a contact, it did not report failure. It filled in a plausible name and address from its context window and drafted a message to someone who did not exist. The review step caught it. Every output needs verification, especially when it looks convincing.

Context window limits. Models forget. In long conversations, earlier context fades. Skills degrade on complex multi-step tasks because the model loses track of decisions made twenty steps ago. This is why the memory system described earlier exists: structured files that persist across sessions, because the model itself cannot remember.

Knowledge cutoff. Models do not know what happened after their training date. They cannot tell you about last week’s product launch or yesterday’s regulatory change. This is why tool access matters: the model must be able to query live data rather than relying on what it learned during training.

Domain gaps. General LLMs train on broad internet text. Specialized domains, medicine, manufacturing, legal, non-English technical language, are underrepresented in that data. Performance drops significantly. Fine-tuning on domain data or retrieval-augmented generation can help, but both require significant investment. Enterprises with proprietary process knowledge face a structural disadvantage: their most valuable data is exactly what the model has never seen.

Bias. Every model carries the biases of its training data and its alignment tuning. RLHF, Reinforcement Learning from Human Feedback, is where alignment is shaped. Whoever pays for that tuning shapes the output. Different vendors produce observably different behavior on the same input. This is not neutral. Detecting bias is hard. No universal test exists.

A practical mitigation: run the same task through models from different vendors and compare the results. This book’s editorial process uses exactly this approach, reviewing chapters with Claude, GPT-4o, and Mistral in parallel. Where they agree, the finding is likely real. Where they disagree, the difference reveals alignment choices worth examining.

The better long-term answer is models with open training data, not just open weights. The AI introduction already notes that most “open-source” models only publish weights while keeping training data and algorithms closed. Truly open models are emerging. Apertus, developed by EPFL, ETH Zurich, and the Swiss National Supercomputing Centre, publishes everything: training data, code, weights, and alignment methods. It supports over 1,000 languages and was designed for EU AI Act compliance. OLMo from the Allen Institute follows a similar philosophy. These are still exceptions, because curating training data at scale is expensive. But open training data is the only path to auditable, reproducible AI. Enterprises should watch this space and push for transparency from their vendors.

None of these limitations are permanent in their current form. Context windows are growing. Domain-specific models are improving. Bias detection methods are maturing. But the fundamental nature of the technology, non-deterministic, probabilistic, dependent on training data, will not change. The response is not to wait for perfection. It is to work empirically: observe what the system produces, test your assumptions, set boundaries, and adapt.



What This Means for Enterprises

The architecture described here runs on a single consultant’s laptop. It is not enterprise infrastructure. But the patterns transfer directly.

Consider what this setup already does: the same architecture that manages consulting logs and email drafts also builds the website, renders the PDF, and runs editorial reviews for this book. One person, dozens of agents, a complete publishing pipeline. Now scale that to a Team of seven. The scope of what a single unit can own expands dramatically.

Three patterns emerge that apply to any enterprise:

Knowledge management becomes executable. Instead of documentation that nobody reads, knowledge lives in a structured vault that agents can query, update, and act on. The knowledge works for you, not the other way around.

Specialist agents replace specialist roles for routine tasks. Not the deep expertise, but the routine application of that expertise: reviewing compliance, checking consistency, drafting standard communications. Humans focus on the judgment calls.

Software development practices become universal. Version control, code review, continuous integration, test automation: these are no longer limited to software teams. Any Team that works with text, data, or structured content can benefit. Treat content like code.

Now imagine a compliance Team in a regulated industry. Their regulatory requirements live not in a PDF that nobody reads, but in a structured vault that an audit agent can query, cross-reference, and flag inconsistencies in. When new regulations arrive, the agent identifies which existing policies are affected and drafts updates. The compliance officer reviews, adjusts, and approves. The knowledge works for the team, not the other way around. The human is the Governor, not the operator.

This is what the AI-Enhanced Team looks like in practice. Not a team that writes code faster, but a team that owns an entire value chain, from customer need to delivered outcome. The human role in this architecture is the Governor: setting constraints, reviewing outcomes, adjusting boundaries. AI agents handle the routine. Humans focus on judgment, relationships, and decisions under uncertainty.

This setup is also an example of choosing Path A: using AI to simplify, not to amplify. No additional reporting layers, no extra compliance dashboards, no meetings about meetings. The agents reduce coordination overhead instead of generating more of it.



AI Can Only Build on What Is Already There

But here is what this architecture cannot do. It cannot fix a broken organization. AI agents amplify whatever structure they operate within. If your Teams lack clear ownership, agents will produce work that nobody is accountable for. If your backlog is a list of competing priorities, agents will execute competing priorities faster. If decisions require five levels of approval, agents will generate five times more requests for approval.

This architecture works because it operates within a structure designed for autonomy, transparency, and short feedback loops. AME3 provides that structure. The Match cadence creates regular inspection points. The Arena Owner provides clear decision authority. The System Lead ensures the work system evolves with the tools. Without these foundations, AI agents become expensive tools for accelerating dysfunction.

This is why the sequence matters. Before you deploy AI agents, your enterprise may need to answer more fundamental questions. How do you plan when you cannot predict? How do you choose the right framework for your situation? How do you move from projects to product? Whether you begin with AI or with the organizational foundations, the same empirical principles apply.

We are not there yet. But the architecture is already working.






11 Methods


The previous chapter ended with a warning: AI agents amplify whatever structure they operate within. If your Teams lack clear ownership, agents produce work nobody is accountable for. If decisions require five levels of approval, agents generate five times more requests for approval. The architecture works because it operates within a structure designed for autonomy, transparency, and short feedback loops.

This raises a question that comes before AI, before strategy, before any operating model: how do you actually run the work?

Every enterprise we have worked with arrives at the same three questions. They surface in the first Tournament, in the first Match retrospective, often in the first conversation with a new client. The questions are not new. They predate AI by decades. But AI makes them urgent, because the cost of getting them wrong is now amplified at machine speed.

How do you plan when you cannot predict? Traditional planning assumes that more analysis yields better forecasts. In complex environments, it does not. The relationship between estimation effort and accuracy saturates quickly. Beyond a certain point, you are paying for the illusion of certainty. Yet enterprises still spend weeks on detailed project plans that become obsolete after the first Match. Planning Under Uncertainty offers practical principles for planning that embrace uncertainty rather than fighting it: relative sizing, velocity-based forecasting, pull-based planning, and the discipline of scaling buffers with timeline length. These principles apply at every level, from a Team planning its next Match to Accountable Representatives estimating strategic Goals in the Tournament.

How do you choose the right methods and frameworks? The market offers dozens of frameworks, each promising transformation. Some prescribe detailed structure, others define only principles. Choosing wrong is expensive. Choosing right and then applying it blindly is worse. Choose Your Own Game walks through the benefits, the traps, and the practical criteria for selecting, combining, and evolving frameworks. AME3 itself is a meta-framework: it does not replace these methods but provides the strategic frame within which you choose and adapt them. Different evolutionary stages demand different approaches. What works in Genesis will fail in Commodity. The chapter helps you match the method to the moment.

How do you move from projects to products? Most enterprises still organize work as projects: temporary, budget-bound, deadline-driven. The shift to product thinking, where Teams own long-lived products and evolve them continuously, is one of the hardest transitions an organization can make. From Projects to Product provides a decision-making guide for project-centric organizations, with concrete junction points where leaders decide whether to start with Scrum, scale to LeSS, continue investing, or stop early. It bridges the gap between the traditional project world and the Arena structure described in the Playbook.

These three chapters serve all leadership functions in AME3. The Owner needs planning skills to make investment decisions in the Tournament. The System Lead needs framework knowledge to design the work system. The Team needs estimation practices to deliver Improvements in a Match. Whether you are a CEO setting strategic direction, a consultant guiding a transformation, or a team lead planning the next cycle, the methods are the same.



Planning Under Uncertainty

Consider two bike journeys: your daily commute to work versus a cycling adventure through Patagonia. For your commute, you can estimate arrival time within minutes based on experience. Planning a multi-week expedition through unpredictable terrain requires a completely different approach: flexibility, contingency, and the ability to adapt as conditions change.

Enterprise planning works the same way. Simple or complicated tasks are like the daily commute: predictable, easy to estimate. Complex initiatives are the Patagonia adventure: adaptive planning that accepts uncertainty rather than fights it. In AME3, planning happens at every level. A Team planning its next Match. An Arena Owner ordering the Arena Backlog. Accountable Representatives estimating strategic Goals in the Tournament. The principles in this chapter apply to all of them.


Planning in the Simple and Complicated Space

Simple and complicated tasks are predictable, repeatable, and easily estimated. Once you understand them, they become a no-brainer.

Most enterprises handle simple and complicated work reasonably well. The real challenge lies elsewhere: as markets evolve faster and uncertainty grows, the complex space continuously expands. This is where traditional estimation, prediction, and planning methods break down.



Planning in the Complex Space

The Patagonia adventure represents this complex space. Every day brings new terrain, unexpected weather, and unforeseen challenges. This is where simple, time-based planning fails and adaptive approaches become essential.
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Scrum is designed for the complex space where time-based planning breaks down



The challenges of planning in uncertain environments are not new. The Agile community has developed specific practices for planning and estimating in complex product development: iterative planning, relative estimation, and velocity-based forecasting. These techniques embrace uncertainty rather than pretend it does not exist.


“No plan survives first contact with the enemy.” — Helmuth von Moltke (paraphrased)



But long before the Agile Manifesto, military strategists understood the fundamental problem. Helmuth von Moltke, a Prussian field marshal, captured this reality in 1871 when he stated: “No plan of operations extends with any certainty beyond the first encounter with the main enemy forces.”

In business, your “enemy” might be competitors in the market, emerging technologies like AI, or simply the inherent complexity of product development. The Agile Manifesto addresses this directly: “responding to change over following a plan.”

This does not mean plans have no value. It means we must prioritize adaptability over rigid adherence to predetermined paths.

The more complex the task, the greater the deviation from the plan and the lower the accuracy of estimates. This is not a failure of planning. It is a characteristic of complex work.



The Accuracy Illusion

Humans are optimists. Well, that is why we are human. But this creates a cognitive bias in estimation.

Moreover, the relationship between effort spent sizing work and forecast accuracy is not linear. It follows a saturation curve. After a certain point, spending more time does not improve accuracy. In fact, it can decrease accuracy as people influence each other.

In short, when someone asks “how accurate is your forecast?” most people answer with an overly optimistic number. The Overconfidence Bias makes us systematically overestimate the accuracy of our own judgments. In reality, it is much worse.

The practical conclusion: invest less time in sizing.

The probability that you are over-investing in detailed projections and not gaining better accuracy is high. When choosing between detailed techniques or simpler approaches, err on the side of simplicity.



Planning Is Often an Excuse Not to Start

Humans naturally avoid risk. This makes evolutionary sense: why take unnecessary risks? In complex environments where uncertainty is high, this tendency becomes stronger.

Today’s risk in business is typically a difficult conversation with your manager, not physical danger. Yet we still avoid starting.

Several perspectives help overcome this paralysis:

Planning and estimation must be paid for. The time spent on detailed plans and estimates consumes budget. Often, direct implementation would provide more certainty faster.

Only implementation provides absolute certainty. Each implementation validates or invalidates a hypothesis.

Experiments can reduce risk before full commitment. When the cost and risk of direct implementation feel too high, a targeted experiment can provide just enough evidence to decide whether to proceed. The key question is always: is the experiment cheaper than the risk it eliminates?
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The Anticipate–Advance–Assess loop for running experiments to validate a hypothesis



The following example shows how a SaaS product team might structure an experiment before committing to a full Conversation Oriented feature build.









	Phase
	Step
	Example





	Anticipate
	Hypothesis
	B2B project management users in software teams spend significant time navigating menus and filling forms. They would complete more work per session if they could manage their backlog, status updates, and queries through natural language.



	Anticipate
	How to validate?
	Run an 8-week opt-in beta for 5% of existing users. Release a conversational side panel, no new backend logic, only a natural language layer over existing APIs.



	Advance
	Run Experiment
	Recruit the highest-activity user segment. Users create, update, assign, and query items using natural language for the duration of the beta.



	Advance
	Measure
	Weekly active usage rate of the conversational interface. Task completion time for three benchmark workflows: create task with assignee and due date, move item to done, query “what is overdue.”



	Assess
	Conclusion?
	Proceed if at least 25% of beta users complete one task per week via conversation by week 4 and benchmark time drops by 30%. Stop if users revert to the traditional UI after the first session or report that AI responses require more correction than the form-based flow.





Note that this experiment still carries cost. If the team is confident enough in user demand, shipping a minimal version directly might provide more certainty faster, at lower total cost than eight weeks of instrumented beta.

Scrum and AME3 are fundamentally empirical control processes. Arena Backlog entries are hypotheses. Advancing in a Match or Sprint generates data and validates them.



Different Methods for Each Level

Do not try to create a single sizing hierarchy from enterprise goals down to individual tasks. This classical project structure plan thinking works in simple environments but fails in complex ones where changes happen too fast.

Instead, use lightweight methods at each organizational level that provide sufficient accuracy with minimal effort:

Enterprise level - Strategic goals and initiatives


	Use relative comparison to past goals, initiatives, or projects

	Consider dimensions like strategic relevance, business benefit, organizational impact, complexity, and CapEx

	Spider diagrams can visualize multi-dimensional comparisons and make relative planning and decision making easier.



[image: ] Spider diagram comparing a new project against a reference project across five dimensions: Relevance, Benefit, Impact, Complexity, and CAPEX. Pseudo-Fibonacci scale 1–20.

Product/Backlog level - Features and stories


	Relative sizing (Story Points with planning poker or bucket sizing)

	Velocity-based forecasting

	No sizing (counting items)



Task level - Daily activities


	Time-based projections using natural time boxes (days)

	Pull-based planning



Each level has its own reference frame and planning horizon. Do not try to roll up task projections into story points, and do not try to size enterprise initiatives by detailing them in backlog or project plans.



Choose the Right Reference

Relative sizing works because humans find it easier to compare things than to measure them absolutely.

Time is actually a poor reference for many situations:


	How long will a colleague take?

	How long will I take tomorrow when I am more experienced?

	It is like the ur-meter in Paris changing its length all the time. For a precise measurement, you need an even more precise reference.



Better references include:

Other work items - Planning Poker and bucket sizing compare stories to each other, not to abstract time measures.

Metaphors - Using animals (elephant, cat, mouse) creates mental images. The brain processes relative sizes more naturally than abstract numbers.

Completed work - What we have already delivered provides the most reliable reference frame.

The key is that your reference stays stable even as your team’s capability evolves. A story sized as 5 remains larger than a story sized as 1, regardless of how fast the team delivers either.



Principles for Working with Forecasts

[image: ] Forecast accuracy converges over time. The range of optimistic and pessimistic projections narrows as the team gains real data from completed Matches.

Several principles guide effective forecasting in complex environments:


	Never use forecasts to measure performance. What you measure is what you get. If you measure team performance using velocity, teams will inflate their numbers. Forecasts should only inform planning, never drive evaluation, rewards, or punishments.

	Prefer relative sizing over absolute time. Relative sizing with abstract numbers (like Story Points) keeps projections stable longer. The five-point item remains five times larger than the one-point item, even as the team speeds up. Only the velocity changes, not the sizing. This makes planning dramatically more stable.

	Use pull-based planning as your built-in forecast. Scrum has an underappreciated technique: the Sprint is your jar, backlog items are your peas. Pull items until full. Calculate velocity by counting completed items. If items are refined to fit within one Match, they naturally become similar in size. This is simpler to learn than Planning Poker, and in practice, accuracy is comparable.

	Fixed iterations make this work. Without Sprints or Matches, pull-based planning does not function. The fixed timebox is the reference that makes implicit forecasting possible.





Never Plan Absolute Buffers

One of the most common mistakes in planning is using absolute buffers instead of relative ones. The difference is critical.

[image: ] A one-sprint buffer in a ten-sprint plan is only 10% contingency. A proper 33% buffer requires proportionally more runway.

Consider a burn-down chart where your team has an average velocity of 10. In 10 sprints it can complete 100 items. If you add a buffer of one sprint to a three-sprint timeline, that is roughly 33%, already optimistic for most projects.

But here is the problem: if you are planning 10 sprints ahead and still use just one sprint as a buffer, you are down to 10% contingency. For 20 sprints, it becomes 5%.

Buffers must scale proportionally with timeline length.

For a 33% buffer, you need:


	4 sprints of buffer for 10 sprints of work (count only full sprints, so 3.3 becomes 4 sprints)

	7 sprints of buffer for 20 sprints of work



Remember: that is only 33% contingency, which is actually optimistic for most enterprise projects.



The Value Is in the Exchange


“Plans are worthless, but planning is everything.” Dwight D. Eisenhower



The longer version adds context: “In preparing for battle, I have always found that plans are useless, but planning is indispensable.”

The planning process generates insights. The plan itself is just a snapshot.

Planning forces engagement with the future and its uncertainties. The conversation among participants surfaces critical misunderstandings and creates shared understanding that no written plan can capture.

If your estimation technique creates good communication containers where teams and leaders discover misalignments and build shared understanding, it is valuable regardless of the accuracy of the estimates produced.

But always ask: could we have this exchange without the estimation technique? If the technique only provides value through communication, perhaps there is a lighter way to achieve the same conversation.

Planning and estimation in complex environments require accepting uncertainty, using lightweight techniques, and focusing on learning over precision. The goal is not perfect accuracy but sufficient confidence to make good decisions. And the best source of confidence is not a better estimate. It is a shorter feedback loop.





Choose Your Own Game

The Rules chapter introduced Total Football as the philosophy behind AME3: no fixed positions, self-organizing players, choose your own tactics. The same principle applies to methods and frameworks. No single framework fits every Arena, every evolutionary stage, every product. The game is yours to design.

But how do you choose wisely?

The market offers dozens of frameworks. Scrum, SAFe, LeSS, Cynefin, Kanban, Flight Level Kanban, Lean, ScALeD: some prescribe detailed structure, others define only principles. A framework associated with Agile promises that the organization becomes more responsive to change. Other frameworks pursue different objectives. All of them promise improvement. Not all of them deliver.

AME3 takes a different approach. It is a meta-framework: a framework that integrates other frameworks rather than replacing them. The “M” in AME3 stands for this. Its primary objective is to drive the evolution of the entire enterprise, its products and services. To achieve this, existing methods and frameworks are used within Arenas, selected and adapted by the System Lead based on the current reality.


The Good

Frameworks provide a tested starting point, a built-in strategy for change, and new behavioral patterns that reshape organizational culture. These are real benefits. Other organizations succeeded with them, and the knowledge they encode saves years of trial and error. As Craig Larman summarized: Culture follows structure.
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Culture follows Structure: how frameworks influence the system dynamic





The Bad

Frameworks also come with risks that are rarely mentioned in their marketing material.


Promising Simplicity Where There Is None


Culture eats strategy for breakfast – commonly attributed to Peter Drucker



The rules of Scrum fit on a few pages. Every practitioner knows it can take years to adopt. A framework changes culture. That means changing habits. Stopping smoking is a straightforward thing: just stop. You know it harms your health. Yet under stress, the subconscious reaches for the cigarette. Changing organizational habits works the same way, except the organization has hundreds of people reaching for hundreds of cigarettes simultaneously.



It Does Not Solve Anything Yet

A framework is a supporting structure around which something can be built. It is not a ready-to-move-in house. The cornerstones and beams are fixed, but the spaces in between are yours to fill. A software Team using Scrum needs knowledge, practices, and methods to develop software. Software is not mentioned once in the Scrum description, even though Scrum became popular in software development.

Organizations want to be “SAFe” to do it right. The problem is that uncertainty comes from the nature of your business, not from the framework you use. Frameworks can disguise this fact.



You May End Up with Something You Do Not Want

For example, Andy and I have observed a driving but hidden motivation to apply SAFe in many organizations: increasing the number of better-paid management positions and consulting contracts. The SAFe Delusion documents this pattern in detail.




How to Choose and Use Frameworks


How to Choose


	Define your goal first, then choose the framework. If you operate in a complex domain and want to increase the effectiveness of your work system (not efficiency), Scrum or LeSS may be the right choice. If you want to increase the yield in your production, consider Lean or Kanban. Before you define your goal, analyze the status quo of your products, services, and organization. The Cynefin framework, Wardley Mapping, or Estuarine Mapping can help here.

	Trust the long track record of frameworks, but do not rely on them entirely. Many testimonials are written to please the authors, the organization, or the frameworks themselves. And since we are dealing with complex social systems, correlation does not equal proof. Case studies create a false sense of security. Consider every use of a framework or method as an opportunity for experimentation and learning.

	Demand built-in inspection and adaptation. A good framework includes a mechanism to evaluate whether it is working and to evolve the practices within it over time. The LeSS framework includes the overall retrospective and the community of ScrumMasters for this purpose. If a framework lacks such elements, add them. The Tournament or Match of AME3 provide natural integration points.

	Balance structure with freedom. Some frameworks define only principles and leave enormous space to fill. This demands high adaptability from employees. Descriptive frameworks provide more stability but may lack flexibility. Companies then circle around the framework, adapting to its rules instead of their own business objectives. Scrum rose to popularity because it struck the sweet spot: enough structure to guide, enough space to adapt. In case of doubt, choose the simpler frame.





How to Use


	A good framework uncovers your organization’s weak spots. It is up to you and your colleagues to leverage this insight for improvement. For example, if the Cynefin framework reveals that the essence of your product domain is complex, yet you persist in applying measures suited for the simpler domain, the responsibility to adapt rests with you.

	It is crucial to secure commitment in your organization to making the necessary adjustments as you begin working within the framework’s structure. Clear framework guidelines are essential in this respect. I often encounter skepticism when I mention that Scrum explicitly allows only three roles within a Scrum Team, despite individuals claiming years of Scrum experience. Ignoring this creates waste and makes using the framework pointless. It is then even better not to use the framework.

	Divide and conquer. Begin by implementing a framework in smaller parts of your organization, ideally in areas where it can be applied without disrupting the rest of the company. This approach is essentially the only way to develop expertise effectively. It reduces the risk of undesired development. If the framework proves beneficial, you can then extend this expertise to other parts of the organization. Once your colleagues become experts, you may craft your own framework or organizational design upon the initial one.



Spotify exemplifies this strategy. They started with Scrum with a few teams and, leveraging that expertise, developed their own structure upon Scrum to scale their product and organization. However, using the Spotify model as a blueprint for your own organization will likely fail. Even Spotify has stated that they no longer work this way. Their product and market changed fast, and the organization changed with them. This is exactly what Conway’s law and the principle of flexible organization predict. The structure was tailored specifically for Spotify at a specific moment, continuously evolving and not directly applicable to other organizations.




The Meta-Framework

AME3 does not compete with Scrum, LeSS, Kanban, or Lean. It provides the strategic frame within which you choose and combine them. The Rules define the game. The Leadership System defines who leads. The Strategy defines the direction. The methods you use within an Arena are yours to select, based on what the Ambition, the Goals, and the evolutionary stage of your Arena Product demand.

This is why AME3 calls itself a meta-framework. Different evolutionary stages require different approaches. A product in Genesis needs experimentation: small Teams, rapid feedback, Scrum or XP, freedom to fail. A product approaching Commodity needs efficiency: Kanban, Lean, flow optimization, stability. Applying Genesis methods to Commodity work wastes energy. Applying Commodity methods to Genesis work kills innovation. The System Lead makes this judgment, selects the right methods, and evolves them as the product evolves.

These recommendations apply directly: define your goal first, choose the simpler frame, build in inspection and adaptation, start small. Then let the Tournament tell you whether you chose well. If you did not, change. That is not failure. That is the framework working as designed.

From Projects to Product walks through a specific application of this thinking: the decision points when a project-centric organization moves toward product teams and Arenas.





From Projects to Product

Most enterprises organize work as projects: temporary, budget-bound, deadline-driven. AME3 organizes work as products: long-lived, evolving, team-owned. The shift between these two worlds is one of the hardest transitions an organization can make.

Choose Your Own Game covered how to select and combine frameworks. This chapter applies that thinking to a specific situation: you have projects today, and you need a path from here to there. The Playbook shows how to set up Arenas and start the game. This chapter addresses the question that comes before: should you start, and if so, how do you decide at each step?

The following flowchart shows all decision points. The sections below walk through each one.
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Project to Product Playbook

ame3.ai/get/p2p-playbook








Project vs Product


“A project is a temporary endeavor undertaken to create a unique product, service, or result.” (Project Management Institute)



A project has a fixed time frame in which investments are made to achieve a result. A product does not. We constantly invest in products with the work of our employees. Even decommissioning a product requires investment. It is ultimately the last user who determines when a product no longer exists.

Products are significantly larger in scope than projects, and the targeted performance is anything but linear.
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The blue curve represents the desired ROI development. From a company’s perspective, a project is an investment in the product for a certain period (red box). Scrum can be understood as a sequence of projects with a fixed period of one Sprint (in AME3: Match) (green boxes). Each Sprint generates knowledge about how the next investment can be improved, at much shorter intervals than before. In extreme cases, this knowledge can stop the investment completely at an early stage.



Is This Project Simple, Complicated, or Complex?

Short projects, completed within four weeks or less, do not need their own Scrum Team. Instead, include the work as items in an existing Arena Backlog and let a Team pull them into the next Match. The Team optimizes its work so that waiting times are minimized and a customer order can be completed within a single cycle.
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Customer projects organized on a physical Kanban board at a German SaaS company





[image: ]

The same Kanban board two years later, now digital and discussed with the leadership team



For this to work, ask: what is the product that the employees are working on? In the case of a web agency, the product might be “the service for the development of web offerings.” Define the scope broadly. The agency owns the service and bears the associated obligations. Even if each individual order is only complicated, operating and improving the service as a whole can be very complex.

The same principle applies beyond software. A company that builds modular houses treats the turnkey houses as its product. Planners, manufacturers, fitters, and craftsmen in the Teams derive optimizations from experience gained in customer projects. I recommend using Wardley Maps to identify multi-team structure and potential for innovation.


In AME3, small projects are most likely one or a set of Improvements in the Arena Backlog



The majority of projects have significantly longer duration. A longer duration is an indicator of higher complexity: many unknown factors will influence the project that cannot be predicted at the start. This is the nature of product development, not a failure of the project team. As a guiding principle: if the question whether the project is complicated or complex needs to be discussed, then it is most likely complex. The Cynefin Framework can help: it distinguishes between complicated problems, where expert analysis yields answers, and complex problems, where only experimentation reveals the path forward.


In AME3, a complex project is seen as a Goal





Can You Afford to Start?

If the project is complex and the demand for innovation is high, we arrive at the standard case for Scrum. This is the birth of every Scrum environment, the pattern that The New New Product Development Game first documented. Form an initial team. A System Lead takes care of building the team. A manager with decision-making powers takes on the role of Arena Owner. This team, as autonomous as possible, can question existing rules and develop entirely new approaches.

But many enterprises fall into a trap here. Too many projects start simultaneously. Some companies have more active projects than employees. A complex project does not just affect one team. It influences the work of the entire organization. The fewer the number of active projects, the shorter the lead time. This generates value and feedback earlier, which benefits the next projects.

Before starting the next project team, check that the maximum reasonable number of active projects is not exceeded. If it is, the new project must be weighed against all active ones. If those are organized with Scrum, the Increment and the team’s experience provide the best data for the decision. A positive result can be canceling an active project in favor of a more attractive one.

A project can be considered as an entry in the company’s project backlog. In AME3, this is the Enterprise Backlog. With Goals or project profiles as entries, the Enterprise Backlog becomes the input for a Kanban system to make the flow from concept to cash transparent. Experiment with a work-in-progress limit (WIP limit) for Goals to discover how high the maximum parallel project load can be.
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Project pipeline of a logistics department at a large pharmaceutical company, visualized on a Kanban board




In AME3, the list of all Goals (projects) is the Enterprise Backlog, prioritized by the Enterprise Owner. Only the Arena Owner of an Arena can pull a Goal into focus.





Continue, Pivot, or Stop?
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Whatever the innovation project was, the costs are most likely higher than expected. Scrum shows its full strength here, because progress is measured by the finished product Increment. It is the best source of data for making predictions about the future. Usually after three Sprints, at the latest after nine, a decision can be made whether to continue.

Three priorities at this stage:


	Stabilize the team. Do not expand unnecessarily. Keep social complexity to a minimum. Secure external talent on a permanent basis. The project team may become a new organizational unit.

	Focus on technical excellence. The Arena Owner should pay particular attention to the non-functional requirements of the product and focus the team on system architecture. More important than scaling employees is being able to scale the product in the market.

	Choose a scaling framework if needed. If the product team grows beyond 10 to 12 people, the System Lead should choose a lean framework for scaling. If done skillfully, scaling according to LeSS will happen naturally.



An early conclusion that the project will not succeed as expected is also a win. It clears the way for a project that opens up more opportunities.

In case A, you will probably continue to invest in the product. In case B, you will most likely cancel the project and product development.


In AME3, the Arena Owner and Enterprise Owner are responsible for deciding whether to continue working on a Goal or to change direction.





From Project Team to Arena

[image: ]


Following the decision points here, an Arena in the sense of AME3 has already been established.



If the newly created organization can work independently of all other parts of the enterprise, there is much to be said for formalizing it as an Arena. The Playbook provides the detailed path: Entry Point 2.1 for new, independent products, Entry Point 2.2 for existing work systems with agile practices already in place.

If other Teams are also working on the same or related products, it makes more sense to incorporate the new expertise into an overall product organization. This means a reorganization of the teams and organizational units involved. The sub-product created initially by the project is further developed by all teams of an Arena. Such an organization then no longer speaks of projects but of Goals.

The Accountable Representatives of the Enterprise should now refine the strategy toward the next step in the evolution of the product and services. The result will be new Goals for innovation. An Arena can pull that Goal and a Team starts working on it.


AME3 uses established frameworks and methods. Employing Scrum or LeSS is a recommendation, not a requirement. An Arena may include organizational components within the complicated domain that are not suited for optimization through Scrum or LeSS.





Beyond These Foundations

These three chapters covered the practical foundations: how to plan when you cannot predict, how to choose the right framework, and how to transition from projects to products. They are starting points, not endpoints.


Further Readings and ame3.ai

The Appendix provides extended guides on specific methods: Wardley Mapping for strategic terrain, Estuarine Mapping for constraint analysis, Stacey Matrix for complexity assessment, Visualizing Enterprise Goals for portfolio decisions, and scaling approaches like LeSS and Scrum@Scale. The Further Readings section grows continuously with new articles, practical how-tos, and hands-on guides. Visit ame3.ai for the latest additions.








12 The Game Is On


“The game is afoot.” When Sherlock Holmes speaks these words, the case has structure. A crime has been committed. The evidence is fixed. The victim does not change while Holmes examines the scene. In his mind palace, he connects the mud on the shoe to the quarry on the edge of town, the tobacco ash to a single tobacconist in Covent Garden, and deduces the killer before Scotland Yard has finished interviewing witnesses.

But Holmes was never just the deductive thinker of popular imagination. He tested poisons on himself. He fired bullets into walls to study impact patterns. He spent hours in his chemistry lab running experiments before a case even began. His real method was a loop: deduce a hypothesis from what you know, advance by testing it against reality, then induce new understanding from what you observe. Anticipate. Advance. Assess. Holmes did not solve cases by thinking harder. He solved them by looping faster.


The Loop

Enterprises love the deductive part. Analyze the market. Study the competition. Build a strategy from first principles. Deduce the right answer. The best enterprises also use Induction: observing patterns in data, customer behavior, and past performance to draw general conclusions. Both methods are essential. Both are insufficient on their own.

Deduction gives you certainty, but only if your premises hold. In a complex environment, they rarely hold for long. Induction gives you patterns, but as David Hume warned, past patterns do not guarantee future results. The market you observed yesterday is not the market you face tomorrow. The answer is Empiricism: the loop. Empirical Control combines both into a continuous cycle. The loop is not optional. It is the only method that works when the crime scene keeps moving.

But running the loop is not enough. Holmes examined every detail of a crime scene. A thread on the victim’s coat. A scratch on the window frame. A dog that did not bark. He never optimized for a single clue. He optimized for the whole picture. Overall Optimization demands the same discipline. When departments optimize for their own metrics, when Teams optimize for velocity, when individuals optimize for performance reviews, the enterprise works against itself. See the whole scene, not just the clue in front of you.

Here is where the metaphor breaks. A crime scene is static. Your enterprise is not a dead body on the floor of a London flat. It is a living system that grows, adapts, reorganizes, and creates products that did not exist when you started your investigation. A living system does not need a detective. It needs a doctrine that guides its own evolution. This is Evolution Focus. What worked in Genesis will fail in Commodity. What stabilizes a mature product will suffocate an emerging one. Your strategy must evolve with your enterprise.

Three doctrines. One system. Together they form a self-improving engine: learn through empirical loops, ensure improvements serve the whole, and direct energy where evolution demands it. This book gave you the Rules, the Playbook, and the Interplay. But a book is not a strategy. It is a hypothesis. Test it against your reality.



The Limit

Now consider a tempting idea. What if we skip the loop entirely? AI can model weather systems, simulate climate trajectories, and predict protein structures. Surely it can model your enterprise, your market, your competitors. Feed enough data into a powerful enough model, and the future becomes visible.

It cannot. And the reason is fundamental.

In his book Sapiens, Yuval Noah Harari distinguishes two kinds of systems. A weather system is what he calls level-one: it does not react to predictions about itself. Water drops have no self-awareness. Build a better model, and your forecasts improve. This is why AI excels at climate simulation, materials science, and drug discovery. The molecules do not read the forecast.

Markets, organizations, and competitors are different. They are level-two systems: systems that react to predictions about themselves. In the language of Cynefin and the Stacey Matrix, these are complex systems: cause and effect can only be understood in retrospect, never reliably predicted in advance. You map your competitor’s value chain and predict they will enter your market segment next quarter. They are mapping yours. Both of you act on predictions about each other. The landscape shifts before either prediction materializes.

You deploy AI agents to scan markets, analyze supply chains, and spot patterns no human could see at that speed. For a while, you are ahead. But your competitor will deploy the same agents. Not today, perhaps. But soon. And if they do not, a new competitor will, one that was born with AI in its operating model and never knew the old way of working.

But this does not mean prediction is useless. A better map is still a better map. AI-Enhanced Teams give you sharper sight: they process more signals, test more hypotheses, and update the map faster than any team could before. A deeper understanding of where your products sit on the evolution path gives you a real edge. You see the move before your competitor does. You score the goal. The point is that the edge is temporary. Your competitor will build the same models, read the same signals, and close the gap. In football, being one goal ahead means nothing if you stop playing.

This is why Empirical Control is not a one-time analysis. It is a continuous loop. The enterprise that maps better, experiments faster, and reassesses more honestly will stay ahead. Not because it can predict the future, but because it learns faster than the future changes. The goal is not perfect prediction. The goal is to be one loop ahead.

The future is not written. It is played.



The Leap

Life works against entropy. It takes energy and creates order: cells, organisms, societies, enterprises. Every structure we build requires energy to maintain. Stop investing, and it dissolves. This is not a metaphor. It is thermodynamics.

Every technology humanity has adopted demanded more energy, not less. Steam engines consumed more coal, not less. Electrification consumed more power, not less. Computing, the internet, and now AI follow the same pattern. Humans consume energy. The tools we build consume energy. Together, we push the boundary of complexity outward with every generation.

This creates a real contradiction. The climate demands that we reduce energy consumption. AI demands that we increase it. Growth demands that we increase it. Human ambition demands that we increase it. Strong strategic leadership does not pretend this contradiction will resolve itself. It navigates the tension, knowingly, empirically, one Tournament at a time.

But this is not just thermodynamics. Behind every product shipped, every Arena launched, every Goal pursued, there are people who chose to build something together. The energy that sustains an enterprise is not only capital and electricity. It is conviction. The work matters. The Team matters. Creating value for others is worth the effort. Enterprises that lose this conviction dissolve, no matter how well-funded they are. Enterprises that hold onto it can navigate any disruption, because the people inside them choose to keep building.

And leadership is not about making this decision for others. Leadership is leading others in making better decisions. You cannot not communicate, and in an enterprise, you cannot not lead. Every Team member leads, whether they intend to or not. When a Team acts with discipline and transparency, it becomes a model for other Teams. When an Arena evolves its products and work system empirically, it convinces the Enterprise. When an Enterprise outevolves its competitors, it demonstrates to the world that there is a better way to organize.

AME3 is the Adaptive Metaframework for Empirical Enterprise Evolution. Not a prescription. A metaframework for building your own unique operating model: one that evolves with your enterprise, your markets, and the forces shaping them. The Rules give you the structure. The Strategy gives you the doctrines. The methods and frameworks you choose give you the tactics. What you build from these is yours.

Andy and I continue this work at ame3.ai. New articles, new methods, new insights from enterprises applying these ideas. The framework evolves because the enterprises using it evolve. Join us. Challenge us. Share what you learn.

The question was never “Are we doing AI?” or “Are we agile?” The question is: how well does your enterprise navigate evolution compared to your competitors?

The game is on. Outevolve.





PART IV: APPENDIX





13 Further Readings

This section is an evolving library, not a static appendix. It contains longer articles, practical guides, and companion stories that go beyond what the main chapters cover. You will find the full stories of Velox Robotics and Meridian Industries, extended method guides for Wardley Mapping and Estuarine Mapping, and deep dives into topics referenced throughout the book. For short reference entries and definitions, see the Sources and Definitions section. New articles are added continuously at ame3.ai.
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Communication Effort in a Scaling Organization with Teams

ame3.ai/communication-effort-in-a-scaling-organization-with-teams







Communication effort grows quadratically as organizations add people. This article provides formulas for modeling communication overhead in flat, team-based, and multi-team structures. Learn when scaling with teams becomes inefficient and how to find optimal thresholds.
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Enterprise Scrum

ame3.ai/enterprise-scrum







Enterprise Scrum by Mike Beedle generalizes Scrum into a scalable framework for any management purpose. AME3 builds on this foundation, adding enterprise and arena levels, leadership functions, and strategic doctrines. Compare shared principles and key differences.
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The Estuarine Framework

ame3.ai/estuarine-mapping







The Estuarine Framework from the Cynefin ecosystem uses an energy/time grid to map constraints, constructors, and actors that shape organizations. Learn the seven-step mapping process, understand the estuary metaphor, and see a practical GenAI adoption example from public sector IT.
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Meridian Industries: 120 Projects and Nothing Moves

ame3.ai/meridian-industries-120-projects-and-nothing-moves







A fictional narrative. Meridian Industries had 1,200 employees, 120 stalled projects, and a new CEO determined to change both numbers. A Wardley Map revealed the opportunity nobody saw and the AI threat nobody wanted to see. The full backstory behind the enterprise woven into the book.
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ScALeD

ame3.ai/sources-and-definitions-scaled







ScALeD provides guiding principles for scaling agile practices across organizations. Co-authored by AME3 creators Andreas Schliep and Peter Beck, it covers customer focus, employee well-being, global optimization, supportive leadership, and continuous improvement.
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Self-Adapting Language Models

ame3.ai/sources-and-definitions-self-adapting-language-models







Self-Adapting Language Models (SEAL) is a framework enabling LLMs to improve by generating their own synthetic training data via reinforcement learning. SEAL outperforms standard baselines in knowledge incorporation and few-shot learning, pointing toward more autonomous AI.
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Stacey Matrix

ame3.ai/stacey-matrix







The Stacey Matrix (1996) maps organizational decisions along two axes: Agreement and Certainty. Ralph Stacey later removed the diagram from his textbook. The popular Simple-Complicated-Complex-Chaotic version originates from Brenda Zimmerman, not Stacey himself.
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Velox Robotics: Structure Follows Culture

ame3.ai/velox-robotics-structure-follows-culture







A fictional narrative. Velox Robotics grew from 12 people in a Berlin garage to 50 employees building autonomous robots. When a dependency crisis nearly killed the product, the founder faced a choice: let the organic culture die, or design a structure that preserves it. The full backstory behind the startup woven into the book.
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Visualizing Enterprise Goals

ame3.ai/visualizing-enterprise-goals







Visualize and compare enterprise goals using radar diagrams at the portfolio level. This method helps decision-makers assess initiatives across five dimensions: relevance, benefit, impact, complexity, and CAPEX. Integrated into the AME3 Tournament strategy cycle.
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Wardley Mapping

ame3.ai/wardley-mapping-overview







Wardley Mapping is a strategic framework by Simon Wardley that visualizes value chains and component evolution. Learn the strategy cycle, climatic patterns, doctrine principles, and how Wardley Maps connect to OODA, Cynefin, and AME3 for situational awareness.






14 Sources & Definitions

This section serves as the reference glossary for AME3. Here you’ll find definitions of key concepts, methodologies, and terminology used throughout the framework, along with links to the authoritative sources that inform our approach.
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A Plan Is Not a Strategy

ame3.ai/ref/plan-not-strategy







Roger Martin distinguishes planning from strategy: planning lists activities within a company’s control, while strategy is an integrative set of choices positioning a company to win on a chosen playing field. Strategy involves genuine uncertainty and a theory about why and how to outperform competitors. Unlike planning, it cannot control all variables but offers the best chance of significant success.
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A Small Matter of Programming

ame3.ai/ref/small-matter-prog







Bonnie Nardi’s 1993 MIT Press book documents how non-programmers routinely built sophisticated tools using spreadsheets and customizable software, far beyond vendor intent. The work challenges the assumption that software development belongs only to professionals. It is an early articulation of the gap between packaged software and user needs, a theme central to the Malleable Software movement.
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Agile

ame3.ai/ref/agile







The Agile Manifesto, created in 2001 by 17 software pioneers including Kent Beck, Ken Schwaber, and Jeff Sutherland, establishes four core values: individuals over processes, working software over documentation, customer collaboration over contracts, and responding to change over following a plan. It connects to Twelve Agile Principles and has been translated into 70+ languages. It remains the foundational declaration of the agile movement.
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Agile Retrospectives

ame3.ai/ref/agile-retrospectives







Agile Retrospectives by Esther Derby and Diana Larsen is the standard reference for facilitating team reflection in agile contexts, published by Pragmatic Bookshelf in 2006. The book introduces a five-phase facilitation model: set the stage, gather data, generate insights, decide what to do, and close the retrospective. Each phase offers multiple activity options, enabling facilitators to tailor sessions to team needs and maturity.
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Ambidextrous Organizations

ame3.ai/ref/ambidextrous-org







Organizational ambidexterity is the ability to simultaneously pursue exploitation (efficiency and incremental improvement) and exploration (experimentation and radical innovation). March (1991) showed adaptive processes favor exploitation, creating competency traps. Structural ambidexterity separates the two at senior leadership level, while contextual ambidexterity enables individuals to balance both within a single unit. Over 90% of structurally ambidextrous organizations succeeded at breakthrough innovation.
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AME3

ame3.ai/ref/ame3







AME3 (Adaptive Metaframework for Empirical Enterprise Evolution) is an operating model for enterprises that need to evolve continuously. It provides a Leadership System, a Strategy grounded in empirical control, and minimal Rules that give teams autonomy. Built for the age of AI, its principles apply to any force that accelerates evolution.
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Open Training Data in AI

ame3.ai/apertus







Most open-source AI models publish only weights while keeping training data closed. Apertus (EPFL, ETH Zurich) and OLMo (Allen Institute) publish training data, code, and alignment methods too. Open training data is the foundation for auditable, reproducible, and trustworthy AI.
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Artificial Life

ame3.ai/ref/artificial-life







Artificial Life (ALife) is the scientific study of life through artificial systems that exhibit behaviors characteristic of natural living systems. Defined by Christopher Langton, it takes a bottom-up approach to understanding fundamental principles of life by building living systems from scratch. Researchers explore how these systems mimic biological life, focusing on general principles such as emergence, information, and computation.
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Aspect

ame3.ai/ref/aspect







An Aspect is a cross-cutting requirement that cannot be localized to one feature. The term originates from Aspect-Oriented Programming (Kiczales et al., 1997). In AME3, Aspects like security, compliance, and performance shape entire components, and their cost grows exponentially when deferred.
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Attention Is All You Need

ame3.ai/attention-is-all-you-need







Attention Is All You Need is the landmark 2017 paper by Vaswani et al. from Google Brain that introduced the Transformer architecture, replacing recurrent processing with self-attention. It is the foundation of all modern large language models including GPT and Claude.
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Brooks’s Law

ame3.ai/ref/brookss-law







Brooks’s Law, from Frederick P. Brooks Jr.’s The Mythical Man-Month (1975), states that adding manpower to a late software project makes it later. Two mechanisms explain this: new team members require training from existing members, consuming productive capacity, and communication channels grow as n(n-1)/2, so doubling a team quadruples coordination paths. Most complex software cannot be partitioned like physical tasks, making adding people counterproductive.
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Build-Measure-Learn

ame3.ai/ref/build-measure-learn







The Build-Measure-Learn feedback loop is a core principle of Eric Ries’s The Lean Startup (2011). The three-phase cycle transforms ideas into a minimum viable product (Build), measures customer reactions (Measure), and determines whether to continue or pivot (Learn). Drawing from Lean manufacturing and Agile development, it reduces market risk by testing assumptions early with minimal resources rather than relying on extensive upfront planning.
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Centaur Chess

ame3.ai/ref/centaur-chess







Centaur Chess (also called Advanced Chess or Freestyle Chess) is a form of chess where humans and computers collaborate as a team. Garry Kasparov originated the concept after his 1997 loss to Deep Blue. The landmark finding from the 2005 PAL/CSS Freestyle Tournament was that two amateurs using three ordinary programs defeated grandmasters with supercomputers. The quality of the human-machine interaction process matters more than the raw strength of either partner alone.





[image: QR code]


Claude Flow

ame3.ai/ref/claude-flow







Claude Flow is an enterprise-grade AI orchestration platform on GitHub for coordinating multi-agent systems in software development workflows. It features 25 Claude Skills, swarm orchestration with hive-mind architecture, 100 MCP tools, and a hybrid memory system combining AgentDB and ReasoningBank for pattern matching. The platform achieves an 84.8% solve rate on SWE-Bench with 2-3ms query latency and offers native Claude Code integration via the MCP protocol.
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Cognitive Load Theory

ame3.ai/ref/cognitive-load







Cognitive Load Theory, developed by John Sweller (1988), describes the limits of working memory and their implications for performance. Three types of load exist: intrinsic (task difficulty), extraneous (poor presentation or coordination overhead), and germane (productive learning effort). Performance degrades when total load exceeds working memory capacity. Reducing extraneous load, such as unnecessary coordination overhead, frees capacity for the actual work.
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Competing Against Luck

ame3.ai/ref/competing-luck







Competing Against Luck (2016) by Clayton Christensen, Taddy Hall, Karen Dillon, and David Duncan formalizes the Jobs to be Done theory: customers do not buy products, they hire them to fulfill a specific job. Christensen argues that understanding the job, not customer demographics, is the causal mechanism behind successful innovation. The framework shifts focus from who the customer is to what progress the customer is trying to make.
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Complex Adaptive System

ame3.ai/ref/complex-adaptive







A Complex Adaptive System (CAS) is a dynamic network of interacting agents whose collective behavior cannot be easily predicted from its individual components. CAS are characterized by nonlinearity, emergence, self-organization, and resilience. Examples include Earth’s climate, the human brain, and social organizations. In complex environments, cause-and-effect relationships can only be understood in retrospect, not predicted in advance.
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Computer Lib / Dream Machines

ame3.ai/ref/computer-lib







Self-published in 1974 by Ted Nelson, Computer Lib / Dream Machines is a manifesto challenging the priesthood of computing: the idea that only specialists should control computers. Nelson argued that computers are universal creative media and introduced early concepts of hypertext and non-linear media, years before the World Wide Web. Written in a zine-like style, it became a foundational text for the personal computing movement and user-empowering software.
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Conway’s Law

ame3.ai/ref/conways-law







Conway’s Law (1968) states that organizations which design systems are constrained to produce designs that mirror their communication structures. Melvin Conway concluded that design efforts should be organized according to communication needs. Because the first design is almost never the best, flexibility of organization is essential: teams must be able to restructure as understanding of the system evolves.
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Cynefin

ame3.ai/ref/cynefin







The Cynefin Framework is a leadership decision-making tool developed by Dave Snowden in 2005 that distinguishes operational domains to match responses with contextual reality. It prevents inappropriate problem-solving by helping organizations differentiate complex challenges from routine ones. Applied across healthcare, international development, and other sectors, it enables more effective and contextually appropriate decision-making at all levels of an organization.
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Daily Scrum

ame3.ai/ref/daily-scrum







The Daily Scrum is a 15-minute Scrum event held every working day of the Sprint for Developers to inspect progress toward the Sprint Goal and adapt the Sprint Backlog as necessary. It fosters communication, identifies impediments, and promotes quick decision-making. The format is flexible: Developers choose techniques that best focus on progress and create an actionable plan for the next working day.
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DasScrumTeam

ame3.ai/ref/dasscrumteam







DasScrumTeam is a group of experienced Agile and Scrum experts founded by Andreas Schliep and Peter Beck, pioneers of Scrum in Germany, Austria, and Switzerland since 2004. The team includes Certified Scrum Trainers, Certified Enterprise Coaches, and Agile Coaches who support organizations in improving their ways of working. DasScrumTeam is fully structured around Scrum and consistently applies the same Agile practices it teaches to its clients.
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Deduction

ame3.ai/ref/deduction







Deduction is the process of drawing logically necessary conclusions from given premises. If the premises are true, the conclusion is guaranteed to be true. Deduction works top-down, from general rules to specific cases, and contrasts with empiricism’s reliance on observation and induction’s reasoning from specific instances to general principles.
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Definition of Done

ame3.ai/ref/definition-of-done







The Definition of Done is a Scrum commitment creating shared understanding of when an Increment meets quality standards. All Scrum Teams must follow organizational standards or create their own. Work not meeting the Definition of Done cannot be released.
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Drive, by Dan Pink

ame3.ai/ref/drive-by-dan-pink







Drive by Daniel H. Pink challenges the traditional carrot-and-stick approach to motivation with four decades of scientific research. Pink argues that high performance and satisfaction depend on three intrinsic drivers: autonomy (directing our own lives), mastery (learning and creating), and purpose (contributing to something larger). The book identifies the gap between what science knows about motivation and what most organizations actually practice.
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Dunbar’s Number

ame3.ai/ref/dunbars-number







Dunbar’s number (approximately 150) is the cognitive limit on stable social relationships a human can maintain simultaneously, derived by Robin Dunbar from neocortex size across primate species. Dunbar identified a hierarchy of group sizes: 5 (intimate support), 15 (close friends), 50 (personal network), 150 (meaningful social group), 500 (acquaintances), and 1,500 (recognizable faces). Beyond 150, organizations require formal structure to hold together.
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Empiricism

ame3.ai/ref/empiricism







Empiricism is a philosophical approach asserting that all knowledge derives from sensory experience and observation. Originating in the 17th century with Francis Bacon and David Hume, it contrasts with rationalism, which emphasizes reason and innate ideas. In practice, empiricism grounds decision-making in evidence from the real world rather than theory or assumption, forming the epistemological foundation of Scrum and agile approaches.
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eXtreme Programming

ame3.ai/ref/extreme-programming







eXtreme Programming (XP), developed by Kent Beck, is a software development discipline built on the values of simplicity, communication, feedback, courage, and respect. One of the first agile methods, it popularized pair programming, test-driven development, continuous integration, refactoring, and sustainable pace. XP is guided by fourteen principles including humanity, economics, mutual benefit, self-similarity, diversity, and reflection.
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Extreme Programming Explained 2nd - Chapter 5. Principles

ame3.ai/ref/xp-principles







Chapter 5 of Extreme Programming Explained (2nd Edition) by Kent Beck and Cynthia Andres presents fourteen principles guiding XP practice, from Humanity and Economics to Baby Steps and Accepted Responsibility.
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Field-programmable Photonic Nonlinearity

ame3.ai/ref/photonic-nonlin







Field-programmable photonic nonlinearity is a technology enabling dynamic, precise control of nonlinear optical responses within integrated photonic devices. Developed by Tianwei Wu, Yankun Li, Li Ge, and Liang Feng, it allows in-situ training and reconfiguration of photonic networks, implementing complex AI activation functions in hardware. This extends photonic programmability beyond the linear domain, enabling efficient and flexible reconfigurable computing.
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Flight Levels

ame3.ai/ref/flight-levels







Flight Levels is a framework for scaling agile and Kanban across organizations, developed by Klaus Leopold. It organizes work and coordination across three distinct levels: operational (team level), coordinating (cross-team coordination), and strategic (portfolio and strategic direction). The framework helps organizations visualize work flows, dependencies, and bottlenecks across organizational layers through evolutionary change and making work visible across the entire system.
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Generative Artificial Intelligence

ame3.ai/ref/gen-ai







Generative Artificial Intelligence (GenAI) uses machine-learning models to produce new content, including text, images, video, audio, and code. Key milestones include the Transformer architecture (2017) and ChatGPT’s launch in 2022. By 2025, models like GPT-4, Claude, and Gemini enabled complex reasoning and autonomous agents.
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GROOVE X

ame3.ai/ref/groove-x







GROOVE X is a Tokyo robotics startup behind LOVOT, a companion robot. The company runs without managers, using LeSS with a unified backlog across 120 people in 20 teams. It is one of Japan’s most documented examples of flat, self-organizing hardware-software product development.
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Herbert Simon - Machines Will Do Any Work a Man Can Do

ame3.ai/herbert-simon-machines-will-do-any-work-a-man-can-do







Herbert Simon predicted in 1960 that machines would do any work a man can do within twenty years. The quote originates from The New Science of Management Decision, not the commonly cited 1965 reprint in The Shape of Automation.
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Higher-Order System

ame3.ai/ref/higher-order-system







A higher-order system is an emergent capability that arises when underlying components become commoditized and ubiquitous. In Wardley Mapping, this concept is central to strategic advantage. In system science, the term describes systems where behavior emerges from multi-element interactions not reducible to pairwise relationships.
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Increment

ame3.ai/ref/increment







An Increment is a concrete, usable stepping stone toward the Product Goal in Scrum. Each Increment must meet the Definition of Done and is additive to all prior Increments. Multiple Increments can be created and delivered within a single Sprint, enabling empirical inspection and continuous value delivery.
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Induction

ame3.ai/ref/induction







Induction is the process of drawing general conclusions from specific observations. Unlike deduction, inductive conclusions are probable rather than certain. Hume argued induction cannot yield universal laws, which is why empiricism emphasizes continuous observation and validation rather than assuming past patterns will always hold.
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Intro to Large Language Models by Andrej Karpathy

ame3.ai/ref/intro-llms-karpathy







A one-hour talk by Andrej Karpathy introducing Large Language Models for a general audience. Covers what LLMs are, how they work, where they are headed, and the security challenges of this computing paradigm. Originally presented at the AI Security Summit, November 2023.
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Inverse Conway Maneuver

ame3.ai/ref/inverse-conway







The Inverse Conway Maneuver deliberately structures teams to match the target system architecture rather than letting accidental organizational structure determine it. Coined by Jonny LeRoy and Matt Simons in 2010, it treats team design as a strategic tool. Loosely coupled services require small, autonomous teams; tightly integrated products need closely coordinating cross-functional teams.
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Jevons Paradox

ame3.ai/ref/jevons-paradox







Jevons Paradox describes the counterintuitive finding that improving resource efficiency leads to higher total consumption, not less. Observed by William Stanley Jevons in 1865: England’s coal use soared after Watt’s more efficient steam engine reduced coal per unit of work. Efficiency gains lower costs, stimulate demand, and overwhelm initial savings.
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Jobs to be Done

ame3.ai/ref/jobs-to-be-done







Jobs to be Done (JTBD) is an innovation framework stating customers hire products to make progress in a specific circumstance. Originated by Clayton Christensen in 2003 and formalized in Competing Against Luck (2016). The job the customer is trying to accomplish, not demographics or product features, is the causal mechanism behind successful innovation.
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Kanban

ame3.ai/ref/kanban







Kanban is a Lean method for managing work by visualizing workflow, limiting work in progress, and pulling tasks as capacity allows. Rooted in the Toyota Production System, David Anderson adapted it for knowledge work and software development. A foundational practice for flow and continuous improvement.
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Kanban Board

ame3.ai/ref/kanban-board







A Kanban board is a visual project management tool that displays work progress across stages using cards and columns. Originating from Japanese lean manufacturing and the Kanban system, it helps identify bottlenecks and optimize workflow.
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Kano Model

ame3.ai/ref/kano-model







The Kano Model, developed by Professor Noriaki Kano in 1984, classifies product attributes into five categories: Must-be, One-dimensional, Attractive, Indifferent, and Reverse Quality. A key insight is that quality attributes migrate over time: today’s Attractive feature becomes tomorrow’s Must-be as customer expectations rise.
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Large Language Model

ame3.ai/ref/large-language-model







A Large Language Model (LLM) is a neural network with billions of parameters, trained on vast text using self-supervised learning. Based on the Transformer architecture (2017), LLMs like GPT and BERT (2018) generate, summarize, translate, and reason over natural language. They are the core technology behind Generative AI.
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Larman’s Laws

ame3.ai/ref/larmans-laws







Larman’s Laws of Organizational Behavior describe how established organizations resist structural change to protect existing management hierarchies. Developed by Craig Larman through decades of consulting, the five empirical patterns explain why genuine transformation is so rare. Culture follows structure in large organizations, not the reverse.
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Lean

ame3.ai/ref/lean







Lean Management is a systematic method originating from Japanese manufacturing for eliminating waste without sacrificing productivity. It shifts focus from optimizing vertical departments to optimizing horizontal value streams from production to customer. The ultimate goal is perfect value delivered through a zero-waste creation process.
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Learning to See

ame3.ai/ref/learning-to-see







Learning to See (1999) by Mike Rother and John Shook introduced value stream mapping as a practical method for visualizing material and information flow through a production system. Current-state and future-state maps reveal waste, delays, and improvement opportunities. The method originates from the Toyota Production System and has since been adapted to knowledge work and service delivery.
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LeSS

ame3.ai/ref/less







LeSS (Large-Scale Scrum) scales Scrum to multiple teams on a single product with minimal additional rules. Developed by Craig Larman and Bas Vodde from 2005, it offers two variants: LeSS for up to 8 teams with one Product Owner and one backlog, and LeSS Huge for more than 8 teams using Requirement Areas. Core principle: feature teams over component teams.
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Life, Energy, and Entropy

ame3.ai/ref/life-entropy







This video explores how life connects to energy and entropy. Scientists describe life as a process that increases entropy: plants capture solar energy, animals convert it to ATP, losing heat at each step. Life may have originated as chemical reactions at ocean vents exploiting energy gradients. In this sense, life continues the thermodynamic work started by the stars.
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Malleable Software

ame3.ai/ref/malleable-software







Malleable Software is the principle that users should be able to reshape their tools at runtime, not wait for vendor updates. Coined by Philip Tchernavskij (2019) and extended by Geoffrey Litt (2023), who argued that LLMs are the enabling technology for non-programmers to create personal tools in natural language. The 2025 Ink and Switch manifesto synthesizes this as local-first computing combined with AI.
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Manifesto for Agile Software Development

ame3.ai/ref/agile-manifesto







The Agile Manifesto, created in 2001 by 17 software pioneers including Beck, Fowler, Schwaber, Sutherland, and Cunningham, established four core values prioritizing individuals, working software, customer collaboration, and adaptability to change. It fundamentally reoriented the industry toward iterative development and continuous feedback, shaping global software culture for decades.
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Mike Beedle

ame3.ai/ref/mike-beedle







Mike Beedle (1962-2018) was an American software engineer and theoretical physicist, co-author of the Agile Manifesto, and a pioneer of the Scrum framework. He collaborated with Ken Schwaber and Jeff Sutherland in Scrum’s early adoption and later developed Enterprise Scrum to scale Scrum practices across organizations.
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Neural Networks by 3Blue1Brown

ame3.ai/ref/nn-3blue1brown







A visual, intuitive video series by Grant Sanderson explaining how neural networks learn. Starting from “But what is a Neural Network?”, the series walks through gradient descent, backpropagation, and the mathematics behind deep learning. One of the most accessible introductions for non-specialists.
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Nigel Scale

ame3.ai/ref/nigel-scale







The Nigel Scale, defined by Nigel Baker, is a tool for classifying Scrum practices into three categories: NS1 (hard rules of Scrum such as Sprints and Daily Scrums), NS2 (situational best practices), and NS3 (non-Scrum or anti-practices). It guides decision-making and brings clarity to Scrum implementation discussions.
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No plan survives first contact with the enemy

ame3.ai/ref/no-plan-survives







Prussian field marshal Helmuth von Moltke wrote in 1871 that no plan extends with certainty beyond first contact with enemy forces. This observation about planning’s limits in uncertain conditions predates agile thinking by over a century. It captures the same truth: in complex environments, rigid adherence to predetermined plans fails as reality diverges from expectation.
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OODA Loop

ame3.ai/ref/ooda-loop







The OODA Loop, developed by US Air Force Colonel John Boyd, is a decision-making cycle standing for Observe, Orient, Decide, and Act. It describes how agility in feedback processing provides competitive advantage in military strategy, business, and law enforcement. The key is cycling through the loop faster than opponents to gain decision advantage.
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Open Ended Evolution

ame3.ai/ref/open-ended-evolution







Open Ended Evolution (OEE) is a concept in Artificial Life research describing systems capable of generating unbounded complexity over time, without a predefined endpoint. Analogous to biological life on Earth, which progressed from simple molecules to complex conscious beings. OEE research aims to replicate this generative capacity in artificial systems.
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OpenClaw

ame3.ai/ref/openclaw







OpenClaw is a free, open-source autonomous AI assistant by Peter Steinberger, released November 2025. Unlike conversational AI, it runs as a persistent local daemon that initiates actions independently via scheduled tasks. Users interact through WhatsApp, Telegram, or Slack. With 234K GitHub stars by early 2026, it represents a shift from conversation-as-interface to agent-as-infrastructure.
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Operating Model

ame3.ai/ref/operating-model







An operating model defines the necessary level of business process integration and standardization for delivering goods and services. Coined by Jeanne Ross at MIT in 2005, formalized in Ross, Weill, and Robertson’s 2006 book on enterprise architecture.
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Outevolve

ame3.ai/ref/outevolve







Outevolve means to consciously direct the evolution of a system at a rate that outpaces the change in surrounding markets, environment, and competition. Coined by the authors of AME3 as the central strategic imperative.
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Overconfidence Bias

ame3.ai/ref/overconfidence-bias







Overconfidence Bias is a cognitive bias in which people place more confidence in their knowledge and judgments than evidence warrants. Research from the 1970s-80s identified three forms: overestimation of performance, overplacement relative to others, and overprecision in beliefs. Classic studies show actual accuracy near 50% even when people claim 90% confidence.
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Pair Programming

ame3.ai/ref/pair-programming







Pair programming is a software development technique where two programmers share one workstation: one writes code as the driver, the other reviews and navigates. Described by Laurie Williams and Robert Kessler, it improves code quality, accelerates learning, and strengthens team communication.
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Paul Watzlawick

ame3.ai/ref/paul-watzlawick







Paul Watzlawick (1921-2007) was an Austrian-American communication theorist who developed five pragmatic axioms of human communication. His most famous insight: one cannot not communicate. His axioms cover unavoidability, content and relational dimensions, circular patterns, verbal and nonverbal modes, and symmetrical relationships.
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PDCA Cycle

ame3.ai/ref/pdca-cycle







The PDCA Cycle (Plan-Do-Check-Act) is an iterative management method for continuous process improvement. Originating from Walter A. Shewhart and later refined by W. Edwards Deming, it guides teams to plan objectives, execute them, evaluate results, and adjust. The cycle emphasizes observation and iterative learning.
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Personal Dynamic Media

ame3.ai/ref/personal-dyn-media







Published in 1977 by Alan Kay and Adele Goldberg, this IEEE paper describes the Dynabook concept and Smalltalk environment from Xerox PARC. Its central idea is symmetric authoring and consuming: every user shapes their own tools. It laid the intellectual foundation for laptops, tablets, and end-user programming.
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Planning Fallacy

ame3.ai/ref/planning-fallacy







Planning Fallacy describes our tendency to underestimate time, costs, and risks while overestimating benefits. Research by Kahneman and Tversky shows how wishful thinking and the ‘inside view’ lead to systematic prediction failures in projects and planning.
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Plans Are Worthless, But Planning Is Everything

ame3.ai/ref/plans-worthless







Dwight D. Eisenhower stated this at the National Defense Executive Reserve Conference in 1957. The fuller version: plans are useless, but planning is indispensable. Drawn from commanding Allied Forces in World War II, the idea became foundational to agile thinking: iterative planning matters more than adhering to fixed plans.
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Proactive Computing

ame3.ai/ref/proactive-computing







David Tennenhouse’s 2000 article in Communications of the ACM coined the term proactive computing. He argued computing must shift from reactive to proactive: systems should anticipate needs and act autonomously, with humans leaving the interaction loop entirely. This paper is the earliest academic articulation of autonomous agent systems.
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Process Dynamics, Modeling, and Control

ame3.ai/ref/process-dynamics







A comprehensive chemical engineering textbook by Babatunde Ogunnaike and W. Harmon Ray, published by Oxford University Press in 1994. It presents a unified approach to process control, covering model representations, multivariable control, statistical quality control, and model-based control in industrial settings.
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Project Retrospectives

ame3.ai/ref/project-retros







Norman L. Kerth’s 2001 book established foundational practices for post-project retrospectives and introduced the Prime Directive: everyone did the best job they could, given what they knew. It provides facilitation techniques for blame-free reflection and influenced how agile teams later adapted retrospectives into sprint-level practice.
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Projekt Lightspeed

ame3.ai/ref/projekt-lightspeed







Projekt Lightspeed was the internal name for BioNTech’s COVID-19 vaccine development. The book by Ugur Sahin, Ozlem Tureci, and Joe Miller chronicles the scientific journey, organizational challenges, and breakthrough moments behind the mRNA vaccine. It offers insider perspectives on mRNA technology and the future of personalized medicine.
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Red Queen Effect

ame3.ai/ref/red-queen-effect







The Red Queen Effect originates from Lewis Carroll and was formalized by evolutionary biologist Leigh Van Valen in 1973: organisms must continuously evolve simply to maintain relative fitness as competitors co-evolve. In business and AI adoption, it means organizations must keep improving just to stay in place, as competitors advance in parallel.
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Reinforcement Learning from Human Feedback

ame3.ai/reinforcement-learning-from-human-feedback







Reinforcement Learning from Human Feedback (RLHF) is a machine learning technique that aligns AI models with human preferences. Learn how reward models trained on human judgments shape the behavior of modern language models like ChatGPT, Claude, and Gemini.
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Rewilding Software Engineering

ame3.ai/ref/rewilding-sw-eng







Rewilding Software Engineering by Tudor Girba and Simon Wardley (2025) proposes Moldable Development: creating contextual micro tools for systems too large to fully grasp. LLMs are coherence engines, not truth engines, useful for building tools, not replacing judgment.
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SaaS Will Collapse in the Agent Era

ame3.ai/ref/saas-collapse







Satya Nadella argued in 2024 and 2025 that traditional SaaS will lose its foundation as AI agents mature. His core claim: most business applications are CRUD databases with a logic layer that AI agents will absorb. What remains is data and governance, not packaged software, reflecting Microsoft’s pivot to Copilot and agent-based computing.
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SAFe

ame3.ai/ref/safe







The Scaled Agile Framework (SAFe) is a knowledge base of integrated principles and practices for Lean, Agile, and DevOps, developed by Scaled Agile, Inc. It provides structure for scaling agile practices across large organizations. SAFe has vocal critics in the agile community who question its effectiveness and overhead.
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Sapiens

ame3.ai/ref/sapiens







Sapiens by Yuval Noah Harari traces the history of humankind from the Cognitive Revolution to the present. The book introduces the concept of level-two chaotic systems: systems that react to predictions about themselves, making accurate forecasting impossible.
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Scaling Complex Systems with Hexi

ame3.ai/ref/hexi







A Scrum.org webinar by Prof Dave Snowden and Nigel Thurlow on scaling complex systems through decomposition and recombination, not imitation. Hexi applies complex adaptive systems theory with context-driven interventions and safe-to-fail experiments for adaptive agility.
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Scrum

ame3.ai/ref/scrum







Scrum is a lightweight framework for generating value through adaptive solutions for complex problems. Created by Ken Schwaber and Jeff Sutherland in the early 1990s, it rests on three pillars: transparency, inspection, and adaptation. Teams work in Sprints with defined roles, events, and five core values.
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Scrum@Scale

ame3.ai/ref/scrumscale







Scrum@Scale, created by Jeff Sutherland, scales Scrum to any organizational size through two interlocked cycles: the Scrum of Scrums for delivery coordination and the Executive Action Team for organizational change. The Scrum Master cycle and Product Owner cycle scale independently, preserving Scrum’s lightweight nature.
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Simon Wardley on Evolving Software Engineering Practices with Agentic AI

ame3.ai/ref/wardley-agentic-ai







Simon Wardley’s 2025 LinkedIn post defines agentic AI as a shift from deterministic to ecological software engineering models. Referencing C.S. Holling and the Dobson and Randell paper, he argues that resilience emerges from unreliable components mimicking adaptive qualities found in nature rather than classical engineering guarantees.
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Software as a Service

ame3.ai/ref/saas







Software as a Service (SaaS) is a delivery model where providers host applications over the internet and customers pay subscription fees for software access. The term was coined by the SIIA in February 2001. Salesforce (1999) is the first purpose-built SaaS company. The defining criterion is payment for software, not transactions or content.
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Spotify

ame3.ai/ref/spotify







Spotify’s engineering culture, described by Henrik Kniberg in 2014, organizes autonomous squads into tribes with a specific focus. The model promotes collaboration and continuous improvement while avoiding bureaucracy, emphasizing trust, autonomy, and learning from failure. It became a widely referenced reference for scaling agile in tech companies.
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Sprint

ame3.ai/ref/sprint







A Sprint is a fixed-length event of one month or less, serving as the heartbeat of Scrum. As defined by Schwaber and Sutherland in the Scrum Guide, each Sprint contains all the work and events needed to achieve a Product Goal: planning, daily coordination, review, and retrospective.
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Ted Lasso

ame3.ai/ted-lasso







Ted Lasso is an Apple TV+ comedy-drama (2020-2023) about an American football coach managing an English soccer team. The show explores leadership, trust, and team culture, using Total Football as a metaphor for organizational self-organization.





[image: QR code]


The 2028 Global Intelligence Crisis

ame3.ai/ref/intelligence-2028







A speculative scenario by Citrini Research exploring how AI advancement could trigger an economy-wide crisis through labor displacement and financial instability. The scenario identifies three interconnected crises from agentic AI disruption and projects double-digit unemployment, a 38% equity market decline, and rising mortgage delinquencies by June 2028.
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The Computer for the 21st Century

ame3.ai/ref/computer-21c







Mark Weiser’s 1991 Scientific American article is the founding document of ubiquitous computing. Its central argument: the most profound technologies disappear. Weiser envisioned computing woven invisibly into everyday life at three scales, tabs, pads, and boards. This is the earliest articulation of situation-oriented computing.
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The End of Software as We Know It LinkedIn Discussion

ame3.ai/ref/end-of-software







A LinkedIn discussion on Peter Beck’s article The End of Software as We Know It (2026). Notable contributions include Simon Wardley connecting Moldable Development to Situation Oriented computing, David Kirwan’s SaaS-as-COBOL framing, and Chris Richardson challenging the SaaS collapse thesis. The discussion refined the original article’s arguments.
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The Hitchhiker’s Guide to the Galaxy

ame3.ai/the-hitchhikers-guide-to-the-galaxy







Douglas Adams’ 1979 science fiction novel introduced the iconic answer ‘42’ to the Ultimate Question of Life, the Universe, and Everything. A cultural touchstone for absurdist philosophy and the limits of computation.
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The Illustrated Transformer

ame3.ai/ref/transformer







A visual walkthrough by Jay Alammar of the Transformer architecture from “Attention Is All You Need” (Vaswani et al., 2017). Step-by-step diagrams explain self-attention, multi-head attention, positional encoding, and the encoder-decoder structure behind modern Large Language Models.
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The Magical Number Seven Plus or Minus Two

ame3.ai/ref/magical-number-7







George Miller’s 1956 paper in Psychological Review demonstrated that human short-term memory holds approximately seven items, plus or minus two. He introduced the concept of chunks as grouped units of information. For organizational design, this sets a hard limit: teams beyond nine members exceed the cognitive capacity for effective internal coordination.
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The New New Product Development Game

ame3.ai/ref/new-new-prod-dev







Takeuchi and Nonaka’s 1986 Harvard Business Review article introduced a holistic rugby approach to product development, replacing the sequential relay race model. Self-organizing teams with autonomy move as a unit, improving flexibility and speed. This paper directly inspired the creation of Scrum and remains foundational to agile product development.
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The SAFe Delusion

ame3.ai/ref/the-safe-delusion







The SAFe Delusion (safedelusion.com) is a curated critical review of the Scaled Agile Framework. It compiles facts, evidence, and practitioner opinions to assist decision-makers considering SAFe adoption. The document includes case studies and expert perspectives documenting both the framework’s claimed benefits and documented failures.





[image: QR code]


The State of the Art in End-User Software Engineering

ame3.ai/ref/end-user-sw-eng







Ko et al.’s 2011 ACM Computing Surveys paper synthesizes decades of research on end-user software engineering. Its key finding: far more end-user programmers exist than professional developers. Spreadsheet users, scientists, and web designers all build software without formal training, revealing a persistent gap the no-code and malleable software movements address.
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Total Football

ame3.ai/total-football







Total Football is the tactical philosophy developed by Rinus Michels at Ajax Amsterdam and embodied by Johan Cruyff. Players self-organize through positional interchange and triangle formations, creating a fluid, adaptive system with simple rules and complex behavior.
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Two-Pizza Teams

ame3.ai/ref/two-pizza-teams







Jeff Bezos’s two-pizza rule limits teams to roughly 5 to 10 people: no team should be larger than what two pizzas can feed. Single-threaded ownership means each team controls one product end-to-end. The principle favors decentralized, independent teams with fewer communication channels, faster decisions, and stronger accountability.
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Vibe Coding

ame3.ai/ref/vibe-coding







Vibe coding is an AI-assisted programming practice coined by Andrej Karpathy in February 2025, where developers describe intent in natural language and let LLMs generate code without detailed review. Collins Word of the Year 2025.
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Web.de

ame3.ai/ref/webde







Web.de was founded in 1995 in Karlsruhe as an internet directory and became one of Germany’s largest internet portals after launching its email service in 1998. The company went public in 2000 during the dot-com boom and was acquired by United Internet AG in 2005. Today it serves almost 43 million users together with GMX and Mail.com.
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Wolfgang Hilberg

ame3.ai/wolfgang-hilberg







Wolfgang Hilberg (1932-2015), German electrical engineer and professor at TU Darmstadt, invented the digital time-coding scheme for radio-controlled clocks (Funkuhr) using the DCF77 signal in 1967 while at Telefunken AG. He held 45 patents and received the Eduard-Rhein-Technologiepreis.
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